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Ce n’est pas l’industrie qui mesure le progrès humain. Ce progrès
est mesuré par la valeur qu’on accorde à une vie, une vie sans
importance, une vie sans le moindre privilège. [. . . ] C’est cela qui
définit une époque. C’est cela qui définit une espèce.

Le Docteur
Doctor Who
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Introduction

Piecewise-Deterministic Markov Processes (PDMPs), first introduced by Davis [Dav84], consti-
tute a family of Markov processes characterized by deterministic motion interspersed with ran-
dom jumps. In contrast to classical Markov chain models, PDMPs not only model the random
jumps of a system but also describe a deterministic continuous motion between those jumps.
Many real-life phenomena require both discrete random jumps and continuous dynamics for
their description. Consequently, PDMPs have been widely applied in various disciplines since
their introduction, including biology, economics, medicine, and other fields [AK11; Goa+23;
WC23].

The problem of optimally controlling a fully observed PDMP through discrete-time deci-
sions, also known as impulse control of PDMPs, has been formulated by Davis [Dav93] and
further extended by subsequent works [BR10; SDG10; BR11; CD22]. While theoretical aspects
have been widely studied, the litterature on numerical aspects is much scarcer, especially when
the jump dates are not observed. In the case of partial observations, this problem can be cast
as a Partially Observed Markov Decision Process (POMDP), which itself can be viewed as a
continuous MDP (over belief states). There exist few approximation methods for solving this
continuous MDP [CS21; Sap+24]. However, these different approaches all assume that the
underlying PDMP model is known or, at least, can be simulated.

In many real-world applications, the underlying dynamics of the PDMP are not fully known
and must be estimated from limited data. This situation is especially common in medical
contexts, where available observations provide only partial information about the patient’s
behavior. As a result, estimates of the process dynamics can be uncertain or inaccurate,
complicating the design of effective control strategies. To date, no established methods exist
for controlling PDMPs when the model is both partially observable and unknown. Recent
work has begun to explore this frontier: for instance, [DFD20] investigated the use of Bayesian
Reinforcement Learning (BRL) with ordinary differential equations for controlling continuous-
time semi-Markov decision processes. Similarly, BRL techniques have been applied to solve
POMDPs in general [MT15], but these approaches have yet to be adapted to the specific
challenges posed by PDMPs with unknown dynamics.

This thesis addresses the control of PDMPs in difficult settings characterized by partial
observability, limited data, uncertain system dynamics, and the inability to conduct direct ex-
periments on real data. The core question we seek to answer is: How can we get effective control
strategies when observations are incomplete and the underlying dynamics are poorly known? To
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Introduction

Table 0.1: Overview of Publications and Code Repositories Associated with Each
Thesis Chapter

Chapters Papers Code
Chapter 1 [Cle+25] and

ongoing book chapter
Jupyter Notebooks available at
https://github.com/orlross/phd_notebookChapter 2

Chapter 4 Ongoing paper https://github.com/orlross/numerical_esp_opt_
strategy

Chapter 5 [Cle+24b; Cle+24a] https://forge.inrae.fr/orlane.rossini/
controlled_pdmp_poChapter 6 [Ros+25]

Chapter 7 Ongoing paper https://github.com/Arnaroo/Yomics

tackle this challenge, we leverage an innovative framework that transforms the unknown process
into a well-characterized, simulable model. This approach explicitly incorporates uncertainty
about the underlying dynamics, enabling us to harness powerful existing algorithms for effective
control. This work was carried out as part of the ANR HSMM (Hidden Semi-Markov Models:
Inference, Control and Applications) project, which provided the scientific basis and funding
necessary for this research. It is supported throughout the manuscript by publications and code
repositories that are listed in Table 0.1.

This work is interdisciplinary, lying at the crossroads of statistics and process modeling,
guided by Alice Cleyen and Benoîte de Saporta. It also involves artificial intelligence, especially
Reinforcement Learning (RL) theory, under the supervision of Régis Sabbadin and Meritxell
Vinyals1. To build a common foundation, the manuscript begins with two introductory chapters
covering these fields. Chapter 1 provides a comprehensive review of MDPs and their extensions,
along with the principal methods for solving sequential decision-making problems. Special
emphasis is placed on RL techniques, especially deep RL algorithms, as they form the backbone
of the solutions proposed in later chapters. Chapter 2 presents a detailed state-of-the-art review
of PDMPs, with a particular focus on semi-Markov processes, which represent the specific class
of PDMPs studied in this work. We explain their mathematical formulation, their simulation
properties, which are key to our approach, and how they can be controlled, especially in the
context of impulse control, which is the framework adopted throughout the thesis. This chapter
sets the stage for the application and methods developed later. The purpose of these two
chapters is to select, organize, and synthesize the relevant body of knowledge in a way that
supports the rest of the thesis and makes the underlying concepts accessible to readers from
diverse scientific backgrounds.

Chapter 3 introduces the real-world application that motivates this thesis: the follow-up and
monitoring of patients diagnosed with multiple myeloma. We begin by describing the clinical
context, the decision-making challenges, and the data limitations inherent to the problem. We
then define in detail the PDMP model used to represent the cancer’s evolution over time, which
will serve as the basis for all the experiments proposed in subsequent chapters.

With the case study established, the thesis then progresses through increasing levels of com-
1Research Fellow at INRAE Toulouse
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Introduction

plexity in PDMP control: starting from fully observable systems with known dynamics, and
moving toward realistic environments characterized by partial observation and model uncer-
tainty. Each chapter builds upon the previous one, forming a coherent path from theoretical
modeling to the application of learning algorithms. The overall contributions include trans-
forming complex models into solvable formulations, the design of simulation-based numerical
methods and their integration into a practical healthcare context.

Chapter 4 introduces the first level of complexity, assuming that the PDMP model is fully
observable and its dynamics are perfectly known. We propose a numerical method to compute
a control strategy close to optimality. The approach is supported by convergence proofs that
guarantee the strategy falls within the ϵ-optimal strategies family. The design and analysis of
this numerical method constitute an original contribution of the thesis.

Moving to a more complex setting, Chapter 5 introduces partial observability. Using the
theoretical foundations established in Chapter 1, we reformulate our problem as a POMDP.
Given the high dimensionality and continuous nature of the resulting belief space, classical
solution methods are impractical. My contribution in this chapter lies in applying deep RL
algorithms to solve this POMDP effectively. This chapter marks the transition from classical
to learning-based approaches and demonstrates how deep RL can be used to control PDMPs
under realistic conditions.

The last layer of complexity is introduced in Chapter 6 with model uncertainty. Here, we
assume that a parameter of the PDMP dynamics is unknown, which further complicates the
decision-making process. To address this, we turn the PDMP into a Bayesian Adaptive POMDP
(BAPOMDP), which accounts for both partial observability and parametric uncertainty. This
framework enables the construction of a simulator that incorporates model belief updates, and
the optimization problem is solved using deep RL algorithms, as in the previous chapter.

Although unrelated to the core topic of this thesis, the final Chapter 7 presents a side
project conducted within a collaborative effort led by Alice Cleynen and Nikolay Shirokikh2.
This project focuses on studying the impact of glucose stress on mRNA regulation in yeast.
In this project, my contributions included developing numerical methods for processing yeast
transcriptome data, as well as performing statistical analyses on the effects of glucose stress on
mRNA modifications and their influence on protein translation efficiency. In the scope of this
thesis, however, I will only present the algorithm development, while the biological analyses
are left outside the main discussion.

2Researcher in molecular biology from the John Curtin School of Medical Research, Australian National
University
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Résumé en Français

La théorie du contrôle joue un rôle essentiel dans la compréhension et l’optimisation du com-
portement des systèmes dynamiques complexes dans diverses disciplines scientifiques et tech-
niques. Les Processus de Markov Déterministes par Morceaux (PDMPs) et les Processus de
Décision Markovien (MDPs) sont deux cadres clés qui ont émergé pour modéliser et résoudre
les problèmes de contrôle dans les systèmes stochastiques. Chacun de ces cadre a ses propres
forces, et leur intersection offre des opportunités prometteuses pour aborder une large classe de
problèmes, en particulier dans le contexte du contrôle impulsionnel et de la prise de décision
dans les systèmes complexes.

Les PDMPs, introduits dans les années 80 par [Dav84], sont une classe polyvalente de
processus stochastiques à temps continu et à espace d’état hybride (discret et continu) qui
combinent une dynamique déterministe avec des événements stochastiques discrets, ce qui per-
met une représentation réaliste des systèmes ayant un comportement hybride. Le contrôle
impulsionnel pour les PDMPs présente un intérêt particulier dans des applications allant de
l’allocation des ressources et de la planification de la maintenance aux systèmes biologiques et à
la gestion de l’énergie. Ces problèmes consistent à déterminer le moment optimal et l’ampleur
des interventions afin de minimiser un coût ou de maximiser une récompense.

D’autre part, les MDPs, introduits dans les années 50 par [Bel58], fournissent un cadre
bien établi pour la prise de décision dans l’incertitude, en tirant parti des espaces d’état et
d’action discrets, établi à l’origine pour faciliter les approches analytiques et informatiques. Ils
ont été étendus à des espaces d’état et d’action continus. Les extensions du cadre classique
des MDPs, telles que les processus de décision semi-markoviens, les MDPs partiellement ob-
servés ou les MDPs bayes-adaptatif, offrent une plus grande flexibilité dans la modélisation de
divers problèmes du monde réel. Les MDPs ont contribué à faire progresser l’étude du con-
trôle stochastique, notamment grâce à leur compatibilité avec les techniques de programmation
dynamique approchée.

La relation entre les PDMPs et les MDPs constitue un axe d’exploration naturel, notamment
dans le contexte du contrôle impulsionnel. En particulier, la reformulation de problèmes de con-
trôle impulsionnel pour les PDMPs dans le cadre des MDPs ouvre la voie à l’utilisation d’outils
théoriques et numériques bien établis pour les MDPs, tels que la programmation dynamique,
les méthodes d’approximation ou d’apprentissage. Cette approche permet de surmonter les
difficultés analytiques posées par la nature hybride des PDMPs, tout en profitant de la richesse
méthodologique des MDPs.
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En réunissant ces deux cadres, et en s’appuyant sur des travaux antérieurs, ce travail con-
tribue au domaine croissant de la recherche à l’interface du contrôle stochastique, de la théorie
de la décision, des statistiques, des sciences informatiques et de l’apprentissage par renforce-
ment. Dans cette perspective, j’explore de manière systématique comment les problèmes de
contrôle impulsionnel pour les PDMPs peuvent être formulés, analysés et résolus efficacement
dans le cadre des MDPs, afin d’étendre cette intégration au-delà des approches existantes.

J’illustre l’ensemble des concepts étudiés à l’aide d’une étude de cas médicale portant sur
les patients atteints de myélome multiple, un cancer qui affecte les plasmocytes, cellules pro-
ductrices d’anticorps dans la moelle osseuse. La gestion de cette pathologie complexe requiert
un équilibre délicat entre l’intensité du traitement et la fréquence des examens médicaux. En
effet, un traitement trop agressif peut entraîner une résistance aux médicaments et, en fin de
compte, la mort. De plus, la progression de la maladie varie fortement d’un patient à l’autre,
ce qui rend indispensables les stratégies de traitement personnalisé [HHB07; Soz+01; Ger+16].
Mettre en œuvre de telles stratégies nécessite toutefois une compréhension fine de la dynamique
de la maladie ainsi que des outils prédictifs capables d’anticiper son évolution pour adapter les
décisions cliniques en temps réel. Or, cette dynamique est intrinsèquement stochastique, mar-
quée par des évolutions imprévisibles dans le développement des cellules cancéreuses, les taux
de mutation et les réponses aux traitements. Les PDMPs permettent de représenter au mieux
cette complexité et de soutenir une personnalisation des soins fondée sur des simulations fiables
en intégrant à la fois les aspects déterministes et aléatoires de la progression de la maladie.
Toutefois, la complexité intrinsèque du problème médical se traduit directement dans le mod-
èle, de sorte qu’il n’existe, à notre connaissance, aucune méthode permettant d’obtenir une
résolution explicite de ce type de PDMP.

Les contributions de cette thèse s’organisent autour de plusieurs axes complémentaires,
appuyés par des publications, et peuvent être résumées comme suit :

• revue des différents cadres de modélisation et de résolution (article d’état de l’art [Cle+25]
et chapitre de livre soumis en juillet 2025 co-écrit avec Alice Cleynen, Benoîte de Saporta,
Régis Sabbadin et Amélie Vernay3);

• méthode numérique pour expliciter une stratégie ϵ-optimale dans le cas d’un PDMP
complètement observé (travail en cours);

• résolution d’un PDMP contrôlé partiellement observé par apprentissage par renforcement
profond (en collaboration avec Meritxell Vinyals4, acte de conférence [Cle+24a] et com-
munication [Cle+24b]);

• formulation et résolution par apprentissage par renforcement profond d’un PDMP contrôlé
à dynamique partiellement connue et observation partielle (en collaboration avec Meritxell
Vinyals, pré-publication [Ros+25]).

3Doctorante à l’Université de Montpellier
4Chargée de Recherche à l’INRAE Toulouse
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L’ensemble de ces contributions est résumé dans la Figure 0.1, qui illustre la structure de la
thèse et les relations entre les différents chapitres.

Revue des différents cadres de modélisation et de résolution. Nous proposons une
introduction structurée et approfondie aux différents cadres de modélisation et de résolution
existants. Dans un premier temps, nous présentons les MDP et leurs extensions, en insistant
particulièrement sur les approches de résolution par apprentissage par renforcement. Nous abor-
dons ensuite les PDMPs, avec un focus sur les processus semi-markoviens. Nous en détaillons
la formulation mathématique, les propriétés de simulation ainsi que les différentes méthodes
de contrôle, en particulier le contrôle impulsionnel, qui sera adopté tout au long du manuscrit.
Au-delà de la synthèse, cette revue fournit le cadre conceptuel dans lequel s’inscrivent nos
contributions méthodologiques.

Méthode numérique pour calculer une stratégie ϵ-optimale. [SD12] propose une
méthode numérique pour approcher la fonction valeur à partir de la quantification d’une chaîne
induite (à temps discret) permettant une approximation des opérateurs de la programmation
dynamique. Dans [SDG17], une famille de stratégies ϵ-optimales est construite à partir de
l’itération de la fonction valeur obtenue à partir des opérateurs non quantifiés. Par conséquent,
pour construire une famille de stratégies ϵ-optimales explicites, nous proposons de remplacer
les opérateurs réels dans la construction de [SDG17] par leur approximations de [SD12]. Le
principe consiste à extraire, à partir de l’itération de la fonction valeur des opérateurs discrétisés,
les dates d’impulsions et les nouveaux points de départ sélectionnés par la programmation
dynamique et les appliquer à la trajectoire réelle à contrôler.

En suivant l’approche introduite dans [SDG17], nous définissons un nouveau processus {X̃t}
sur un espace d’état élargi. Ce processus représente une version contrôlée du PDMP original
{Xt}, avec le même flot déterministe mais un mécanisme de saut modifié pour conserver la
mémoire des sauts et impulsions passées.

On obtient ainsi une stratégie candidate S̃ qui est une séquence de dates d’impulsions et de
nouveaux points de départ. Nous montrons alors que le coût du PDMP contrôlé par la stratégie
S̃ a une forme récursive.

Nous montrons que cette stratégie candidate est ϵ-optimale. La preuve de convergence
s’appuie sur le théorème 5.11 de [SD12], qui garantit que la fonction valeur approchée converge
vers la fonction valeur réelle. En combinant ce résultat avec les lemmes intermédiaires de
[SD12], nous établissons que le coût de la trajectoire contrôlée par la stratégie candidate est
proche de vers la fonction valeur approchée et par extension, de la fonction valeur réelle.

Néanmoins, du fait de sa complexité de calcul, cette méthode n’est applicable qu’aux PDMP
de faible dimension et de faible complexité.

Résolution d’un PDMP contrôlé partiellement observé. Dans le cas partiellement
observé, où les temps de saut sont cachés, la résolution du PDMP devient plus complexe. Une
approche consiste à reformuler le problème comme un MDP Partiellement Observé (POMDP)
[CS18; CS23]. Nous proposons une méthode de résolution originale fondée sur l’apprentissage
par renforcement profond, qui exploite uniquement un simulateur de trajectoires sans nécessiter
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Chapitre 1
MDPs et

méthodes de résolution

Chapitre 2
PDMPs

Etat de l’art

Chapitre 3
Etude de cas

PDMP contrôlé avec
dynamique connue et
observabilité totale

Approximation de la
fonction valeur

Calculer une stratégie
ϵ-optimale

Chapitre 4
PDMP contrôlé avec
dynamique connue et
observabilité partielle

POMDP

Résolution par
apprentissage par

renforcement profond

Chapitre 5

PDMP contrôlé à
dynamique partiellement
connue et observabilité

partielle

BAPOMDP

Résolution par
apprentissage par

renforcement profond

Chapitre 6

Lecture axée sur les PDMPs

Lecture axée sur les MDP et
l’apprentissage par renforcement

Figure 0.1: Synthèse des contributions et structure de la thèse. Les flèches en pointillés
indiquent les fils directeurs: en bleu, une lecture orientée MDPs et apprentissage par ren-
forcement, en rose, une approche orientée contrôle impulsionnel. Les flèches pleines décrivent
l’organisation interne des chapitres. Les éléments rouges signalent les difficultés propres aux
PDMPs et les éléments verts, les contributions de la thèse.

de réduction de dimension. Un benchmark est mené entre deux algorithmes largement utilisés,
Proximal Policy Optimization (PPO) et Deep Q-Networks (DQN), en testant également l’apport
d’un réseau récurrent (LSTM) pour PPO et l’effet de l’action-masking, qui permet d’interdire
certaines actions non admissibles. On mesure les performances de chaque algorithme en terme
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de coût moyen de la politique sélectionnée. Nos résultats sur le modèle myélome montrent que:

• l’apport du LSTM n’améliore pas les performances de PPO;

• l’action-masking améliore nettement les performances de PPO, mais dégrade celles de
DQN;

• DQN obtient les meilleures performances en terme de coût moyen, suivi de près par PPO
avec action-masking;

• les politiques apprises par ces deux algorithmes diffèrent fortement: DQN conduit à une
absence totale de traitement, tandis que PPO recommande des traitements long, assurant
un meilleur taux de survie.

Ainsi, l’apprentissage profond apparaît comme une piste prometteuse pour contrôler des PDMPs
partiellement observés, mais les politiques apprises soulèvent des questions d’interprétabilité et
de pertinence clinique.

Formulation et résolution d’un PDMP contrôlé à dynamique partiellement con-
nue et observation partielle. Dans le cadre partiellement observé, lorsque la dynamique du
modèle est mal connue, la simulation du PDMP n’est plus possible et l’apprentissage par ren-
forcement direct ne peut être appliqué. Nous proposons alors de reformuler le problème comme
un Bayes-Adaptatif POMDP (BAPOMDP). Alors que la plupart des travaux supposent que
le prior suit une loi de Dirichlet sur les fonctions de transition et d’observation, notre situa-
tion est plus complexe : la fonction de transition résulte d’une combinaison du flot, du noyau
et de l’intensité de saut du PDMP. Nous devons donc recourir à une loi continue pour notre
prior. Ainsi, bien que le modèle PDMP soit initialement mal connu, le BAPOMDP associé est
entièrement défini et simulable.

Pour résoudre ce BAPOMDP, nous appliquons le même benchmark que pour le POMDP
à modèle connu. Cette fois, les performances des algorithmes mesurent la robustesse des poli-
tiques: nous entraînons les politiques sur le BAPOMDP, puis nous les testons sur un POMDP
dont la paramétrisation du flot diffère. Nos résultats sur le modèle myélome montrent que:

• l’utilisation d’un LSTM améliore les performances de PPO;

• l’action-masking améliore les performances de PPO et celles de DQN;

• PPO avec action-masking obtient les meilleures performances en terme de coût moyen,
suivi de près par DQN avec action-masking;

• les politiques apprises sont similaires: beaucoup de traitement administrés sur de faibles
période de temps avec un délai maximum entre deux visites pour DQN avec action-
masking et un délai réduit pour PPO avec action-masking.
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Nous comparons également notre approche bayes-adaptative avec des stratégies d’inférence
plus classiques. Dans un POMDP à modèle partiellement connu, l’inconnue peut-être rem-
placée soit par un estimateur ponctuel, soit par un estimateur bayésien. Nous entraînons alors
l’algorithme DQN avec action-masking sur trois cadres : le BAPOMDP, le POMDP avec es-
timateur ponctuel et le POMDP avec estimateur bayésien, puis nous évaluons les politiques
obtenues sur un POMDP dont la paramétrisation du flot diffère. Nos résultats sur le modèle
myélome montrent que:

• l’entraînement avec le POMDP utilisant un estimateur ponctuel fournit les performances
les plus stables;

• l’entrainement avec le POMDP muni d’un prior bayésien donne des performances légère-
ment supérieures en terme de coûts moyens.

Ces résultats montrent que le cadre BAPOMDP est bien adapté au contrôle des PDMP avec
des dynamiques partiellement connues et des observations partielles, fournissant des garanties
théoriques supplémentaires par rapport à un POMDP avec un estimateur bayésien.

Le projet levure. En parallèle de ces travaux, je participe à un projet collaboratif dirigé
par Alice Cleynen et Nikolay Shirokikh5, consacré à l’étude de l’ARN chez la levure Saccha-
romyces cerevisiae. Mes contributions dans ce cadre concernent :

• le développement d’un algorithme de segmentation pour améliorer l’annotation des gènes
dans la levure;

• l’analyse de l’impact des modifications de l’ARN messager induites par le stress gly-
cémique sur l’efficacité de la traduction des protéines.

Ce travail est toujours en cours, et quelques résultats préliminaires sont présentés dans ce
manuscrit (Chapitre 7).

5The John Curtin School of Medical Research, Australian National University
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Markov Decision Processes (MDPs), introduced in the 1950s [Bel57; How62], model scenar-
ios where decisions are made sequentially in a stochastic environment. The goal is to identify
an optimal sequence of actions that optimizes a desired outcome, such as minimizing long-terms
costs or maximizing long-terms rewards, while accounting for the system’s inherent uncertain-
ties. In essence, an MDP describes a setting in which an agent observes the current state,
selects an action, and receives feedback, with the system evolving probabilistically. MDPs
are a foundational class of stochastic control problems, extensively detailed in works such as
[Put94a; BDH99].
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The versatility of MDPs in capturing stochastic dynamics and optimizing sequential de-
cisions has led to their adoption across diverse fields, such as engineering, computer science,
economics and other social sciences, making them a valuable tool for researchers and practi-
tioners alike. In robotics, MDPs have been employed for tasks such as navigation and control
[PTL13]. Conversational agents and dialogue systems have leveraged MDPs to model and opti-
mize human-machine interactions [LPE98; You+13]. The medical field has witnessed numerous
applications of MDPs, including modeling disease progression and treatment planning for con-
ditions like Alzheimer’s disease [Hoe+10], HIV [KRL16], and diabetes [RCA18]. MDPs have
also been used in clinical decision-support systems for critical care [Sch+04].

While MDPs assume full observability of the system’s state, many real-world problems
involve uncertainty not only in the dynamics but also in the agent’s perception of the environ-
ment. Partially Observable Markov Decision Processes (POMDPs) extend the MDP framework
by introducing observation models that capture this limited visibility, requiring the agent to
maintain and update a belief (a probability distribution over possible states) based on noisy or
incomplete observations [KLC98; Åst65]. Separately, Bayes-Adaptive MDPs (BAMDPs) ad-
dress model uncertainty by allowing the agent to learn unknown parameters of the environment
dynamically, treating them as part of an augmented state space [Duf02; Pou+06]. Combin-
ing both challenges, Bayes-Adaptive POMDPs (BAPOMDPs) incorporate partial observability
and model uncertainty within a unified framework, enabling the agent to simultaneously in-
fer hidden states and learn model dynamics [RCP07; Ros+11]. These extensions significantly
broaden the applicability of MDP-based models to complex, real-world decision-making tasks
under uncertainty.

Identifying an optimal policy is crucial in complex decision-making problems. However, the
exact computation of optimal policies can be challenging due to the high dimensionality and
the continuous nature of the state and action spaces in many real-world problems. Various
methods have been developed to obtain an approximate solution to the optimization problem
and obtain approximately-optimal policies.

Exact resolution techniques involve solving the decision-making problem with exact calcu-
lations, ensuring that the derived policy is indeed optimal given the model, with the caveat
that they typically require computing high-dimensional integrals for continuous state or action
spaces highly combinatorial problems in the discrete ones. While exact methods are theoreti-
cally attractive, they become computationally infeasible for large-scale problems.

Approximation techniques include a range of simulation-based approaches that balance pre-
cision and computational efficiency. Monte Carlo Planning is one such category of approaches,
leveraging random sampling to evaluate and improve policies. These techniques, such as Monte
Carlo Tree Search (MCTS), are particularly effective in sequential decision-making problems by
simulating future state-action trajectories and updating estimates based on averaged outcomes.

Reinforcement Learning (RL) offers a robust framework for approximating the value function
and deriving near-optimal policies, especially in scenarios where traditional exact methods are
impractical. RL focuses on learning optimal policies through interaction with the environment.
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In this chapter, we begin by presenting the MDP framework in detail in section 1.1. We
then explore key extensions: the POMDP framework to address partial observability in sec-
tion 1.2.1, the BAMDP framework for model uncertainty in section 1.2.2, and the BAPOMDP
framework in section 1.2.3, which combines both complexities. The final section focuses on
solution methods, covering exact and approximate algorithms though sections 1.3.1 and 1.3.1,
before introducing reinforcement learning approaches in section 1.3.3. Throughout the chap-
ter, a simple example of a squirrel moving between hiding places is developed to illustrate the
key concepts. Additionally, the chapter is accompanied by a Jupyter Notebook1 that provides
full code details and an extra example involving a simplified cancer treatment problem. This
chapter is an adapted version of an exposition paper [Cle+25] and book chapter co-authored
with Alice Cleynen, Benoîte de Saporta, Régis Sabbadin, and Amélie Vernay2.

1.1 Markov Decision Process Formalism

In this section, we delve into the formal components of MDPs, including states, actions, con-
straints, transition function, cost functions and horizon, while also introducing the concept of
policies, which determine the action selection process. Additionally, we outline the goals of
learning by discussing various optimality criteria. Although MDPs can be extended to cover
infinite action spaces, this section will focus on finite-action problems for clarity and simplicity.

1.1.1 Markov Decision Process Definition
Definition 1.1.1: Markov Decision Process

A Markov decision process is defined by a tuple ⟨S,A, P, c, C,H⟩ :

• S is the set of all possible states of the process.

• A is the set of actions that the agent can take in each state.

• Pt : S × A × S → [0, 1], denoted P (s′|s, a), is the time-dependent probabilities of
transitioning from one state s ∈ S to another s′ ∈ S after taking a specific action
a ∈ A.

• ct : S×A×S→ R is the time-dependent cost function that assigns a numerical cost
to each state-action-state pair.

• C : S→ R is the terminal cost.

• H is the horizon of the process.

Remark 1.1 The previous definition applies only to finite-horizon MDPs. In infinite-horizon
1https://github.com/orlross/phd_notebook
2PhD Student from Montpellier University, supervided by Alice Cleynen and Benoîte de Saporta
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MDPs, there is no terminal cost; instead, future rewards are discounted using a discount factor.
Additionally, both the transition function and the cost function are stationary, meaning they do
not change over time.

Definition 1.1.2: Markov Decision Process with infinite-horizon

A Markov decision process is defined by a tuple ⟨S,A, P, c, α⟩ :

• S and A remains the same as in Definition 1.1.1.

• P : S× A× S→ [0, 1], denoted P (s′|s, a), is the probabilities of transitioning from
one state s ∈ S to another s′ ∈ S after taking a specific action a ∈ A.

• c : S × A × S → R is the cost function that assigns a numerical cost to each
state-action-state pair.

• α ∈ (0, 1) is the discounted factor.

Remark 1.2 State and action spaces can be continuous, but in this chapter, we focus on finite
cases. Continuous state space will be covered in Chapter 2. Continuous action space are beyond
the scope of this manuscript [SB18].

Remark 1.3 Depending on the problem, using a reward function may be preferred and is more
commonly used in literature. In this case, the minimization problem becomes a maximization
problem.

Remark 1.4 The process can also contains actions-related constrains. In this case we define
K ⊂ S× A the space of admissible actions in state s ∈ S, with K(s) ̸= ∅, ∀s ∈ S.

Contraints on the admissible actions may also be handled by assigning a prohibitive cost
(+∞ for instance) to invalid state-action pairs, preventing them from being chosen.

In finite-horizon MDP, the environment is in a certain initial state s0 ∈ S. Then at time
t, the agent chooses an action a ∈ A, applies it to the current state s, and the process evolves
to the next state s′ with probability P (s′|s, a). A cost c(s, a, s′) is computed. This process is
iterated until the end: the horizon H of the task can be finite and specified or determined by
a discount factor α. This process is illustrated in Figure 1.1.

Example 1.1.1: Squirrel toy model as a MDP

Over the course of a week, you observe a squirrel moving from hiding place to hiding
place. Let m ∈ {1, · · · , 4} be the set of hiding places. You only have one camera and
each day you can decide to place it in front of a specific hiding place. The aim is to take
as many photos of the squirrel as possible over the week.
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s0 s1 s2 s3

a0 a1 a2

c(s0, a0, s1) c(s1, a1, s2) c(s2, a2, s3)

C(s3)

Figure 1.1: Dynamic representation of a Markov Decision Process (MDP) with finite horizon
H = 3. Circles denote states, diamonds represent actions and rectangles indicate costs associ-
ated with state-action-state transitions. The dashed rectangle depicts the terminal cost. The
arrows indicate the sequence of steps.

The MDP associated to this example is described by

S = {1, · · · , 4},

A = {1, · · · , 4},

P (s′|s = m, a) =
4∑

m′=1
pm

′

m 1{s′=m′},

c(s, a) = 1a̸=m,

H = 7.

Note that in this example, the transition matrix does not depend on the action, the
terminal cost is C = 0, and there are no forbidden actions.

To control a MDP, we need to define a policy that specifies how actions are chosen at each
decision date.

1.1.2 Policies
Definition 1.1.3: MDP history

Let a MDP ⟨S,A,K, P, c, C,H⟩ be given. For any 0 < t < H, any sequence ht =
⟨s0, a0, ..., st−1, at−1, st⟩ is called t-history of the MDP. The set of length t histories is
denoted Ht. Set also H0 = S.

Then, let us define non markovian decision rules and policies:

Definition 1.1.4: Stochastic decision rules

An admissible stochastic decision rule at time t, πt : Ht → ∆(At) assigns a probability
distribution over actions to every t-history.
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Interesting subclasses of decision rules are the deterministic and/or markovian decision rules:

Definition 1.1.5: Deterministic decision rule
An admissible decision rule πt is deterministic if it assigns a unique action to every history
(i.e. is a Dirac distribution over A).

Definition 1.1.6: Markovian decision rule

An admissible decision rule at time t is markovian if πt(ht) = πt(st), thus πt : St → ∆(A).

Definition 1.1.7: Policy

An admissible policy is a sequence of admissible decision rule: π = (πt)t∈N. We denote
by Π the set of all admissible policies.

Definition 1.1.8: Stationnary Policy

An admissible stationnary policy is a sequence of admissible decision rule: π = (πt)0≤t<H .

Definition 1.1.9: Stationary policy

An admissible policy π = (πt)0≤t<H is stationary if all decision rules are identical for all
t ∈ N. In this case, the decision at time t depends only on the current state and not
explicitly on time.

Example 1.1.2: Reference policies

Let’s introduce three policies to control the process defined in example 1.1.1. Those three
policies are Markovian.
Fixed Camera (Deterministic Policy) πFC. The camera is placed in the most likely
location and remains there for the duration of the process, without moving.
Random Movement (Stochastic Policy) πRM. The camera moves randomly and
looks at one of the four possible hiding spots.
Tracking the Squirrel (Deterministic Policy) πTS. The camera follows the squirrel,
always positioning itself wherever the squirrel moved in the previous time step.

1.1.3 Evaluation Criteria of a Policy

The objective in MDPs is to find a policy that minimizes a cost criterion (or equivalently
maximizes a reward criterion) over the entire decision horizon. The transition cost, c(s, a, s′),
represents the immediate benefit of taking action a in state s and transitioning to state s′,
while the terminal cost, C(sH), captures the cost upon reaching the final state of the process.
Beyond immediate costs, we must define a criterion that captures the entire dynamic of the
process, considering both the short-term effects of an action and its long-term consequences.
This is formalized as the total expected cost (summed over the planning horizon H).
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The optimization problem associated with a cost criterion involves minimizing the total
expected cost over the set of all admissible policies Π.

Finite-horizon optimization criteria.

Definition 1.1.10: Finite-horizon expected cost

Starting from the initial state s ∈ S and following the policy π ∈ Π the total expected cost
is the expected sum of the costs accumulated under the process distribution, up to the
horizon H, plus the terminal cost associated with the final state. This can be expressed
as:

V (π, s) = E
π
s

[
H−1∑
t=0

ct(St, At, St+1) + C(SH)
]
.

Infinite-horizon optimization criteria. Let’s first define the two main optimization
criteria used in infinite-horizon MDPs.

Definition 1.1.11: Discounted expected cost

In the infinite-horizon case, the agent makes decisions indefinitely. Each transition cost
is discounted by a factor γ ∈ (0, 1), which balances the immediate costs against future
outcomes. Starting from the initial state s ∈ S and following the policy π ∈ Π the
discounted expected cost is

Vγ(π, s) = E
π
s

[ ∞∑
t=0

γtc(St, At, St+1)
]
.

For 0 < γ < 1, the γ factor ensures the convergence of the series.

The average reward criterion can also be defined (see for example [Put94b]), but will not
be considered in the remainder of this manuscript.

Definition 1.1.12: Average cost criterion

Starting from the initial state s ∈ S and following the policy π ∈ Π the average cost
criterion is

Vav(π, s) = lim
H→∞

E
π
s

[
1
H

H−1∑
t=0

c(St, At, St+1)
]
.

Optimization problem definition. The goal is to find an optimal policy π⋆ that mini-
mizes (or maximizes in case of reward function) the value function V (or Vα in infinite-horizon)
for all states s ∈ S.

Definition 1.1.13: Value function
The optimal value function is then defined,
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• in finite horizon:
V ⋆(s) = min

π∈Π
V (π, s),∀s ∈ S,

• in infinite horizon:
V ⋆
γ (s) = min

π∈Π
Vγ(π, s),∀s ∈ S.

Theorem 1.1.1 (Bellman equation)

• in finite horizon: the optimal value function V ⋆ is the unique solution to the following
linear system of Bellman equations in variables {Vt(s)}0≤t≤H,s∈S

Vt(s) = min
a∈A

∑
s′∈S

P (s′|s, a) (c(s, a, s′) + Vt+1(s′)) , ∀t ∈ {0, . . . , H − 1},∀s ∈ S

where VH(s) = C(s) defines the terminal values and V ⋆ = V0. Any policy π⋆ = (π⋆t )t=0:H−1

such that
π⋆t (s) ∈ arg min

a∈A

∑
s′∈S

P (s′|s, a)
(
c(s, a, s′) + V ⋆

t+1(s′)
)
, ∀s ∈ S,

is optimal.

• in infinite horizon: the optimal value function V ⋆
γ is the unique solution of a system of

non-linear equations in variables {Vγ(s)}s∈S, called Bellman equations

Vγ(s) = min
a∈A

∑
s′∈S

P (s′|s, a) (c(s, a, s′) + γVγ(s′)) , ∀s ∈ S.

Any policy such that

π⋆(s) ∈ arg min
a∈A

∑
s′∈S

P (s′|s, a)
(
c(s, a, s′) + γV ⋆

γ (s′)
)
, ∀s ∈ S,

is optimal.

In the finite horizon model, the optimal policy is typically non-stationary. In the infinite
horizon discounted model, it has been shown that there exists a stationary policy π⋆ that is
optimal for every starting state [BH61].

Example 1.1.3: Evaluation of reference policies

Let’s evaluate the policies defined in Example 1.1.2 on the MDP defined in Example 1.1.1.
For this example we consider a transition matrix that does not rely on decision
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P (s′|s = m) =


0.4 0.1 0.3 0.2
0.25 0.25 0.25 0.25
0.1 0.2 0.3 0.4
0.3 0.2 0.1 0.4


The cost of each policy, defined in Example 1.1.2, is computed exactly and summarized
in the following table.

Policy Expected Cost
πFC 4.97
πRM 6.37
πTS 0.00

The fixed camera policy πFC maintains a static position, which results in a relatively
high cost since it cannot adapt to the squirrel’s movements. As a result, it often fails to
capture the target effectively.
The random movement policy πRM performs worse than the fixed camera, with an even
higher cost. Its random movements do not effectively track the squirrel, leading to inef-
ficient positioning and frequent failures to capture the target.
The tracking policy πTS is the best among the three, as it achieves the lowest possible
cost. The camera is always positioned exactly where the squirrel is, ensuring perfect
tracking as shown in Figure 1.2.

Figure 1.2: An example of trajectory under policy πTS.

Given its zero cost, this an optimal policy. This optimality will be further demonstrated
in Example 1.3.1.
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We describe in Section 1.3 a few classical algorithms for computing optimal policies in finite
and infinite horizon. Among these algorithms, classical reinforcement-learning algorithms (e.g.
Q-learning introduced in [WD92a]) make use of a notion related to the optimal-value function
of an MDP: the Q-function.

In the finite-horizon discounted case, the Q function is defined as follows.

Definition 1.1.14: Q-function for the total cost criterion

For any 0 ≤ t < H, the Q-function at time t represents the expected cost of selecting
action a ∈ A in the current state s ∈ S and then following policy π up to horizon H.

Qπ
t (s, a) = E

π
s

[
c(s, a, S1) +

H−1∑
n=t+1

cn(Sn, An, Sn+1) + C(SH)
]

=
∑
s′∈S

P (s′|s, a) (c(s, a, s′) + Vt+1(π, s′)) .

Then, if {V ∗
t }t=0..H form an optimal value function, the optimal Q-function is:

Q∗
t (s, a) =

∑
s′∈S

P (s′|s, a)
(
c(s, a, s′) + V ∗

t+1(s′)
)
, ∀(s, a) ∈ S× A.

Definition 1.1.15: Q-function for the discounted criterion

The Q-function, for the infinite-horizon discounted criterion, represents the expected cost
of selecting action a ∈ A in the current state s ∈ S and then following the policy π forever.

Qπ
γ(s, a) = E

π
s

[
c(s, a, S1) +

∞∑
t=1

γtc(St, At, St+1)
]

=
∑
s′∈S

P (s′|s, a) (c(s, a, s′) + γVγ(π, s′)) .

Then, if V ∗
γ is the optimal value function of the MDP for the discounted criterion, Q∗

γ,
the optimal Q-function of the MDP is defined as:

Q∗
γ(s, a) =

∑
s′∈S

P (s′|s, a)
(
c(s, a, s′) + γV ∗

γ (s′)
)
, ∀(s, a) ∈ S× A.

1.2 Markov Decision Process Extensions

MDPs can be extended to model more complex real-world situations. In this section, we
focus on two major directions of extension: handling partial observability and managing model
uncertainty. To address situations where the agent cannot fully observe the environment’s state,
we introduce POMDPs. On the other hand, when there is uncertainty about the environment’s
dynamics, BAMDPs provide a principled way to model and solve decision-making problems
under unknown parameters. Combining both challenges leads to the more general BAPOMDP
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framework.

1.2.1 Partially Observable MDP

POMDPs. This section is based on the POMDPs definition proposed by [KLC98],which
focuses on practical algorithms for computing optimal strategies in settings with finite state,
observation and action spaces.

Definition 1.2.1: Partially Observable Markov Decision Process

A finite-horizon POMDP model is a tuple ⟨S,A, P,Ω, O, c, C,H, ω0⟩. In addition to the
components of a standard MDP introduced in Definition 1.1.1, POMDPs introduce

• a finite set Ω representing the possible observations of the system;

• an observation function

O : S× A× Ω→ [0, 1],

where O(s′, a, ω) gives the probability of observing ω ∈ Ω, after taking action a,
resulting in successor state s′;

• and an initial observation ω0, describing the initial imperfect knowledge we have
about the initial state.

Remark 1.5 The process can also contains actions-related constrains. In this case we define
K ⊂ Ω× A the space of admissible actions in state ω ∈ Ω, with K(ω) ̸= ∅, ∀ω ∈ Ω.

In a POMDP, the objective is also to compute a strategy which minimizes the expected
sum of future costs. However, a key difference is that, at each time step t, the true state
of the system st is not directly observed. Thus POMDP histories only include actions and
observations ht = ⟨ω0, a0, ω1, . . . , at−1, ωt⟩. This process is illustrated in Figure 1.3.

Similarly to solving an MDP, solving a POMDP consists of computing a policy assigning
an action to every possible state of current knowledge of the POMDP.

Definition 1.2.2: Stochastic history-dependent POMDP decision rule

Consider a (finite-horizon) POMDP given by ⟨S,A, P,Ω, O, c, C,H, ω0⟩. An admissible
POMDP decision rule πt : Ht → ∆(A) assigns a probability distribution over actions in
A to every POMDP history ht ∈ Ht.

Definition 1.2.3: POMDP policies

Consider a (finite-horizon) POMDP given by ⟨S,A, P,Ω, O, c, C,H, ω0⟩. An admissible
POMDP history-dependent policy is a list of admissible history-dependent decision rules
π = (πt)0≤t<H . Denote by Πo the set of all history-dependent policies.
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s0 s1 s2 s3

ω0 ω1 ω2a0 a1 a2

c(s0, a0, s1) c(s1, a1, s2) c(s2, a2, s3)

C(s3)

Figure 1.3: Graphical representation of a Partially Observable Markov Decision
Process (POMDP) with finite horizon H = 3. Circles denote states, diamonds represent
actions and rectangles indicate costs associated with state-action-state transitions. The dashed
rectangle depicts the terminal cost. The arrows indicate the sequence of steps.

A POMDP ⟨S,A, P,Ω, O, c, C,H, ω0⟩ can also be seen as an MDP ⟨S,A, P , c, C,H⟩ by setting

S = S× Ω,

P (s′ = (s′, ω′)|s = (s, ω), a) = P (s′|s, a)O(s′, a, ω′),

for all s′ = (s′, ω′) and s = (s, ω) in S. In this setting the term partially observed is more
obvious. The main difference between this MPD and the POMDP setting is that in the POMDP,
only policies in Πo are considered, and the initial value S0 is randomly drawn from an initial
belief b0 which is a probability distribution over S: b0(s) = P(S0 = s|b0) for all s ∈ S. This
setting allows to see Πo as a subset of Π for the MDP ⟨S,A,K, P , c, C,H⟩, and to directly use
definitions 1.1.3 to 1.1.3 to define the cost for a POMDP policy. For criterion V (or Vα in
infinite horizon), one has

V (π, b0) =
∑
s∈S

b0(s)V (π, s).

Definition 1.2.4: Optimal policy

Consider the POMDP ⟨S,A, P,Ω, O, c, C,H, ω0⟩.

• in finite-horizon: An optimal policy π∗ of the POMDP, with respect to criterion
V (π, h) given in definition 1.1.3 is an admissible policy π∗ ∈ Πo such that:

V (π∗, ht) ≤ V (π, ht),∀π ∈ Πo,∀ht ∈ Ht, 0 ≤ t ≤ H.

• in infinite-horizon: An optimal policy π∗ of the POMDP, with respect to criterion
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Vα(π, h) given in definition 1.1.3 is an admissible policy π∗ ∈ Πo such that:

V (π∗, h) ≤ V (π, h),∀π ∈ Πo, ∀h ∈ H.

Belief MDP equivalence. In order to evaluate a POMDP policy and compute an optimal
policy, it is useful to notice that a POMDP can be modeled as another particular form of
MDP over belief states. The knowledge incorporated in the history ht can be encapsulated
in a belief state, bt which is a probability distribution over S and represents an estimation
of the unobserved current state. This belief state evolves from the initial belief b0, based on
the POMDP history ht ∈ Ht. When ht is completed with a new pair of action-observation
(at, ωt+1), the belief state bt is updated as follows. Considering that in a given belief state bt,
an admissible action at is applied and leads to a new observation ωt+1 then

bt+1 = τ (bt, at, ωt+1) .

where τ is a deterministic belief transition function. This function is computed through
Bayesian updating:

bt+1(s′) = P(St+1 = s′|bt, at, ωt+1)

= O(s′, at, ωt+1)× P(St+1 = s′|bt, at)∑
s”∈S O(s”, at, ωt+1)× P(St+1 = s”|bt, at)

= O(s′, at, ωt+1)×
∑
s∈S bt(s)P (s′|s, at)∑

s”∈S O(s′, at, ωt+1)×
∑
s∈S bt(s)P (s”|s, at)

∝ O(s′, at, ωt+1)×
∑
s∈S

bt(s)P (s′|s, at).

A way to deal with partial observability in POMDP is to consider a corresponding belief MDP,
which (continuous, multi-dimensional) state space is made of the set of possible belief states
of the MDP. The correspondence between POMDP and belief MDP is made explicit in the
following definition.

Definition 1.2.5: Belief MDP

A finite-horizon POMDP ⟨S,A, P,Ω, O, c, C,H, ω0⟩ can be viewed as a belief MDP, that
is an MDP ⟨B,A,P , H, ρ, ρH⟩ on belief states, where:

• B ⊂ ∆(S) is the continuous set of belief states,

• A is the action space, unchanged,

• P is the transition function

P(bt+1|bt, at) =
∑
ω′∈Ω

∑
s′∈S

1bt+1=τ(bt,at,ω′)O(s′, at, ω
′)
∑
s∈S

bt(s)P (s′|s, at).
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• ρ(b, a, b′) is the cost associated to action a applied in belief state b resulting to b′

ρ(b, a, b′) =
∑
s∈S

b(s)
∑
s′∈S

b′(s′)c(s, a, s′).

In essence, ρ corresponds to the expectation of the running cost over the states
following distributions given by the beliefs.

• ρH(b) is the terminal cost in belief state b

ρH(b) =
∑
s∈S

b(s)C(s).

The value of a history-dependent (stochastic or deterministic) policy can now be defined as
follows.

Definition 1.2.6: Belief MDP policy value

Consider a finite-horizon POMDP ⟨S,A, P,Ω, O, c, C,H, ω0⟩ and the corresponding belief
MDP ⟨B,A,P , H, ρ, ρH⟩, as well as a Markovian policy π for the belief MDP. The value
of π is defined as

V (π, b0) = Eπ
b0

[
H−1∑
t=0

ρ(bt, πt(bt), bt+1) + ρH(bH)
]
,

where
ρ(bt, πt(bt), bt+1) =

∑
a∈A

ρ(bt, a, bt+1)πt(bt)(a).

Proposition 1.2.1 For any POMDP given by ⟨S,A, P,Ω, O, c, C, ω0⟩, there always exists an
optimal policy that is history-dependant in the space of observations. Moreover, in the finite-
horizon case, the corresponding optimal value function is piecewise linear and convex over the
continuous belief space.

Proof. The proof details are available in [Son73]. □

Proposition 1.2.2 The belief MDP policy value and POMDP policy value are equal. Tn the
case of finite horizon problems, optimal policies are history-dependant and deterministic in
general for the POMDP version, whereas markovian and deterministic for the belief MDP.

Proof. This equallity was established in [Åst65]. In finite horizon problems, the correspond-
ing belief MDP optimal policy is Markovian with respect to the belief state and deterministic
as well, as detailed in [KLC98]. □
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Example 1.2.1: Squirrel toy model as a POMDP

Consider the same setting as in Section 1.1.1 with the squirrel traveling to different hiding
places, but now consider you do not fully observe the trajectory of the squirrel. You only
observe the presence of the squirrel when the location of the camera corresponds to the
squirrel’s location. Even then, the time spent by the squirrel in its hiding place remains
hidden to you. Denote by ωt = 1at=mt the observation at time t, i.e. 1 if the squirrel
is in the same place as your camera, 0 otherwise. The objective remains the same, i.e.
maximizing the number of pictures of the squirrel taken over the span of the week.

Ω = {0, 1},

O(s′ = m′, a, ω) = 1{a=m′}1{ω=1} + 1{a̸=m′}1{ω=0}.

We assume that the camera has just observed the arrival of the squirrel in site m0 ∈
{1, ..., 4} and ω0 = 0.
Let’s introduce three policies to control this POMDP.
Random Movement (Stochastic Markov policy) πRM. The camera moves ran-
domly and looks at one of the four possible hiding spots.
Last Seen (Stochastic history-dependant policy) πLS. Positions the camera at the
squirrel’s last known location; otherwise, it places the camera randomly among possible
hiding spots. This approach relies on memory of past observations rather than current
state alone.
Max Belief (Deterministic policy) πMB. Move the camera to the site where the
belief of squirrel presence is the highest.
The exact cost is summarized in the following table for ω0 = 2.

Policy Expected Cost
πRM 6.18
πLS 5.81
πMB 5.48

The Random Movement policy πRM performs the worst with the highest expected cost.
Introducing history-dependence with the Last Seen policy πLS reduces the expected cost
with 5.81, showing the benefit of even simple memory-based strategies. Finally, the Max
Belief policy πMB, which fully exploits the belief state, achieves the best expected cost of
5.48. In Figure 1.4, the belief state evolution under Max Belief policy is presented.
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Figure 1.4: An example of belief evolution along a trajectory under policy πMB.

An approximate optimal policy will be computed in Example 1.3.2.

1.2.2 Bayes Adaptive MDP

In this Section we follow the didactic exposition of BAMDP and most of the notations of
[Ros+11]. An archetypal BAMDP problem is when we face a MDP ⟨S,A, P, c, C,H⟩, where S
and A are finite, the model is initially known, except for the transition probabilities P (·|s, a),
∀(s, a) ∈ S × A. This become challenging for computing optimal policies as the Bellman
equations 1.1.1 require knowledge of P (·|s, a), ∀(s, a) ∈ S×A to assess the impact of a decision
on the future states of the process.

BAMDPs address this challenge by embedding the MDP in a Bayesian framework, where
we assume that we have a prior distribution over the distribution P (·|s, a), which are assumed
independent for all (s, a). As part of the acquisition of the new state s′, the agent updates the
posterior distribution with the information provided by the transition (s, a, s′) when it is en-
countered. Let S = {s1, . . . , sn} be the finite state-space and let us define ps,a = (ps,a1 , . . . , ps,an ),
where ps,ai = P (si|s, a).

In the Bayesian context, if ps,a is the parameter vector of a multinomial distribution, the
conjugate of a multinomial distribution is a Dirichlet distribution, Dirichlet(θ), parameterized
by a count vector θ = (θ1, . . . , θn) ∈ Nn. The multinomial/Dirichlet framework makes it easy
to perform Bayesian updates of the knowledge over p when transitions are experienced. Indeed,
assume that from a state s and action a, we observe K transitions from the true distribution
ps,a, and let k = (k1, . . . , kn) represent the number of transitions to s1, . . . , sn respectively (with
K = ∑n

i ki). Then, a Bayesian update of a Dirichlet(θ1, . . . , θn) prior on p leads to the posterior
distribution over p′, equal to:

p′ = (p′
1, . . . , p

′
n) ∼ Dirichlet(θ1 + k1, . . . , θn + kn). (1.1)
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The fundamental principle of Bayes-Adaptive MDP is to incorporate model exploration into
planning, by considering an augmented MDP, which states S̃ = (s, θ) include the hyperparam-
eters θ which can be considered as a memory of past experiences (a sufficient statistics). As
in classical MDP, solving a BAMDP requires identifying the optimal decision for all possible
states and hyperparameter values. Formally, a BAMDP is defined as:

Definition 1.2.7: BAMDP

A Bayes-adaptive MDP ⟨S̃, Ã, P̃ , c̃, C̃, H⟩ is an MDP that can be defined from a MDP
⟨S,A, P, c, C,H⟩ with ill-known transition matrix P as:

• S̃ = S × Θ, where Θ = {(θs,as′ )s,s′∈S,a∈A} ⊆ N
|S|2×|A|. States S̃ = (s, θ) are usually

called hyperstates. Usually, also, an initial belief over P is modeled by specifying
an initial set of counts {θ̂s,as′ }. This initial set of counts will be assumed to verify∑
s′∈S θ̂

s,a
s′ > 0,∀s, a, in order for the initial Dirichlet distributions to be well-defined.

• Ã = A. The action space is unchanged.

• P̃ is defined as follows. P̃ (s′, θ′|s, a, θ) is the probability of transitioning from hy-
perstate (s, θ) to hyperstate (s′, θ′) under action a. This writes, by the chain rule:

P̃ (s′, θ′ | s, a, θ) = P(St+1 = s′ | St = s, At = a, θt = θ) (1.2)

× P(θt+1 = θ′ | St = s, At = a, St+1 = s′, θt = θ) (1.3)

• c̃(s, a, s′, θ, θ′) = c(s, a, s′), since we assume that the cost function is known.

• C̃(s) = C(s), since we assume that the terminal cost function is known.

The BAMDP ⟨S̃, Ã, P̃ , c̃, C̃, H⟩ is a classical MDP. When H is finite, the size of Θ is bounded
by H |S|2|A| and the size of S̃ by |S|×H |S|2|A|. Note that, in a BAMDP, policies π : S̃→ A choose
actions as functions of the current state, s and of the current knowledge about the unknown
MDP transition function, summarized by the parameter vector θ.

Let us make clear that the Bayes-Adaptive framework handles parameters’ uncertainty in
two phases:

• The first phase is completely off-line and does not require to observe any transition of the
MDP. In this phase, we use the prior knowledge about transitions and the Multinomi-
al/Dirichlet conjugacy in order to build a BAMDP with augmented state space S̃ = S×Θ,
as shown in Figure 1.5 and in Equation 1.2. This MDP can be solved using any MDP
solution algorithm (such as those that will be mentioned in the following Sections).

• In the second phase, the decision-maker applies the optimal BAMDP policy π̃ : S×Θ→ A

provided by the first phase to the real-life problem, in which only transitions (s, a, s′)
drawn form the original unknown matrices P are observed as shown in Figure 1.6. Re-
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Figure 1.5: Evolution of the state space of a BAMDP over a single time step. This
figure illustrates a specific example with two possible states S = {1, 2} and two possible actions
A = {α, β}. Diamonds represent actions. The parameters θs,as′ correspond to the transition
counts for each (s, a, s′) triplet. The dashed arrows indicate transition probability to hyper-
states, defined according to the count matrix and the Multinomial/Dirichlet conjugacy. Here,
only the case of st = 1 is shown of the Figure, but the case of st = 2 is similar.

trieving the hyperparameter values needed to select optimal actions is straightforward
since θ and θ′ are transition counts and the transition (s, a, s′, θ) → θ′ is actually deter-
ministic, as seen in Equation 1.3.

Remark 1.6 BAMDP can be extended to the case where the cost function is also unknown,
but we will leave this case aside. Readers may refer to [Duf02] for an introduction.

Example 1.2.2: Squirrel toy model as a BAMDP

Going back to the MDP squirrel example presented in Section 1.1.1, we now suppose that
the pm′

m are unknown for all s, s′ ∈ S.
To model the uncertainty on these transitions, we use the standard Multinomial/Dirichlet
approach

(p1
m, p

2
m, p

3
m, p

4
m) ∼ Dirichlet(θ1

m, θ
2
m, θ

3
m, θ

4
m).

With each new observation, we update the a posteriori distribution of the parameters of
the transition matrix θ′ = θ + ∆, where ∆ = em

′
m is the matrix in N

4 × N
4 that has a

value of 1 at the position corresponding to the observed mode m and new mode m′, while
other entries are 0. Let us illustrate the update process with an example. Suppose that
at time t, the squirrel is in hiding place s = 1. At this stage, the hyperparameter vector
θ is, for instance,

θ =


2 7 6 3
3 4 1 2
1 5 8 1
3 2 6 3


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s0 s1 s2 s3

Θ0 Θ1 Θ2 Θ3

a0 a1 a2

c0(s0, a0, s1) c1(s1, a1, s2) c2(s2, a2, s3)

C(s3)

S̃0 S̃1 S̃2 S̃3

Figure 1.6: Graphical representation of BAMDP with finite horizon H = 3. Circles
denote states and hyperparameters, dashed rounded rectangles denote hyperstates, diamonds
represent actions and rectangles indicate costs associated with state-action-state transitions.
The dashed rectangle depicts the terminal cost.

At the next step, the squirrel transitions into the hiding place s′ = 3 while the camera
is located at a = 2. This observation corresponds to the state-action-state sequence
s = 1, a = 2, s′ = 3. In this case, the parameter θ3

1 of the Dirichlet distribution is
updated. The hyperparameter matrix θ is updated as follows

θ′ =


2 7 6 3
3 4 1 2
1 5 8 1
3 2 6 3

+


0 0 1 0
0 0 0 0
0 0 0 0
0 0 0 0

 =


2 7 7 3
3 4 1 2
1 5 8 1
3 2 6 3


The BAMDP associated with this example builds on the MDP from Section 1.1.1. It is
defined by adding

S̃ = S× {0, · · · , H}16,

Ã = A,

P̃ = θ0
m′∑4

m=1 θ
1
m + θ2

m + θ3
m + θ4

m

1θ′=θ+em′
m
,

c̃ = c.

Resolution of the BAMDP is provided in the accompanying notebook with algorithms
presented in Section 1.3.3.
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1.2.3 Bayes Adaptive Partially Observable MDP

In [Ros+11], the author proposed an extension of BAMDP to the partially-observed case. In
this Bayes-Adaptive POMDP model (BAPOMDP), the state of the process is hidden and the
only available information is given through observations ω ∈ Ω. In addition, the observation
model is parameterized, similarly to the transition model, and the values of the parameters are
updated through interactions with the system.

Definition 1.2.8: BAPOMDP

A BAPOMDP is an extension of a BAMDP given by ⟨S̄,A, P̄ ,Ω, O, c, C,H, b̄0⟩, where

• S̄ = S̃×Ψ = S ×Θ×Ψ, where

Ψ =
{(
ψas′,ω

)
a∈A,s′∈S,ω∈Ω

}
⊂ N

|S|×|A|×|Ω|

is an observation count function. The coordinate ψas′,ω counts the number of times ω
has been obtained when action a has led to s′. Note that it is not directly observed
since s′ is not observed.

• P̄ is defined using Bayes rule and independence properties as P̄ (s′, θ′, ψ′, ω|s, θ, ψ, a)
is defined as:

P̄ (s′, θ′, ψ′, ω|s, θ, ψ, a)

= P(St+1 = s′|St = s, At = a, θt = θ)

× P(θt+1 = θ′|St = s, At = a, St+1 = s′, θt = θ)

× P(ψt+1 = ψ′|ψt = ψ,At = a, St+1 = s′, ωt+1 = ω)

× P(ωt+1 = ω|At = a, St+1 = s′, ψt = ψ)

= P̃ (s′, θ′|s, a, θ)× P(ψt+1 = ψ′|ψt = ψ,At = a, St+1 = s′, ωt+1 = ω)

× P(ωt+1 = ω|At = a, St+1 = s′, ψt = ψ).

As for the Dirichlet state transition probability, the observation probability is de-
fined as

P(ωt+1 = ω|At = a, St+1 = s′, ψt = ψ) =
ψas′,ω∑

ω′∈Ω ψ
a
s′,ω′

,

and the transition to ψ′ is also deterministic

P(ψt+1 = ψ′ | ψt = ψ,At = a, St+1 = s′, ωt+1 = ω) =



1 if ψ′a
s′,ω = ψas′,ω + 1 and

ψ′â
ŝ,ω̂ = ψâŝ,ω̂

∀(â, ŝ, ω̂) ̸= (a, s′, ω),

0 otherwise.
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• Finally, the initial belief state is defined over S̄ as : b̄0(s, θ0, ψ0) = b0(s) and
b̄0(s, θ, ψ) = 0 if (θ, ψ) ̸= (θ0, ψ0). The initial counts (θ0, ψ0) are assumed to be
known.

As for BAMDPs, the BAPOMDP model ⟨S̄,A, P̄ ,Ω, O, c, C,H, b̄0⟩ is a new POMDP over
an extended finite state space (provided that H is finite). In [Ros+11] the authors provide
exact (for very small problems) and approximate solution algorithms, for solving BAPOMDP,
see Section 1.3.

Example 1.2.3: Squirrel toy model as a BAPOMDP

Going back to the BAMDP example presented in example 1.2.2, and POMDP exam-
ple 1.2.1. we now assume that there is some uncertainty in observing the squirrel. That
is, there is only a probability of correctly observing whether the squirrel is at a given
location. The new observation function associated with this example is:

O(s′ = (m′), a, ω) =
1∑
i=0

1∑
ω=0

pωi 1{a=m′},

where i is an indicator the observation correctness. We assume pωi = (p0
0, p

1
0, p

0
1, p

1
1) is

unknow. The parameters of the observation model are given by

pωi ∼ Dirichlet(ψ0
0, ψ

1
0, ψ

0
1, ψ

1
1),

with (ψωi )0:1
0:1 ∈ Ψ ⊂ N

4.
The update of the parameters for ψ is similar to that of the parameters for θ presented in
example 1.2.2. With each new observation (s′, a, ω), we update the posterior distribution
of the parameters of the transition matrix, so that ψ′ = ψ + ∆ is a counting matrix,
where ∆ = eji is the matrix in N2×N2 that has a value of 1 at the position corresponding
to i = 1a ̸= m′, j = ω and 0 elsewhere, for s′ = (m′) and ω.
This BAPOMDP is therefore equivalent to a POMDP on a larger state-space. As in the
classic POMDP formalism, this uncertainty can be represented using regular POMDP
formalism, by maintaining (and updating) a belief over these count vectors.

1.3 Resolution Methods for MDPs, POMDPs and Bayes
Adaptives Extensions

The exact computation of optimal policies is often challenging due to the high dimensionality
and continuous nature of many real-world problems, that go beyond usual finite MDPs. To
address these challenges, various methods have been developed to approximate optimal policies.
This section explores these methods, beginning with exact solution techniques and transitioning
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to advanced approximation methods, such as reinforcement learning (RL).

Exact solution techniques involve targeting the optimal policy with convergence guaranties,
often through smart exploration of the whole set of admissible policies. While these methods are
theoretically appealing, they quickly become computationally infeasible for large-scale problems
due to the curse of dimensionality [Bel61]. To overcome these limitations, approximation tech-
niques provide a practical alternative. Many of these approaches rely on simulations to achieve
a balance between precision and computational efficiency. Monte Carlo Planning (MCP) is
a notable example, leveraging random sampling to evaluate and refine policies. Techniques
like Monte Carlo Tree Search (MCTS) [Cha+08] excel in sequential decision-making problems
by simulating state-action trajectories and updating estimates based on averaged outcomes.
Beyond Monte Carlo methods, approaches such as approximate dynamic programming and
policy iteration with sampling [AS07; Ji+07; WZC10] have been proposed. These methods
offer additional practical solutions for complex control problems but fall outside the scope of
this paper.

Reinforcement learning [SB18] provides a powerful framework for approximating value func-
tions and deriving near-optimal policies, especially in cases where exact methods are imprac-
tical. RL methods focus on learning optimal policies through iterative interactions with the
environment, making them particularly effective in scenarios with partially unknown or highly
complex models.

This section offers a high-level overview of these approaches, covering their theoretical un-
derpinnings and practical applications without delving into algorithmic details. Specifically,
Section 1.3.1 introduces dynamic programming-based algorithms, which provide exact solu-
tions; Section 1.3.2 discusses Monte Carlo Planning algorithms, which are designed to handle
problems of higher complexity, and finally Section 1.3.3 presents RL approaches, tailored for
frameworks with partially unknown models.

1.3.1 Dynamic Programming Algorithms

MDPs with finite state and action spaces and explicit models may be solved exactly via dynamic
programming. These iterative methods compute the optimal value function and policy by
defining and solving simpler embedded subproblems.

Backward iteration The backwards induction algorithm (see Algorithm 1) consists of
systematically solving decision-making problems over a fixed number of time steps by working
backwards from the final stage. Unlike the infinite-horizon case, where the goal is to optimize
decisions over an indefinite period, in the finite-horizon case, decisions are optimized over a
fixed number of stages. The process begins with the definition of the terminal value function,
where no further decisions can be made. For each preceding time step, the value function is
updated using Bellman recursion, which calculates the expected cumulative cost based on the
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current state, available actions, immediate costs, and the value of future states. This backward
induction process continues until we reach the initial time step t = 0, at which point the value
function for each state has been determined for every stage. Once the value function has been
calculated for all stages, an optimal policy can be derived by selecting, at each time step, the
action that minimizes the expected cost for each state. This approach ensures that the resulting
policy is optimal for the finite-horizon problem, as it takes into account both immediate and
future costs at each decision point. In finite-horizon MDPs, the optimal decision rule generally
varies with the time step t, making the optimal policy non-stationary.

Algorithm 1 Backward Iteration Algorithm
1: for s ∈ S do
2: VH(s) = C(s)
3: end for
4: for t from H − 1 to 0 do
5: for s ∈ S do
6: Vt(s)← mina∈A

∑
s′∈S P (s′|s, a)[ct(s, a, s′) + Vt+1(s′)]

7: π⋆t (s)← arg mina∈A
∑
s′∈S P (s′|s, a)[ct(s, a, s′) + Vt+1(s′)]

8: end for
9: end for

Example 1.3.1: Resolution with backward iteration

We consider the same squirrel toy model MDP as in Example 1.1.1. Let’s determine the
optimal policy and value function using the backward iteration algorithm.
We start from the terminal condition VH(s) = 0 and recursively compute the value
function. Because the cost c(s, a) is minimized when the action a matches the current
squirrel location s, the optimal policy is to always place the camera where the squirrel
currently is.
Under this optimal policy, the cost c(s, π∗(s)) = 0 at every step, and since the dynamics
do not depend on the action, the future cost is unaffected. Thus, the optimal value
function is Vh(s) = 0 for all h and s.
For the full code implementation and extended examples, please refer to the associated
Jupyter notebook.

Value iteration The value iteration algorithm (Algorithm 2) is a dynamic programming
method used to solve MDPs in infinite-horizon problems. The algorithm updates the values
V (s) at each iteration, for every states s ∈ S, converging to the optimal value function V ⋆(·).
It begins with arbitrary initial values V0(s),∀s ∈ S and improves them by repeatedly applying
the Bellman operators (see Theorem 1.1.1). The stopping criterion is based on the maximum
change between two consecutive steps of the algorithm. After n steps it returns a value function
Vn(·), from which an optimal policy π⋆(s) can be derived (even though Vn may not equal V ∗).
Note that the optimal policy obtained is stationary. The algorithm convergence to the optimal
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policy is guaranteed for a discounted factor 0 < γ < 1 and a maximal allowed change between
to consecutive algorithm steps, ϵ.

Algorithm 2 Value Iteration Algorithm
Require: Discount factor γ ∈ (0, 1), convergence tolerance ϵ

1: for s ∈ S do
2: V0(s)← 0
3: end for
4: n← 0, δ ← +∞
5: while δ > ϵ(1− γ)γ do
6: for s ∈ S do
7: Vn+1(s)← mina∈A

∑
s′∈S P (s′|s, a)[c(s, a, s′) + γVn(s′)]

8: n← n+ 1
9: end for

10: δ ← maxs∈S |Vn+1(s)− Vn(s)|
11: end while
12: for s ∈ S do
13: π⋆(s)← arg mina∈A

∑
s′∈S P (s′|s, a)[c(s, a, s′) + γVn(s′)]

14: end for

Policy iteration The policy iteration algorithm (Algorithm 3) is closely related to the value
iteration algorithm described. While value iteration focuses on iterating over value functions,
policy iteration directly updates the policies themselves. After initialization with an arbitrary
initial policy, the algorithm operates by iteratively improving the policy as follows: (i) Policy
Evaluation: this step computes the value of each state under the current policy by solving the
associated system of linear equations or iteratively estimating the value function; (ii) Policy
Improvement: this step updates the policy by deriving a "greedy" policy with respect to the
current value function. This involves selecting actions that maximize the expected return for
each state.

These steps are repeated, with the newly updated policy being evaluated and improved in
turn. The process continues until the policy converges to the optimal policy, which remains
unchanged in subsequent iterations. Policy iteration is guaranteed to compute the optimal
policy in a finite number of steps, since the number of different deterministic policies is bounded.
The number of iterations required is polynomial in the number of states and actions of the MDP,
making it an efficient algorithm for solving MDPs.

Limitations and extensions The three algorithms discussed above rely on dynamic pro-
gramming equations, which represent one of the most efficient methods for exploring the policy
space. While dynamic programming is guaranteed to yield an optimal policy in theory, it often
becomes computationally infeasible for real-world applications. This limitation arises due to
the curse of dimensionality, a phenomenon identified by [Bel58], where the computational com-
plexity grows exponentially with the dimensionality of the state and action spaces, especially
if those are continuous.

One approach to mitigate this complexity is to employ discrete piecewise policies, enabling
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Algorithm 3 Policy Iteration Algorithm
Require: Discount factor γ ∈ (0, 1), initial policy π0

1: Initialize policy π arbitrarily
2: repeat
3: Policy Evaluation:
4: Solve the following linear program in variables V π(s), s ∈ S :

V π(s) =
∑
s′∈S

P (s′|s, π(s)) [c(s, π(s), s′) + γV π(s′)] , ∀s ∈ S

5: Policy Improvement:
6: Compute greedy policy π′:

π′(s)← arg min
a∈A

∑
s′∈S

P (s′|s, a) [c(s, a, s′) + γV π(s′)] , ∀s ∈ S

7: until ∃s ∈ S, V π(s) ̸= V π′(s)

the application of dynamic programming techniques (see, for example, [Ber75]). Discretiza-
tion simplifies the problem by drastically reducing the complexity of the state space, making
computations more manageable. However, this reduction comes at the cost of precision, of-
ten resulting in suboptimal policies (see [Fen+04]). Additionally, the process of discretizing a
state space is itself challenging. It can be time-consuming, difficult to implement effectively,
and prone to introducing inaccuracies, especially as the dimensionality of the problem increases.

Given these limitations, alternative approaches such as approximation methods and RL
algorithms are often preferred. These methods provide practical solutions for handling high-
dimensional discrete or continuous spaces more effectively, frequently outperforming discretized
dynamic programming in terms of both policy quality and computational efficiency.

For simplicity, the remainder of this discussion will focus on finite-horizon problems to
streamline the analysis and facilitate the exploration of these alternative methods.

1.3.2 Monte-Carlo Simulations-Based Algorithms

For finite-horizon MDPs with a known starting state, solving the MDP involves exploring a
min-expectation tree. In these trees, nodes alternate between nodes where an expectation (over
sucessor states) is computed and nodes where a minimum value (over actions) is computed.
The root of this tree corresponds to the initial state, s0. Each action a0 ∈ A generates a
successor action node. Each action node a0 further branches into successor state nodes for all
s1 such that P (s1|s0, a0) > 0. This process continues across time steps, with the tree’s leaves
representing the final states sH .

Solving the MDP using exact dynamic programming involves fully constructing this tree and
applying backward induction. Backward induction labels each state node st with its optimal
value V ∗

t (st), which represents the return obtained by following the optimal policy π∗ from st
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until the horizon H.
However, backward induction is computationally intensive because it requires exploring the

entire tree. Even storing the complete tree is infeasible in many cases, though depth-first
exploration with pruning of dominated actions can help mitigate this storage issue.

To address these computational challenges, Monte Carlo Planning methods, and in partic-
ular the family of Monte Carlo Tree Search (MCTS) algorithms, offer an efficient alternative.
These heuristic-free approaches, such as the Upper Confidence bound applied to Trees (UCT)
algorithm [KS06], focus on exploring the tree through simulations and do not rely on problem-
specific heuristic functions to guide the search. MCTS algorithms prioritize exploration of the
most promising parts of the tree—areas that show high potential or require further evaluation
to refine their estimated values. By doing so, they avoid exhaustive exploration, making them
well-suited for large or complex MDPs (see, e.g., [Cou06]).

There exist many variants of MCTS [Bro+12; Świ+23], however most of them iteratively
update a search tree (which is not exactly the same as the dynamic programming tree) until
a computation budget is exhausted, at which point an action, computed for the root node, is
returned. A tuple ⟨s, a, ν, ρ⟩ is attached to each node v. Component v.s = s ∈ S is a state,
v.a = a ∈ A is the action that led to state v.s, v.ν = ν ∈ N is the number of visits to node
v following the current edge (i.e. the number of times v.a was applied in v′.s and led to v.s,
if v′ = Par(v) is the parent node of v), v.ρ = ρ ∈ R is an estimate of the value function
V ∗(v.s) at state v.s. Initially, the tree consists of a single root node v0 with attached tuple
⟨v0.s = s0, v0.a = ∅, v0.ν = 1, v0.ρ = 0⟩. At any step, the algorithm loops over the following
four successive substeps to update the current tree, see Figure 1.7 for an illustration.

1. Selection. Starting from the root node, child nodes are selected recursively.

• If v is the current node, we check that it has a child node va for every a ∈ A, i.e.
that all available actions have been tried in state v.s. Else, Selection phase is over
(condition I).

• Then, an action a is selected, using a tree policy and a successor state s′ ∼ P (·|v.s, a)
is simulated. If there exist v′ such that v′.s = s′ and v′.a = a, then v′ is selected and
the Selection phase goes on from v′. Else, Selection phase is over (condition II).

2. Expansion. When Selection phase is over, the tree is expanded. A new child node of v
(selected node at the end of the Selection phase) is added. It is obtained

• either (if condition I was met) by playing a yet unplayed action a ∈ A and simulating
s′ ∼ P (·|v.s, a),

• or (if condition II was met) corresponding to the newly simulated state s′.

Let v′ be this node and ⟨v′.s = s′, v′.a = a, v′.ν = 1, v′.ρ = 0⟩ the attached tuple.

3. Simulation. When a node v′ has been added in the expansion phase, a single trajectory
is simulated, starting from v′.s, using a default policy (for example, successive actions may
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be selected uniformly at random). Let C be the total (discounted in case of a discounted
MDP) cost collected along the simulated trajectory. Then, v′.ρ← C.

4. Backpropagation. The values of the ancestor nodes of v′ are updated recursively: For
every ancestor nodes v of v′, selected in backward order,

v.ρ← min
a∈A

∑
ṽ∈Succ(v),ṽ.a=a ṽ.ν × (c(v.s, a, ṽ.s) + γṽ.ρ)∑

ṽ∈Succ(v),ṽ.a=a ṽ.ν
.
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Figure 1.7: The four steps of Monte-Carlo Tree Search. A child node is selected (here
node 5), then the tree is expanded with a new child node (here node 9) and a trajectory is
simulated from this new node with default policy. Finally, the tree is backpropagated to update
the Q-values. From [Cle+25]
.

Once the Backpropagation step is over, the algorithm goes back to the Selection step, until the
computation budget is over. At this point, an action a∗ is returned for the initial state s0:

a∗ ← arg min
a∈A

∑
v′∈Succ(v0),v′.a=a

∑
v′∈Succ(v),v′.a=a v

′.ν × (c(v.s, a, v′.s) + γv′.ρ)∑
v′∈Succ(v),v′.a=a v′.ν

.

An MCTS algorithm instance is determined by the choice of a tree policy and a default
policy. Typically, the tree policy is derived from a UCT criterion [KS06], balancing exploitation
of the best action so far and exploration of under-used actions. The default policy is often
uniformly random. However many choices of tree policies and default policies are possible,
leading to different algorithms. The reader may refer to [Świ+23] for a recent overview.

Note that, contrarily to exact dynamic programming, Monte-Carlo planning does not require
complete knowledge of the MDP model, (P, c), but only the faculty to simulate P (·|s, a) and to
record experiences (s, a, s′, c). Even though the backpropagation step uses costs c(v.s, a, v.s′),
these costs have been encountered during the expansion step and may be added to the tree
data structure. This feature is common with RL approaches, described in the next section.
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Example 1.3.2: Resolution with Monte-Carlo Tree Search

We consider again the squirrel toy model POMDP introduced in Example 1.2.1. Our
goal here is to approximate the optimal policy and value function using the Partially
Observable Upper Confidence bounds for Trees (POUCT) algorithm [SV10]. These al-
gorithm is an extension of Monte Carlo Tree Search tailored for POMDPs. It maintains
a belief over hidden states and balances exploration and exploitation through an upper
confidence bound mechanism, making it suitable for planning under uncertainty.
After a single trajectory, POUCT achieved a cumulative cost of 2.00 ± 1.00. Figure 1.8
illustrate an example of trajectory under the POUCT policy.

Figure 1.8: An example of trajectory under POUCT policy.

For full code implementation details [ZT20], additional episodes, and extended analy-
sis, please refer to the accompanying Jupyter notebook provided in the supplementary
material.

1.3.3 Reinforcement-Learning Algorithms

Reinforcement Learning (RL) is a computational framework that enables agents to learn op-
timal mappings from situations to actions in order to minimize a numerical cost. In RL, the
environment represents everything beyond the agent’s direct control. In the context of MDPs,
the environment corresponds to the mathematical structure that defines state transitions and
costs, as described in Section 1.1.1. Unlike traditional learning methods, RL does not require
complete knowledge of this structure. Instead, it allows agents to learn directly through inter-
actions with the environment.
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The RL process involves a cycle of interaction: the agent observes the current state, selects
an action, and receives feedback in the form of a cost, which reflects the quality of its decision
(see Figure 1.9). This action also influences the next state of the environment. Through
repeated iterations, the agent refines its behavior, ultimately developing a policy that optimizes
long-term costs, as outlined in Section 1.1.3.

Environment Agent

observation

action

reward

Figure 1.9: Reinforcement learning schematics. The learning process involves an agent
observing a state, taking an action that affects the state, and receiving feedback through costs.

One of the fundamental challenges in RL is balancing the trade-off between exploration and
exploitation. To minimize costs, an RL agent must exploit actions that have proven effective
in the past while also exploring new actions to uncover potentially better strategies. Striking
this balance is essential to prevent the agent from becoming stuck in suboptimal behaviors and
to enable continuous policy refinement through exploration.

The process of learning optimal actions in RL is approached from multiple perspectives, each
characterized by distinct methodologies and challenges. This section begins with model-free
methods, which do not rely on a model of the environment’s dynamics. Within this category:

• Value-based approaches focus on estimating the value function to derive optimal policies.

• Policy-based methods directly search for the optimal policy within the policy space.

Following model-free approaches, we delve into model-based methods, which involve con-
structing an explicit model of the environment to predict future states and associated costs.

By structuring the discussion in this manner, we aim to provide a comprehensive overview
of the key strategies used in RL, emphasizing the strengths and limitations of each approach.
This section draws heavily on the seminal work by [SB18], which offers an extensive survey of
RL methodologies and their applications.
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Recent advancements in deep learning (e.g. [LBH15; GBC16]) have significantly enhanced
RL capabilities, particularly in addressing challenges posed by high-dimensional state and ac-
tion spaces. These developments have given rise to deep reinforcement learning (deep RL)
algorithms, which are discussed throughout this section. These algorithms show considerable
promise for advancing the field.

For practitioners, practical implementation can begin by encoding their environment using
the Gymnasium library introduced by [Bro+16]. This library integrates seamlessly with RLlib
([Lia+18a]), which offers a suite of pre-implemented deep RL algorithms ready for use.

Model-free approaches: value-based algorithms
Model-free value-based RL is a key area within artificial intelligence that focuses on learning

optimal policies by estimating value functions, without the need for an explicit model of the
environment. This approach is especially valuable in complex environments where creating an
accurate model is either difficult or impractical.

Tabular algorithms. We begin with the simplest cases, where the state and action spaces
are small enough for the value functions to be approximated using arrays. These methods are
known as tabular algorithms (see [SB18]).

• Q-learning. [Wat89] introduced Q-learning, one of the foundational algorithms in this
category, an off-policy method that allows an agent to learn a policy different from the one it
follows during training. This distinction enables the agent to learn the optimal policy while
adhering to a more exploratory behavior policy. In Q-learning, the agent interacts with the
environment and updates its Q-values based on received costs and the minimum expected sum
of future costs, as defined by the Bellman equation. The iterative process is continued until
a stopping criterion is reached. [WD92b] show that provided the action space is finite, the
Q-values converge to the optimal action values with probability 1. Through this process, the
agent identifies the best possible action for any given state, as outlined in Algorithm 4.

Q-learning is widely recognized for its simplicity and effectiveness in the case of finite state
/ action spaces. However, [WD92b] also show that it can be computationally expensive and
slow to converge, particularly in large state spaces.

• SARSA and TD. In [RN94], the authors introduce the State-Action-Reward-State-Action
(SARSA) algorithm, which is also model-free and value-based. The name SARSA reflects the
sequence of events the algorithm uses to update its knowledge. Unlike Q-learning, SARSA
updates its Q-values based on the action actually taken by the agent, rather than the opti-
mal action, making it an on-policy algorithm in contrast to Q-learning’s off-policy approach.
[Sin+00] show that the SARSA algorithm is guaranteed to converge if every state-action pair
is visited infinitely often, but its convergence can be slow, especially in environments with
large state spaces. Another alternative to Q-learning is Temporal-Difference (TD) learning,
introduced by [Sut88], which combines Monte Carlo methods with dynamic programming.

Over the last few decades, extensions to these algorithms have been developed to address

41



Markov Decision Processes and Reinforcement Learning

Algorithm 4 Q-learning
1: Initialize Q(s, a),∀s ∈ S, a ∈ A, arbitrarily
2: for each episode do
3: Initialize s randomly
4: for each step of episode do
5: Choose a ← arg maxa∈AQ(s, a) with probability ϵ or uniformly in A with probability

(1− ϵ) (ϵ-greedy choice)
6: Apply action a, observe c, s′

7: Q(s, a)← Q(s, a) + α [c+ γmina′ Q(s′, a′)−Q(s, a)]
8: s← s′

9: end for
10: end for

their limitations. For instance, an on-policy Q-learning extension was created to achieve better
computational complexity bounds ([Str+06]), perform in multi-agent environments ([SPG07]),
and address the issue of overestimated action values ([Has10]).

Function approximation techniques. While tabular algorithms and their extensions
work well in finite and relatively small state spaces, many real-world problems involve larger
or even continuous state spaces. In cases where a tabular representation of the Q-function
is impractical, [Tsi03] proposed to approximate the Q-function using function approximation
techniques. Here, the value function is not represented as a table but as a parameterized func-
tion with a weight vector w ∈ Rd. The approximate value of a state s given weight vector w
is denoted by v̂(s,w) ≈ vπ(s). v̂ could take forms such as a linear function, a decision tree, or
others. [SB18] extended the theoretical results for methods using function approximation to
cases involving partial observability.

Value-based deep RL extends function approximation techniques by using a multi-layer ar-
tificial neural network to approximate the value function v̂. This approach provides a powerful
method for function approximation, albeit without theoretical guarantees ([SB18]). Many Deep
RL algorithms are built upon foundational tabular methods. A notable example is the Deep
Q-Network (DQN), introduced by [Mni+13] and illustrated in Figure 1.10. Subsequent advance-
ments, such as Double DQN ([HGS16]), Dueling DQN ([Wan+16]), and Rainbow ([Hes+18]),
have further enhanced the efficiency and performance of DQN-based approaches.

As depicted in Figure 1.10, when dealing with partially observable environments, the neural
network receives observations rather than full state information. In such cases, the optimal
policy depends on the entire history of observations, as discussed in Section 1.2.1. Addressing
this challenge, [HS15] introduced R2D2, which uses recurrent neural networks (RNNs) instead
of convolutional networks. RNNs are capable of retaining information from past observa-
tions, making them particularly well-suited for partially observable Markov decision processes
(POMDPs).

These algorithms collectively demonstrate the flexibility and potential of model-free value-
based RL methods in tackling complex decision-making challenges across various domains.

42



Markov Decision Processes and Reinforcement Learning

Neural Network DQNEnvironment


Q(st, a1)
· · ·
Q(st, a6)


st

a⋆ = arg maxai
Q(st, ai)

Loss calculation
L = [(c(st, a⋆, st+1) + γmina′ Q(st+1, a

′))−Q(st, a⋆)]2

Gradient loss

(st+1, c(st, a⋆, st+1))

Agent

Figure 1.10: Deep Q-Network algorithms. Deep Q-Network (DQN) algorithms send the
current state of the environment to a neural network, which calculates the Q values for each
possible action in the MDP. The algorithm then selects the action that minimizes these Q-
values. Once the action has been chosen, the environment moves to the next state and the
associated cost is calculated. This cost is used to update the loss function, which measures
the difference between the predicted Q-values and the actual values. Finally, the network
weights are adjusted by backpropagation to improve future predictions. In practice, neural
networks process batches of transitions rather than a single state at a time, making the actual
implementation significantly more efficient.

Model-free approaches: policy-based algorithms
While value-based RL algorithms generally learn a Q-function, from which a (nearly-) opti-

mal policy can be obtained, policy-based algorithms directly learn a policy from experiments. A
classic example of a policy-based algorithm in dynamic programming is policy iteration, which
which alternates between evaluating the current (deterministic) policy and improving it (see
Section 1.3.1).

Policy gradient approaches. When the model of the MDP is unknown (RL context)
and/or when state and action spaces are too large or even continuous, policy iteration is no
longer applicable. In this context, Policy Gradient approaches (e.g. [DNP13; Sil+14]) suggest
to use continuously parameterized policies and replace policy improvement steps with gradient
descent steps, to improve the current policy (defined by its continuous parameters). With
parameterized policies, the value of the policy in an arbitrary step can be considered itself as
a function of the parameters of the policy. As such, the gradient of the value function can
be estimated using stochastic policy gradient algorithms (the value function in state s is an
expectation of the sum of costs obtained along possible trajectories).

More precisely, model-free policy gradient algorithms exploit the gradient theorem from
[Sut+99] which states that:

∇θV (πθ, s0) = Es∼µπθ
s0 ,a∼πθ

[
∇θ log πθ(a|s)Q̃(s, a)

]
Here, πθ(·|·) is any differentiable parameterized representation of a stochastic policy (with
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parameter vector θ) and Q̃ is an estimation of the true Q-function (which can be computed,
e.g. by simulation). This policy gradient expression makes it easy to estimate the gradient of
the current policy by simulation, since the gradient of πθ may be known explicitly, and sim-
ulations can be used to estimate Q̃ as well as the global expectation (µπθ

s0 is the discounted
occupation measure of the Markov chain followed by starting in s0 and applying πθ). Note also
that policy-gradient algorithms naturally handle continuous state and action spaces.

One limitation of these approaches is the need to arbitrarily choose a parameterized policy,
something that may not always be ideal. Moreover, estimating the gradient through simulations
often requires substantial computational resources, even if the model is known. The challenge
becomes more significant when the model is unknown, as the approach then depends on datasets
of observed MDP trajectories.

Parametrized policy approaches. On the other hand, policy iteration approaches are
highly versatile and capable of addressing remarkably complex MDP problems. This is es-
pecially true with recent advancements handling neural network representations of policies.
Proximal Policy Optimization (PPO, [Sch+17]), illustrated in Figure 1.11, is a popular ex-
ample of a deep RL algorithm with policy iteration introduced as a practical and more stable
alternative to Trust Region Policy Optimization (TRPO) [Sch+15]. It computes the Advantage
function, which is simply the difference between the Q-value for a given state–action pair and
the value function of the state, defined as A(s, a) = Q(s, a)−V (s). In PPO, instead of approx-
imating the value function as in deep Q networks (DQNs), the policy itself is parameterized
by a neural network. This network directly associates states (or observations in the case of
partial observability) with actions, optimizing the policy to minimize expected costs. In PPO,
the algorithm alternates between collecting data from the environment using the current policy
and updating the policy on the basis of the data collected. As with DQN, PPO can be extended
to handle partial observability by incorporating recurrent neural networks (RNNs) instead of
feedforward networks [Hee+15; Igl+18]. This allows the policy to retain past observations and
improve decision making in environments with hidden states, such as POMDPs.

Unlike DQN, which generates a deterministic policy by selecting the action with the highest
Q value, PPO generates a stochastic policy by sampling actions from a probability distribution
over actions, typically modeled by a neural network. This stochastic nature allows the agent
to explore more diverse behaviors, which makes it particularly useful in environments where
there is uncertainty or partial observability, as it can prevent the policy from getting stuck in
sub-optimal solutions by occasionally trying different actions.

Model-based algorithms
This class of algorithms operates in an iterative loop: the agent begins by collecting data to

update its model of the environment’s dynamics. Using the refined model, the agent learns and
optimizes its policy within a simulated environment. Once a new policy is derived, the agent
applies it in the real world, gathering additional data. This new data is then used to further
refine the model.
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Figure 1.11: Proximal Policy Optimization algorithms. Proximal Policy Optimization
(PPO) algorithms send the current state of the environment to a neural network, which cal-
culates a probability distribution over actions (the policy) and an estimated value function.
An action is sampled from the policy and executed in the environment, leading to a new state
and a received cost. The collected data is then used to compute two losses: a policy loss that
encourages improvement of the action distribution while constraining large policy updates with
rt(θ) = πθ(at|st)

πθOLD
(at|st) and the clip function, and a value loss that minimizes the error in value

estimation. Both losses are combined, and the network weights are updated via backpropaga-
tion to progressively refine the policy and value function. In practice, neural networks process
batches of transitions rather than a single state at a time, making the actual implementation
significantly more efficient.

The cycle of data collection, model updating, and policy optimization repeats continuously,
enabling the agent to improve its performance over time. This iterative process is depicted in
Figure 1.12.

[AS97] show that this provides better results than model-free approaches with less data.
For the sake of simplicity, we only focus on Bayesian Reinforcement Learning (BRL) in this
survey. However, readers interested in model-based methods are encouraged to explore the
comprehensive survey on model-based RL provided in [Luo+22], as well as the state-of-the-art
DreamerV3 algorithm proposed by [Haf+24], a model-based deep RL algorithm.

Introduced in [MT15], BRL is a model-based RL approach that leverages methods from
Bayesian inference to model uncertainty in the environment’s dynamics. The Bayesian frame-
work, described in section 1.2.2, allows for principled incorporation of prior knowledge and can
help in balancing the exploration-exploitation tradeoff effectively. The implementation aspects
of this framework are studied in [CP07] who provide empirically efficient algorithms to solve
BAMDP. An excellent review of algorithmic challenges and state of the art of the domain is
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Figure 1.12: Model-based reinforcement learning. Data is collected to update the envi-
ronment’s model knowledge, which is then used to learn and optimize the policy in a simulated
environment. This updated policy is applied, yielding new data.

given in [AS22]. [AS22] provide an overview of the literature on algorithmic approaches to solve
BAMDP, as well as a complexity analysis of the full problem.

A Bayesian approach to dynamic programming was introduced by [Str00], where a model
is sampled from the posterior distribution and dynamic programming is applied to the sam-
pled model. To improve accuracy, the model is periodically resampled to account for new
information. While effective, this method can be computationally slow, especially in complex
environments. In [Duf02], a method is proposed that utilizes Finite State Controllers (FSCs)
to represent Bayesian policies in a more compact form. FSCs are graph-based structures where
the nodes represent memory states and the edges correspond to transitions between states,
defined by the tuple (s, a, s′). The algorithm then searches the space of possible FSCs to iden-
tify the optimal controller, effectively reducing the complexity of finding the best policy. The
BEETLE algorithm ([Pou+06]) builds upon the PERSEUS algorithm from [SV05], originally
developed for solving continuous POMDPs. The key innovation of BEETLE is to reformulate
the Bayesian Adaptive Markov Decision Process (BAMDP) as a POMDP that operates over
the space of states and transition functions. This approach leverages the strengths of POMDP
techniques to address the complexities inherent in BAMDPs.

Due to the high complexity associated with model-based BRL, most approaches have been
limited to very small state-spaces, typically comprising only 10-20 states. As the number
of states increases, a large amount of data is required to accurately learn a robust model.
In addition, planning methods become difficult to implement in larger state spaces, as they
require consideration of the full range of possible posterior distributions, which significantly
complicates the decision-making process.

Online tree search methods have become a promising solution for solving BAMDPs by
evaluating potential future action sequences from the current state, building a decision tree to
guide actions. Unlike offline methods, online approaches focus on finding effective policies for
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the current belief state, making them more feasible for complex problems. A notable example
is Bayesian Sparse Sampling, introduced in [Wan+05], which non-uniformly explores the tree
of future states and actions, reducing computational complexity by concentrating on the most
promising paths. Another well-known approach is Monte Carlo Tree Search (MCTS, [Bro+12],
see above) algorithms, which balance exploration and exploitation through random sampling.

Building on MCTS, [GSD12] developed Bayesian Adaptive Monte Carlo Planning (BAMCP)
to extend tree search for BAMDPs, incorporating Bayesian updates to inform action explo-
ration. Despite improvements over simpler methods, BAMCP remains computationally de-
manding, especially in large state and action spaces, and lacks function approximation, limiting
its use in very large or continuous state spaces.

Example 1.3.3: Resolution with BAMCP

We consider the same squirrel toy model BAMDP as in Example 1.2.2. Let’s determine
the approximate optimal policy and value function using the BAMCP algorithm.
The BAMCP algorithm quickly finds that the optimal policy is to always move the camera
to the location where the squirrel is actually hiding, achieving a cost of zero. Since we are
working with a very simple MDP where the optimal strategy is trivial, BAMCP identifies
the correct behavior from the very first simulated trajectory.As As shown on Figure 1.13,
the optimal policy found by BAMCP algorithm is to follow the squirrel.

Figure 1.13: An example of trajectory under BAMCP policy.

Comment: In general, BAMCP is an online planning algorithm and its initial decisions
can be suboptimal because they are based on limited sampled trajectories. However, as
more trajectories are simulated, the planning becomes increasingly accurate, progressively
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converging toward the optimal strategy.
For the full code implementation and extended examples, please refer to the associated
Jupyter notebook available in the supplementary material.

In BRL, significant progress has been made with algorithms designed to handle continuous
state spaces and complex environments. BayesianExplore (BE) ([KL23]) is a standout algo-
rithm, leveraging posterior sampling of value functions for efficient exploration. Another key
advancement is Deep Bayesian Reinforcement Learning (Deep BRL), which has been particu-
larly effective in dealing with continuous state spaces. Methods such as BRL-DSS from [Gro20]
combine deep learning with sparse sampling to approximate value functions in high-dimensional
continuous spaces where other methods often falter.

1.4 Conclusion

In this chapter, we introduced the fundamental principles of MDPs. Through the simple ex-
ample of a squirrel hiding in different places, we illustrated the core concepts of MDPs—states,
actions, transition probabilities, and rewards. This toy model served as an intuitive entry
point to help understand how decision-making under uncertainty can be formalized. We then
reviewed the main approaches for solving MDPs, including exact resolution methods, approxi-
mate resolution methods, and RL.

The central objective of this manuscript is to address impulse control problems for Piecewise
Deterministic Markov Processes (PDMPs), which require a broader mathematical framework
than the discrete MDPs discussed so far. In particular, we have until now focused on discrete
state spaces and discrete time as a foundation. In the next chapter, we will move into continuous
state spaces and continuous time and formally introduce impulse control for PDMPs. We will
also demonstrate how these problems can be reformulated as extended MDPs in Chapter 5 and
6. This reformulation paves the way for applying RL algorithms.
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Piecewise Deterministic Markov Processes (PDMPs) are a general class of non-diffusion pro-
cesses introduced by M. Davis in the 80’s [Dav84]. These continuous-time processes extend the
class of point processes [Dav93; Jac06; Coc21] and are characterized by deterministic motions
punctuated by random jumps. They are especially suitable to model complex systems with
interacting random phenomena, or large population asymptotics.

PDMPs are constructed using a small set of intuitive and easily interpretable local charac-
teristics, making them a highly versatile and powerful modeling tool. Their ability to capture
both continuous dynamics and discrete transitions makes them a powerful tool for modeling
complex real-world phenomena. They extend the framework of discrete-time and discrete-state
space Markov or semi-Markov chains, enabling the representation of a broad spectrum of com-
plex phenomena across various domains. Examples from the PDMP literature cover a wide
range of application domains, from workshop optimization and queuing theory [Dav93], inter-
net networks e.g. [Bar+13], reliability [SDZ16], insurance and finance [BR11], neurosciences

50



Impulse Control of Piecewise Deterministic Markov Processes

[RTW12; RT15], population dynamics or genomics [Dou+15; Cos16; Her+17], or medical treat-
ment [CS18; Pas+18] to name just a few.

Research on PDMPs has focused on several key aspects, including their long-term behavior,
large population asymptotics, Monte Carlo methods, and statistical inference. A fundamen-
tal question in the study of stochastic processes is their long-term behavior, particularly the
existence and convergence to an invariant or ergodic distribution. Necessary and sufficient
conditions for PDMPs to exhibit such properties have been established using an embedded
discrete-time Markov chain approach [CD08], leading to further studies on explicit ergodic
distributions and convergence rates [FGM12; Ben+12; Clo+17]. Another active research area
involves large population asymptotics, where PDMPs serve as models for interacting popula-
tions evolving on different time scales or as limiting processes in large-scale population dynamics
[RTW12; GT14; FHC15; Clo+17; CSJ20; PS24].

PDMPs also play a significant role in computational methods. They provide a unifying
framework for continuous-time Monte Carlo methods, such as Markov Chain Monte Carlo and
Sequential Monte Carlo, and are particularly valued for their efficient simulation properties
[Fea+18; Bie+18; MGM23]. Furthermore, statistical inference for PDMPs remains an active
but challenging research direction, particularly in estimating jump intensities and transition
kernels. Various parametric and non-parametric estimation techniques have been proposed,
including methods for jump rate estimation [Kre16; ADG14; KS21] and transition kernel ap-
proximation [CL08; Aza14; AG19]. The diversity of these approaches highlights the adaptability
of PDMPs across different application domains, reinforcing their importance in both theoretical
and applied research.

In this manuscript, we focus specifically on the control of PDMPs, with a particular emphasis
on impulse control. Impulse control refers to optimization strategies where decisions are made
at discrete intervention times, leading to instantaneous changes in the system’s state. In this
chapter we formally define the mathematical framework of PDMPs in section 2.1 and present
the impulse control problem along with existing resolution methods in section 2.2, illustrating
key concepts through examples. This chapter is an adapted version of a submitted survey
written with Alice Cleynen, Benoîte de Saporta, Régis Sabbadin and Amélie Vernay [Cle+25].

2.1 PDMP, Definition and Examples

In this section, we introduce PDMPs by defining their key components and properties. The
discussion extends to handling semi-Markov dynamics, where the inter-jump times depend on
both the state and the elapsed time since the last jump. We explain how to simulate PDMPs
and describe embedded chains that capture the discrete dynamics of these processes.

2.1.1 Generic Definition

We start with a formal definition of a PDMP, its state space and its local characteristics.
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Definition 2.1.1: Piecewise Deterministic Markov Process

A Piecewise Deterministic Markov Process (PDMP) X = (Xt)t≥0 is defined by a tuple
⟨E,Φ, λ,Q⟩, where

• The state space E is a finite union of Borel subsets of Rd, for some d ≥ 1 and B(E)
its Borel σ-field. It is the set of all possible states of the process. Denote Ē the
closure of E and B(Ē) the Borel σ-field on Ē.

• The flow Φ is a continuous function from E × R+ onto Ē satisfying a semi-group
property, i.e. Φ(·, t + s) = Φ(Φ(·, t), s) for all s, t ∈ R+. The flow prescribes the
deterministic motion between jumps.

• The jump intensity, or hazard rate, or risk function λ is a measurable function from
Ē onto R+ that determines the occurrence of random jumps.

• The jump kernel Q is a Markov kernel on (B(E), Ē) that selects the new location
of the process after each jump.

The flow Φ, the jump rate λ, and the Markov kernel Q are called the local characteristics
of the PDMP.

Remark 2.1 The flow may be defined by an explicit function or simply described as the solution
to a system of ordinary differential equations (ODE).

It is particularly convenient, when dealing with PDMPs, to separate the state space E and
states x into discrete and Euclidean components. In this case the state space is called hybrid.
Let M be a finite set, and for all m ∈ M, let Em be some Borel subset of Rdm , which dimension
dm is allowed to change with m. The state space is thus

E =
⋃

m∈M
{m} × Em.

Any state x ∈ E can be written as x = (m, x) with m ∈ M and x ∈ Em. The discrete component
m is called the mode or regime and x is called the Euclidean component. Define on E the
following distance, for x = (m, x) and x′ = (m′, x′) ∈ E:

|x− x′| = |x − x′|1m=m′ +∞1m̸=m′ .

In the hybrid setting, we set

Φ(x, t) = (m,Φm(x, t)),

for all x = (m, x) ∈ E and t ∈ R+.
The jump intensity can be written as λ(x) = λm(x) for all x = (m, x) ∈ E and t ∈ R+ and
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is such that for any x in E, there exists ϵ > 0 such that
∫ ϵ

0
λ(Φ(x, t))dt < +∞,

forbidding instantaneous jumps. Let ∂E be the boundary of E: ∂E = ∪m∈M{m} × ∂Em, and
t∗(x) be the deterministic time the flow takes to reach the boundary ∂E of E when it starts
from x

t∗(x) = t∗m(x) = inf{t > 0 : Φ(x, t) ∈ ∂E}.

For convenience, we also define

Λ(x, t) = Λm(x, t) =
∫ t

0
λ(Φ(x, s))ds,

the cumulative risk up to t starting from x.
Finally, the Markov kernel Q on (B(E), Ē) selects the new location after each jump. We

also set

Qm(·|x) = Q(·|x),

for x = (m, x) in accordance with other notations. It satisfies Q({x}|x) = 0 so that a jump has
to change the state of the process (either the mode, or the Euclidean variable or both).

Remark 2.2 In between jumps, mode m remains constant and only x evolves through the flow.
At jump times, both the mode and the Euclidean component may be allowed to change through
the Markov kernel Q.

Figure 2.1 provides a generic representation of a PDMP, offering a visual illustration of its
dynamics. The PDMP dynamics can be described informally as follows: starting from some
initial point x ∈ E, the motion of the process follows the deterministic flow t 7→ Φ(x, t) until
a first jump time T1, which may be deterministically triggered by the process reaching the
boundary ∂E of E (e.g. time T2 on Figure 2.1), or may occur randomly with hazard rate
t 7→ λ(Φ(x, t)) (e.g. time T1 on Figure 2.1). Thus, starting from x at time 0, the first jump
time T1 has the following distribution

Px(T1 > t) = P(T1 > t|X0 = x) = exp
(
−
∫ t

0
λ(Φ(x, s))ds

)
1t<t∗(x), t ≥ 0.

At T1 the process jumps to a new point x′ = XT1 selected with probability Q(dx′|Φ(x, T1))
(conditional on T1), and the motion restarts from this new point as before and follows the
flow until the next jump time T2. The sojourn time T2 − T1 until the next jump is drawn
from the jump intensity and time to reach the boundary as before. At the jump time T2, the
post-jump location is selected by the Markov kernel Q and so on iteratively, as described in
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Figure 2.1: Trajectory a generic PDMP. Starting from an initial value x0 at time t = 0, the
process follows a deterministic trajectory until a jump occurs, either at a random time (as at
T1) or because the process reaches the state boundary (as at T2). At jump times, the process
jumps to a new location drawn from kernel Q. Adapted from [Cle+25]

Algorithm 5. Note that Algorithm 5 can only simulate the process up to time T∞ = limn→∞ Tn

that might be finite. This phenomenon is called explosion. To avoid any technical problems due
to the possible explosion of the process, we make the following standard assumptions [Dav93,
Section 24].
Assumption. The mean number of jumps up to t ∈ R+ is finite, whatever the initial position
of the process: for all x ∈ E and t ∈ R+, Ex[

∑∞
n=1 1Tn≤t] < ∞. This implies in particular that

Tk →∞ almost surely.

Algorithm 5 Iterative construction of a trajectory of a PDMP starting from state x0 = (m0, x0)
at time 0 and up to the N -th jump time

1: x← x0
2: T ← 0
3: for n ← 0 to N − 1 do
4: S ∼ λ(x)
5: S ← min{S, t∗(x)}
6: Xt ← Φ(x, t− T ) for T ≤ t < T + S
7: x′ ∼ Q(·|Φ(x, S))
8: x← x′

9: T ← T + S
10: end for

Remark 2.3 A process X defined by a flow Φ, an intensity function λ and a kernel Q verifying
the above properties is well defined and is strong Markov, as is shown, for instance, in [Dav93]
or [Jac06].
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Example 2.1.1: Squirrel toy model as a PDMP

Over the course of a week, you observe a squirrel moving from hiding place to hiding
place as described in Example 1.1.1. The squirrel now transitions between hiding places
in continuous time. Let m ∈ {1, · · · , 4} be the set of hidings places. The state of the
squirrel is its location x = m. This example describes a PDMP with a purely discrete
state space and no Euclidean variable where m = m . The PDMP associated to this
example is decribed by

• E = {1, · · · , 4}

• Φ(m, t) = m

• λ(m) = ∑
m′ ̸=m f(m,m′)

• Q(m′|m) = f(m,m′)
λ(m)

Here f(m,m′) corresponds to the intensity to jump from hiding place m to hiding place
m′.

Remark 2.4 When the flow is constant, as in the previous example 2.1.1, the jump intensity
also has to be constant, i.e. it corresponds to a memory-less exponential distribution. In this
case, as in many other practical examples, see e.g. [BL08], the exponential distribution may
not be realistic to model the underlying phenomenon. However allowing for more general dis-
tributions breaks the Markov property and falls into the class of semi-Markov processes.

2.1.2 Semi-Markov Dynamics

It is especially easy to encompass semi-Markov dynamics into the PDMP framework by en-
larging the state space. This new process is sometimes called the time-augmented process, see
[Dav93, Section 31.5] for a slightly different definition in the same spirit.

Definition 2.1.2: Time-augmented PDMP

A time-augmented Piecewise Deterministic Markov Process is a PDMP defined by the
tuple ⟨E,Φ, λ,Q⟩, where

• The state space E has the specific form

E =
⋃

m∈M
{m} × Em × R+,

for some finite mode set M, and where for all m ∈ M, Em is some Borel subset of
R
dm .
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• The flow Φ has the specific form

Φ(x, t) = (m,Φm(x), u+ t),

for x = (m, x, u) ∈ E, where Φm are flows from Em × R+ onto Em satisfying the
semi-group property.

• The jump intensity just satisfies the conditions from definition 2.1.1 and is allowed
to depend on all coordinates of x ∈ E.

• The jump kernel Q has the specific form

Q({m′} × A×B|x) = 10∈BQm(A|x, u),

for x = (m, x, u) ∈ E, A any Borel subset of Em, B any Borel subset of R+, and
where Qm is a Markov kernel on (B(Em),Em).

The additional component u can be interpreted as the time elapsed since the last jump.
It moves along the flow at speed 1 and is reset to 0 at every jump.

Example 2.1.2: Squirrel toy model as a time-augmented PDMP

The setting builds on the example 2.1.1. Over the course of a week, you observe a squirrel
moving from hiding place to hiding place. Let u ∈ [0, 7] be the time spent by the squirrel
in its current hiding place. The state of the squirrel is now composed of two components
x = (m,u). The PDMP associated to this example is decribed by

• E = {1, · · · , 4} × [0, 7]

• Φ(x = (m,u), t) = (m,u+ t)

• λ(m,u) = ∑
m′ ̸=m f(m,m′, u)

• Q({m′} × A|x = (m,u)) = 10∈A
f(m,m′,u)
λ(m,u)

Here f(m,m′, u) corresponds to the intensity to jump from hiding place m to hiding
place m′ if the squirrel has spent time u in m. A trajectory of the associated PDMP is
illustrated in Figure 2.2.
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m = 1 m = 2 m = 3 m = 4
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u

Figure 2.2: Sample trajectory of the squirrel toy example. The PDMP has a mode
corresponding to the squirrel hiding place m. The Euclidean variable corresponds to the
time spent by the squirrel in its current hiding place. Adapted from Amélie Vernay

Remark 2.5 One could define more sophisticated time-augmented processes where either u is
never reset to 0 (it is thus the time since the beginning, as in [Dav93, section 31.5]) or resets
less frequently than at each jump.

2.1.3 Simulation

A very interesting property of PDMPs is that they are particularly easy to simulate due to
their intrinsic iterative construction as seen in Algorithm 5.

Remark 2.6 Computing the trajectory along the flow (Alg. 5, line 6) is straightforward if the
flow is explicit. If it is only known as the solution to a system of ODEs, one just needs to use
any suitable ODE solver.

Remark 2.7 Computing the post-jump location from the kernel Q (Alg. 5, line 7) is also
usually straightforward. In most applications, the kernel only changes the mode and leaves the
Euclidean variable unchanged, or changes the Euclidean variable through some known mapping
depending only on its value just before the jump.

The only challenging step is then to simulate the jump dates from the non constant intensity
(Alg. 5, line 4). We present here an exact simulation method called the Stochastic Simulation
Algorithm (SSA), or Gillespie algorithm [Gil77] that is especially suitable for PDMPs. This
algorithm will be used in all the examples presented to simulate jump dates. The interested
reader may consult [Coc97; SDZ16] for an alternative algorithm to simulate only sojourn-times
and post-jump locations instead of full trajectories, and [Rie13; Vel15] and references therein
for a broader discussion of alternative exact and approximate simulation methods.

The SSA is based on the Markov property and the following property of the minimum of
independent exponential distributions.
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Lemma 2.1.1 Let S1 and S2 be two independent random variables with respective (non-constant)
intensity functions λ1 and λ2. Set S = min{S1, S2} and I = arg min{S1, S2}. Then the inten-
sity of S is λ1 + λ2 and conditionally to S = t, the distribution of I is ( λ1(t)

λ1(t)+λ2(t) ,
λ2(t)

λ1(t)+λ2(t)).

Proof. First, notice that if Si has intensity λi, then its density function is λi(t)e−
∫ t

0 λi(s)ds.
Using the independence between S1 and S2, one obtains the joint distribution of (S, I) as follows

P(S > t, I = 1) = P(S1 > t, S2 > S1)

=
∫ ∞

t
λ1(x)e−

∫ x

0 λ1(s)ds
∫ ∞

x
λ2(y)e−

∫ y

0 λ2(s)dsdydx

=
∫ ∞

t
λ1(x)e−

∫ x

0 λ1(s)dse−
∫ x

0 λ2(s)dsdx

=
∫ ∞

t

λ1(x)
λ1(x) + λ2(x)(λ1(x) + λ2(x))e−

∫ x

0 (λ1(s)+λ2(s))dsdx.

Hence the density of S is (λ1(x) + λ2(x))e−
∫ x

0 (λ1(s)+λ2(u))ds, and

P(I = 1|S = t) = λ1(x)
λ1(x) + λ2(x) ,

and the result follows. □

The principle underlying the SSA algorithm is as follows. The aim is to sample from a
random variable S1 with (non-constant) intensity λ1. Suppose that λ1 is bounded from above
by some constant λ and let S be random variable with (regular) exponential distribution with
parameter λ, so that is is very easy to sample from S. In view of Lemma 2.1.1, S can be
interpreted as the minimum of S1 and some virtual extra random variable S2 with intensity
λ2 = λ−λ1. Let t be a sample value from S, then t can be considered as a value sampled from
S1 with probability λ1

λ
. This simple fact leads to a rejection algorithm where one repeatedly

samples from S until the result is accepted as a sample from S1. In a Markov context, it is
even more efficient as by construction S1 ≥ S. Hence all samples are used, some are accepted
as jump times (boundary jump: Alg. 6 line 7 or random jump: Alg. 6 line 15), the others just
move the process forward without creating a jump (Alg. 6 line 17). The procedure then restarts
from the new location, as detailed in Algorithm 6.

Remark 2.8 The choice of the upper bound λ can have a strong impact on the speed of the
algorithm. If it is too high, it will keep proposing very short times and move forward extremely
slowly. If at all possible, one should choose a tight upper bound for the intensity.

2.1.4 Embedded Chains

As for any continuous-time Markov process, one can define many different discrete-time Markov
chains embedded in a PDMP. Some of them are particularly interesting either for theory or
applications and are specified below.
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Algorithm 6 Stochastic Simulation Algorithm for a PDMP starting from state x0 = (m0, x0)
at time 0 and up to time horizon H

1: Input: λ̄
2: x← x0
3: t← 0
4: while t < H do
5: S ∼ Exp(λ)
6: Xt+s ← Φ(x, s) for 0 ≤ s < min{S, t∗(x)}
7: if S > t∗(x) then
8: x′ ∼ Q(·|Φ(x, t∗(x)))
9: else

10: U ∼ U [0, 1]
11: if S ≥ H − t then
12: x′ ← Φ(x,H)
13: t′ ← H
14: else
15: if U ≤ λ(S)

λ
then

16: x′ ∼ Q(·|Φ(x, S))
17: else
18: x′ ← Φ(x, S)
19: end if
20: end if
21: end if
22: x← x′

23: t← t+ min{S, t∗(x)}
24: end while

Canonical chain The canonical chain is the most natural Markov chain embedded in a
PDMP. It corresponds to the post-jump-locations and inter-jump-times chains. Let us define
Z0 = X0 and S0 = 0, and then iteratively, for all n ∈ N∗, Zn = XTn the value of the PDMP at
the nth jump time and Sn = Tn− Tn−1 the inter-jump time between the n− 1th and nth jumps.
Then Θn = (Zn, Sn)n∈N is a Markov chain called the canonical embedded chain associated to
the PDMP process X. Its transition kernel PZ,S is defined by, for any Borel subsets A of E
and B of R+,

PZ,S(A×B|x, t) = PZ,S(A×B|x)

=
∫ t∗(x)

0
λ(Φ(x, s))e−Λ(x,s)Q(A|Φ(x, s))1B(s)ds+ e−Λ(x,t∗(x))

Q(A|Φ(x, t∗(x)))1B(t∗(x)),

where the first part of the righthand side corresponds to random jumps, while the second part
corresponds to deterministic jumps.

As the motion of the PDMP is deterministic between jumps, it is straightforward to re-
construct the full trajectory of the continuous-time PDMP from the knowledge of (Θn)n∈N
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as

Xt = Φ
(
Zn, t−

n∑
i=0

Si

)
if t ∈

[
Tn =

n∑
i=0

Si, Tn+1 =
n+1∑
i=0

Si

)
,

with the convention T0 = S0 = 0. Thus, the canonical chain contains all the information of the
process and is especially useful to obtain recursive formulations based on the Markov property.
It is also at the heart of several numerical approximations for PDMPs, see e.g. [SDZ16] and
will be largely used in Chapter 4.

For some applications, especially in inference and MCMC frameworks, this canonical chain
can be extended with the pre-jump locations Φ(Zn−1, Sn). In some numerical procedures, it
can also be extended with the jump times Tn. All these chains are especially interesting as they
capture all the randomness of the process and have explicit transition kernels with a relatively
simple form depending on the local characteristics of the PDMP.

Skeleton chains Other common embedded chains are the skeleton chain defined by sam-
pling the PDMP on a deterministic (but not necessarily homogeneous) grid (t1, . . . , tn). We
simply denote Xn = Xtn , which once again is a (time inhomogeneous) Markov chain with
kernels Ptn+1−tn .

While kernels Ptn+1−tn might still have explicit forms, unless constraints are added on the
PDMP there is no a priori limit in the number of jumps occurring between two time-points tn
and tn+1, which prevents a generic formulation of the kernels. Moreover, unless jump-points
are observed, it is not possible to reconstruct the original PDMP process from the observation
of Xn. However, in many application settings, Xn might be the only available information from
the process, see for instance the running medical example developed in Chapter 3.

Augmented canonical chain Interestingly, in [CD08], to improve comparisons of the
canonical chain to the original process when jumps are scarce, the authors combine the canonical
chain with a skeleton chain where the grid is randomly chosen. In this setting, the observations
of the skeleton chain are constrained to occur in between jump times on a time-frame defined
by an independent Poisson process of rate 1. Among other properties, this allows to translate
necessary and sufficient conditions on the PDMP regarding reducibility, recurrence, existence
and convergence to invariant measures to the resulting discrete-time Markov chain for which
assumptions are much easier to verify.

2.2 Impulse Control for PDMPs

In this section, we delve into the control of PDMPs. A stochastic control problem involves
influencing the dynamics of a process through control variables or decisions to either maximize
a reward or minimize a cost. The primary questions of interest include the characterization and
regularity properties of the value function—representing the optimal reward or cost achievable
across all possible decisions or decision sequences—and the existence and properties of optimal
decision sequences, called strategies. We briefly outline the two principal classes of control
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problems for PDMPs in Section 2.2.1. Our focus then shifts to impulse control problems.

2.2.1 Continuous versus Impulse Control

There are two types of control for PDMPs: continuous control and impulse control, see [Dav93,
Chapter 4 and 5].

Definition 2.2.1: Continuous control
Continuous control describes situations in which the control variable is selected at all
times and acts on the process through the characteristics (Φ, λ, and Q) by influencing
the deterministic motion and the jump mechanism.

In continuous control problems, the local characteristics of the PDMP, the flow Φ, the jump
intensity λ and the transition kernel Q, depend on an additional control parameter that is
selected by the controller at each instant of time. Such problems have been studied in the
literature mostly under the stationarity condition by considering two strategies, the resolution
of an integro-differential optimality inequality, the so called Hamilton-Jacobi-Bellman (HJB)
equation (see for instance [DY92; DY96]), or the translation into a discrete-time Markov De-
cision Process (MDP) on a functional space (see [Alm01; BR11; FSS04; Sch98]). Continuous
control problems where the process is not required to reach stationarity have also received some
attention (see e.g. [CD10]) but remain seldom studied.

Definition 2.2.2: Impulse control

An impulse control problem involves a controller making discrete interventions at chosen
times to move the process to a new controller-chosen point in the state space.

The simplest form of impulse control is optimal stopping where then controller selects a
single date at which the process is stopped. Impulse control problems for PDMPs have been
studied from the theoretical point of view: characterization of the value function and optimal
policies through dynamic programming in e.g. [Gug86; CD88; CSJ20] for optimal stopping and
[CD89; SDG17] for the general impulse control problem. Numerical schemes to approximate
the value function and compute explicit stategies close to optimality have also been proposed
in [CD89; SDZ16].

2.2.2 Definition of an Impulse Control Problem

The formal probabilistic apparatus necessary to rigorously define the impulse control problem
for PDMPs is rather technical, and will not be used in the sequel, therefore, for the sake of
simplicity, we only present an informal description of the problem. The interested reader is
referred to [CD89] or [DHP16] for a proper definition.
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Definition 2.2.3: Impulse strategy

A general impulse strategy S = (τn, χn)n≥1 is a sequence of non-anticipative R+-valued
intervention times τn and U ⊂ E-valued non-anticipative random variables χn.
The set of admissible strategies is denoted by S.

The trajectory of the PDMP controlled by strategy S is described in Algorithm 7. Between
intervention dates, the PDMP follows its natural trajectory. At the n-th impulsion (line 12),
the process is instantaneously moved to the new starting point χn and restarts from there.

Algorithm 7 Simulation of a trajectory of a PDMP controlled by strategy S starting from
state x0 up to the n-th intervention

1: Input: S = (τn, χn)n≥1
2: x← x0
3: T ← 0
4: for n ← 1 to N do
5: while T < τn do
6: S ∼ λ(x)
7: S ← min{S, t∗(x)}
8: Xt ← Φ(x, t− T ) for T ≤ t < T + S
9: if S < τn − T then

10: x ∼ Q(·|Φ(x, S))
11: T ← T + S
12: else
13: x← χn
14: T ← τn
15: end if
16: end while
17: end for

Definition 2.2.4: Cost of an impulse strategy

The cost of strategy S for a PDMP starting at x at time 0 and up to infinity is defined
by

V(S, x) = E
S
x

[∫ +∞

0
e−γtcR(Xt)dt+

∞∑
n=1

cI
(
Xτn , Xτ+

n

)]
,

where γ ≥ 0 is a discount factor, cR is the running cost and cI is the impulse cost.

Definition 2.2.5: Value function
The value function of strategy S for a PDMP starting at x at time 0 is defined by

V⋆(x) = inf
S∈S
V(S, x).

In most impulse control problems for PDMPs, there is no optimal strategy as the infimum
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may not be reached. We define instead ϵ-optimal policies.

Definition 2.2.6: ϵ-optimal strategy

An ϵ-optimal strategy Sϵ is an admissible strategy satisfying

V(Sϵ, x) ≤ V⋆(x) + ϵ,

for all x ∈ E.

Under suitable assumptions (see again [CD89] for details), the value function can be char-
acterized as the unique solution of some dynamic programming equations.

Theorem 2.2.1 (Dynamic programming) The optimal value function V⋆ is limit of the
following recursion. Set V⋆0 (x) = h(x) and V⋆n+1(x) = L(V⋆n)(x) for all n ≥ 0, then for all x in
E, one has

V⋆(x) = lim
n→+∞

V⋆n(x),

where h(x) is the cost associated to the no-impulse strategy S∅ = (τ1 = +∞) starting from x

h(x) = E
S∅

x

[∫ ∞

0
e−γtcR(Xt)dt

]
.

For v, w ∈ LΦ(E)2 and φ defined on U set L the single-jump-or-intervention operator defined
as

Lw(x) = L(Mw,w)(x),

with

L(v, w)(x) = inf
t∈[0,t⋆(x)]

J(v, w)(x, t) ∧Kw(x),

Mφ(x) = inf
χ∈U
{cI(x, χ) + φ(χ)},

J(v, w)(x, t) =
∫ t∧t⋆(x)

0
e−γs−Λ(x,s)[cR(Φ(x, s)) + λQw(Φ(x, s))]ds

+ e−γ(t∧t⋆(x))−Λ(x,t∧t⋆(x))v(Φ(x, t ∧ t⋆(x)))

= F (x, t) + Ex[e−γ(t∧t⋆(x))v(Φ(x, t ∧ t⋆(x)))1S1≥t∧t⋆(x) + e−γS1w(Z1)1S1<t∧t⋆(x)]

Kw(x) =
∫ t∗(x)

0
e−γs−Λ(x,s)[cR(Φ(x, s)) + λQw(Φ(x, s))]ds

+ e−γt⋆(x)−Λ(x,t⋆(x))Qw(Φ(x, t⋆(x)))

= F (x, t⋆(x)) + Ex[eγS1w(Z1)].

F (x, t) =
∫ t∧t∗(x)

0
e−γs−Λ(x,s)cR(Φ(x, s))ds

= Ex[
∫ T1∧t

0
e−γscR(Φ(x, s))ds]
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Operator M selects the best starting point χ in the control set U after an intervention. Note
that the control set could also depend on the position x before the intervention. Operator inft J
selects the best intervention date along the flow, while operator K accounts for cases when it
is best to wait for the next natural jump of the process before triggering an intervention. The
iterations in the dynamic programming equation thus correspond either to natural jumps of
the process or to interventions, hence the name single-jump-or-intervention operator. Dynamic
programming is based on the Markov property for the canonical embedded chain, and operators
can be reformulated as expectations.

The iterate V∗
n can be interpreted as the optimal value function of the impulse control

problem where at most n jumps or interventions are allowed, and then strategy S∅ is applied.
Theorem 2.2.1 is also valid when replacing h(x) by any function g such that h(x) ≤ g(x) for
all x ∈ E.

Finally, we have stated the results for an infinite horizon only. If one is interested in
controlling the process up to a finite time horizon H, one just needs to kill the process, or send
it to a cemetery state, when time H is reached, and define a null cost on this state to fall back
to the infinite horizon framework. The discount factor γ can be set to 0 in this context as the
interval of integration is finite. Hence, the cost of strategy S can typically be defined, in the
fixed horizon H, by

VH(S, x) = E
S
x

∫ H

0
cR(Xt)dt+

∑
τn<H

cI
(
Xτn , Xτ+

n

)
+ cT (XH)

 ,
where cT corresponds to some terminal cost function.

Example 2.2.1: Squirell toy model as a impulse control problem

We revisit the squirrel example 2.1.2. Now, you can intervene and relocate the squirrel
to a new hiding place and reset its local state. The objective is to manage the squirrel’s
movements to reduce risks of predator exposure and maintain its safety by strategically
deciding when and where to intervene.
We extend the model to include an absorbing captured state, m = 5, representing the
case where the squirrel is caught by a predator. The PDMP associated with this example
is defined by

• The state space is defined as E = {1, · · · , 4} × [0, 7] ∪ {5}.

• Φ(x, t) = (m,u+ t) if m ̸= 5 and Φ(x, t) = 5 if m = 5.

• λ(m,u) = ∑m′=1
4 f(m,m′, u)+fm′=5(m,u), where f(m,m′, u) is the intensity of the

jump from m to m′ and fm′=5(m,u) is the intensity of being caught by a predator.

• Q(m′ × A|x) = 10∈A1m′ ̸=5
f(m,m′,u)
λ(m,u) + 1m′=5

f(m,u)
λ(m,u) .
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A strategy S = (τn, χn)n≥1 is then a sequence of (continuous) dates at which you change
the squirrel location: an impulsion moves the process from x = (m,u) to χ = (m′, 0). A
simple strategy is to move the squirrel every 24 hours to the next closest hiding place.
We illustrate a sample of controlled trajectory on Figure 2.3.

0 1 2 3 4 5 6 7
0

1

2

t

u

m = 1 m = 2 m = 3 m = 4

Figure 2.3: Sample of controlled trajectory of the squirrel toy example. The
PDMP has a mode corresponding to the squirrel’s hiding place m. The Euclidean variable
represents the time spent by the squirrel in its current hiding place. This figure shows
an example trajectory simulated with the strategy of moving the squirrel every 24 hours
to the next closest hiding place on the left.

2.2.3 Resolution of Impulse Control Problems for PDMP

Optimal impulse control of PDMPs attracted attention almost as soon as the concept of PDMP
was formalized by Davis. Contributions focusing only on the estimation of the value function
are usually based on variational inequalities or value improvement and do not provide explicit
strategies (see for instance [Len89; DY95; Gat92; Dem91; Ban18]). Theoretical results on the
existence of optimal strategies not relying on the discretization of kernels also have been derived
in the case of infinite horizon impulse control, but they do not provide explicit policies (see
for instance [CD10; CD13]). In this work, we focus specifically on deriving explicit optimal
policies. In the simpler context of optimal stopping (the decision-maker can only decide to

65



Impulse Control of Piecewise Deterministic Markov Processes

stop the process without restarting it from a new location) the literature exhibits strategies
based on either the discretization of the PDMP Markov jump kernel Q [CD88], or on the
discretization of the Markov kernel of the canonical chain [CD08; SDG10] (see Section 2.1.4 for
the definition of the canonical chain). After discretization, the value function can be estimated
via dynamic programming [Gug86] using the computable discretized kernels. Such approaches
have been extended to the more general impulse control setting. For example, [Cos93] considers
a discretization of the state space and time to obtain uniform convergence of the discretized
problem to the original one. In Chapter 4, we introduce a new discretization-based numerical
method tailored to our framework.

A promising direction of recent research is to recast PDMPs within the framework of Markov
Decision Processes (MDPs), embedding impulse control problems into this setting [Cle+25].
This reformulation leverages the well-established MDP theory, offering new avenues for analyz-
ing and solving complex PDMP control problems. To bridge the two frameworks, we restrict
the class of impulse strategies available to the PDMP decision-maker. More general and less
restrictive approaches, involving richer state spaces, are also possible; see [DHP16] for exam-
ple. In Chapter 5 and Chapter 6, we introduce a new discretization-based numerical method
tailored to our framework.

A very natural extension to the classical impulse control problem for PDMPs is to consider
partial observation, ie to include hidden layers in the process. The literature is much scarcer for
this problem. Constructive resolution approaches have been proposed in the case where jumps
are still perfectly observed, but the post-jump locations are only measured through noise. In
[BSD12], the authors consider the equivalent fully observed process on the filter space and
apply the quantization approach of [SD12] on the filtered process. [BL18] reduce the problem
to a discrete-time MDP and prove the existence of optimal policies, but provide no numerical
approximation of the value function or optimal strategies. In the most challenging case where
jump dates are unobserved, A. Cleynen and B. de Saporta have proposed a framework to
construct an explicit strategy close to optimality in the optimal stopping context [CS18] and
for more general impulse problems [CS21; Sap+24]. Those approaches are based on a conversion
of the impulse problem into a Partially Observed MDP (POMDP), as detailed in Chapter 5.

2.3 Conclusion

In this chapter, we introduced the impulse control problem for PDMPs and laid the groundwork
for its analysis and resolution. PDMPs provide a powerful framework for modeling continuous-
time decision problems with a relatively simple structure, as they require few parameters while
still capturing realistic system dynamics. Given the complexity of impulse control for PDMPs,
our objective is not only to find a solution but also to compute an ϵ-optimal strategy that can
be implemented in practice.

To achieve this, we propose several complementary numerical methods, which will be pre-
sented in the following chapters:
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• In Chapter 4, we introduce a discretization-based numerical method that extends existing
approaches in the literature. This method is designed for fully observed PDMPs with
known dynamics.

• In Chapter 5, tackles the more complex setting of partially observed PDMPs. Here, we
reformulate the impulse control problem within the POMDP framework to account for
noisy observations available to the decision-maker.

• In Chapter 6, explores scenarios involving uncertainty in PDMP dynamics. We address
this by adopting the Bayes Adaptive framework.

All these solution methods will be illustrated through a medical case study presented in
Chapter 3.
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Multiple myeloma is a cancer that affects the antibody-producing plasma cells in the bone
marrow. The disease often progresses in cycles of remission and relapse. Effective manage-
ment requires a dedicated balance between the intensity of treatment and the frequency of
medical examinations. Over-aggressive treatment can lead to drug resistance and, ultimately,
death. Clinicians primarily monitor the progression of multiple myeloma using blood biomark-
ers, which provide crucial indicators of disease status and response to treatment [Soz+01;
HHB07; Ger+16]. Through careful interpretation of these biomarkers, healthcare providers
can adjust treatment strategies to manage disease more effectively over time.

Additionally, disease progression varies from patient to patient, making personalized treat-
ment strategies invaluable [Sch+03; Sha09; Nag+16]. Personalized treatment strategies adapt
follow-up to the dynamics of each patient’s disease [KL19]. By tailoring care to individual
characteristics, this approach seeks to reduce unnecessary treatments and support early relapse
detection. However, it demands a detailed understanding of disease dynamics and reliable
predictive algorithms for timely adjustments.

Cancer monitoring and treatment should ideally be based on empirical evidence. Clinical
trials are the gold standard for assessing the effectiveness of cancer treatments. They are
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complex to set up and require considerable human, material and financial resources. In addition,
they cannot test all possible combinations of treatments and scenarios. This limitation hinders
the development of personalized treatments, adapted to individual variations in the disease.
Moreover, it can be complicated to fully capture the long-term effects of treatments on patients’
lives, which limits the ability of trials to provide an overview of the efficacy and implications of
treatments over time. In recent years, mathematical models have been developed to simulate
the dynamics of cancer with treatment [ALM15; Yin+19; XC22; Wei23].

Game theory has become an increasingly popular framework for modelling cancer dynamics.
Game-theoretic models approach cancer as a competitive process, where cancer cells compete
for resources, space, and survival, often evolving strategies that resist treatment and evade the
immune response [Zha+19; Sta+19; Wöl+21; JGN23]. This approach holds particular promise
for personalized medicine, where treatment can be tailored based on the unique strategies that a
patient’s cancer cells employ. However, a key limitation of many game-theoretic models is their
deterministic nature, assuming fixed outcomes based on specific strategies without accounting
for the inherent randomness in cancer progression and treatment response.

In reality, the dynamics of cancer are stochastic, with unpredictable changes in cancer cell
development, mutation rates and responses to treatment. To better capture these uncertainties,
we propose the use of Piecewise Deterministic Markov Processes (PDMPs), which can model
both the deterministic and stochastic elements of disease progression. PDMP modelling also
allows the construction of a universal model with patient-specific parameters to comprehensively
capture the outcomes of clinical decisions.

Our case study is based on the analysis of a large cohort of Multiple Myeloma (MM)
patient data from the Intergroupe Francophone du Myélome (IFM) 2009 clinical trial [ALa17].
The data includes regular clinical and lab measurements to monitor disease progression and
treatment response. We use these data to model patient outcomes. Although some disease
mechanisms are simplified, such as treatment options and stochasticity sources, data allows
parameter estimation and simulation of realistic disease trajectories.

This chapter has two main sections. First, the mechanisms of the disease are presented in
detail, along with monitoring and treatment options though section 3.1. We then present the
PDMP model associated with this problem in section 3.2. The construction of this model is
based on previous work [Sap+24]. This structure serves as a foundation for the applications
and analyses developed throughout the thesis.

3.1 Myeloma Cancer Patient

In the clinical trial from which our data originates, patients were monitored for up to 6 years.
Medical visits are set up to measure the concentration of clonal immunoglobulins by a blood
test. On the basis of this noisy biomarker measurements, the practitioner decides the date of
the next visit and the treatment to apply. We begin by describing the dynamics of the disease,
before detailing the possible decisions made by the practitioner. For further details on the
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clinical dataset, interested readers can refer to [Sap+24; CSV25].

3.1.1 Disease Dynamics

The disease is considered to have four phases:

• the remission phase, during which the patient is cancer-free;

• the relapse phase, when the cancer develops but is responsive to treatment;

• the incurable relapse phase, during which the cancer develops and treatment is ineffective;

• the death of the patient.

In remission, the level of the biomarker remains at its baseline value. Without treatment
the patient may randomly transition to one or other of the two relapses. The probability of
this transition depends on the duration of remission and the number of past treatments. When
treatment is applied, the level of the biomarker also remains at its nominal value, but the
patient can only enter a state of therapeutic escape. The probability of escaping treatment
increases with the number of treatments.

During a curable relapse without treatment, the level of the biomarker increases exponen-
tially and can reach a critical level associated with death. Under treatment, however, the
biomarker decreases exponentially and may return to its baseline level. In both cases, the
patient may enter the therapeutic escape phase, this probability being influenced by the num-
ber of treatments and the level of the biomarker. In the incurable relapse phase, the level of
the biomarker increases exponentially, with no effective treatment able to slow its progression.
If it reaches the death threshold, the patient dies and the follow-up ends. This dynamics is
summarized in Figure 3.1.

Note that the different phases of disease are hidden, except when the patient dies. Moreover,
biomarker measurements are corrupted by noise and measurements are only collected at visit
dates. An example of patient follow-up data is presented in Figure 3.2.

3.1.2 Decisions

For context, we assume that the study begins at time t0 = 0, when the patient first goes
into remission. The practitioner will plan the dates of visits over a period of six years, or
until the patient dies, whichever comes first. The interval between visits is not fixed, so the
number of visits and dates may vary from patient to patient. More specifically, at each visit,
the practitioner can set the date for the next visit in 15, 30 or 60 days. This decision can be
based on current and previous biomarker measurements.

In addition to setting the date of the next visit, the practitioner can choose to adjust
the patient’s treatment, by selecting the available option, which in this study is chemotherapy.
However, certain constraints limit these choices. The practitioner cannot schedule visits beyond
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remission

relapse

incurable
relapse

death

Random
Deterministic

Figure 3.1: Transitions between the different phases of the disease. Dashed arrows
represent transitions that occur at random times, while filled arrows indicate transitions that
happen at deterministic times. Green arrows indicate transitions that can occur under treat-
ment, while red arrows indicate transitions that can occur without treatment. Black arrows
indicate transitions that can occur regardless of treatment status.

the six-year follow-up period or schedule a visit if the patient has died. There are also constraints
on changing the treatment plan. At the first visit, the practitioner cannot initiate treatment,
and after treatment has begun, he or she must wait a minimum of 45 days before making any
further changes.

3.2 Modeling Patient Dynamics

A variation of this problem has previously been formulated as an impulse-control PDMP in
previous work [Sap+24; CS21]. Here, we present the time-augmented controlled PDMP, as
presented in definition 2.1.2, corresponding to the patient model introduced in the previous
section.

All PDMP parameters were defined based on clinical considerations and selected to match
the observed clinical characteristics of the patient cohort, rather than being directly estimated
from it.

3.2.1 Construction of a Controlled Process

The state space E is defined as E = {x = (m, x)} where the mode is m = (h, ℓ, k) with:
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Figure 3.2: Example of patient follow-up data. Marker values are measured at each patient
visits over a certain period of time. Data from the Intergroupe Francophone du Myélome 2009
clinical trial, courtesy of the Centre de Recherche en Cancérologie de Toulouse.

• h ∈ H = {0, 1, 2, 3} represents the health status (h = 0: remission, h = 1: relapse, h = 2:
therapeutic escape, h = 3: death of the patient),

• ℓ ∈ L = {0, 1} is the patient current treatment (ℓ = 0: no treatment, ℓ = 1: chemother-
apy),

• k ∈ {1, 2, · · · , K} is the number of past treatments. The minimal lapse between visits is
set to 15 days, hence the number of applied treatments is bounded by K = ⌊H/15⌋,where
H is the follow-up time for a patient, 2400 days in our scenario.

The Euclidean variable is x = (ζ, u, τ) ∈ Em where ζ is the biomarker level, u is the time
spent in the current health status and τ the time since a treatment is applied. In addition we
note ζ0 the marker level of a patient in remission and when the marker level reaches D, the
patient dies.

Remark 3.1 The state space Em does not depend on the time t since the beginning of the
follow-up.

Subsets Em are defined as follows:

• E(0,ℓ,k) = {ζ0} × [0,H]2, ∀ℓ, k: a patient in remission (health status h = 0) has a marker
level of ζ0, whatever his current treatment and number of past treatments.
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• E(1,0,k) = [ζ0, D) × [0,H]2, ∀k: without treatment, a patient suffering a relapse (neither
dead nor in remission) has a marker level ζ0 ≤ ζ < D, whatever the number of past
treatments.

• E(1,1,k) = (ζ0, D)× [0,H]2, ∀k: with treatment, a patient suffering a relapse (neither dead
nor in remission) has a marker level ζ0 < ζ < D, whatever the number of past treatments.

• E(2,ℓ,k) = [ζ0, D)× [0,H]2, ∀ℓ, k: a patient suffering an incurable relapse (neither dead nor
in remission) has a marker level ζ0 ≤ ζ < D, whatever the treatment and number of past
treatments.

• E(3) = {∂}: a patient dies when the marker level reaches D (and reaches an arbitrary
absorbing state, ∂), whatever the treatment and number of past treatments.

3.2.2 Local Characteristics

We explicit the three local characteristics (Φ, λ,Q) associated to the process {Xt}.
The flow. It depends on control applied and in particular on the treatment and number

of treatments: Φ(x, t) = (m,Φm(ζ, t), u + t, (τ + t)1ℓ=1), where Φm(ζ, t) describes only the
trajectory of the biological marker between jumps. The biomarker evolution is summarized in
Table 3.1. The case m = 3 is omitted since the process has reached the absorbing state ∂.

Table 3.1: Flow Φm of the controlled continuous time PDMP. For initial state x = (h, ℓ, k, ζ, u, τ)
and duration t, Φm(ζ, t) is the patient biomarker level after a time t starting from state x at
time 0 if no change of condition. Note that during a relapse under treatment (h = 1 and ℓ = 1),
the decrease in biomarker levels depends on k: the more treatments the patient has received,
the less effective the current treatment becomes.

ℓ = 0 ℓ = 1
h = 0 ζ0 ζ0

h = 1 ζev1t ζe− v1
k
t

h = 2 ζev2t ζev2t

The jump intensity. It is also influenced by the treatment and λ(x) = λm(x) is sum-
marized in Table 3.2. Notably, there are two distinctive types of relapse scenarios considered:
standard relapses occurring during remission phases and relapses indicative of therapeutic es-
cape. From remission, the probability of relapse occurrence increases with the duration of time
spent in remission and the number of previous treatments. From standard relapse, the risk of
relapses associated with therapeutic escape is influenced by the biomarker level and the number
of previous treatments.

In light of these considerations, we choose Weibull distributions of the form: µh′

(0,ℓ,k)(u) =
(αh′

mu)βh′
m and µ2

(1,ℓ,k)(ζ) = (αkζ)β. Details of jump intensity are available in Table 3.2 .
Let t⋆(x) be the deterministic time the flow takes to reach the boundary of the state space

E. Let ∂E = {1, 2}×N×{ζ0, D}× (0,H]2 be the boundary on E. The time t⋆(x) also depends
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Table 3.2: Jump intensity λm(x) of the controlled continuous time PDMP.

ℓ = 0 ℓ = 1
h = 0 (µ1

m + µ2
m)(u) µ2

m(u)
h = 1 µ2

m(ζ) µ2
m(ζ)

h = 2 0 0

on the treatment, the number of past treatment and the disease regimen: t⋆m(ζ) = inf{t > 0 :
Φm(ζ, t) ∈ ∂E} (detailed in table 3.3).

Table 3.3: Deterministic time to reach the boundary of the state space t⋆m(ζ) of the controlled
continuous time PDMP.

ℓ = 0 ℓ = 1
h = 0 +∞ +∞
h = 1 1

v1
log(D

ζ
) k

v1
log( ζ

ζ0
)

h = 2 1
v2

log(D
ζ

) 1
v2

log(D
ζ

)

The Markov kernel. In remission, the patient may transition to either a standard relapse
in the absence of chemotherapy or an incurable relapse. In the case of relapse and without
treatment, the biomarker increases to a critical value D, leading to the patient’s death. When
chemotherapy is administered, the biomarker decreases to ζ0 and returns to remission. Regard-
less of treatment chosen, therapeutic escape may occur at any time. In the case of therapeutic
escape, the biomarker increases, regardless of the administered treatment, toward the D thresh-
old, ultimately resulting in the patient’s death. We define the Markov kernel Q in table 3.4.
Case h = 3 is omitted as no jumps are allowed when patients are dead.

Table 3.4: Markov kernel Qg(x) for x = (m = (h, ℓ, k), ζ, u, τ) ∈ E and for all real-valued
bounded measurable functions g on E.

ℓ = 0
h = 0 g(1, 0, 0, ζ0, 0, 0) µ1

m(u)
(µ1

m+µ2
m)(u) + g(2, 0, k, ζ0, 0, 0) µ2

m(u)
(µ1

m+µ2
m)(u)

h = 1 g(2, 0, k, ζ, 0, 0)1D>ζ + g(3, ∂)1ζ=D
h = 2 g(3, ∂)1ζ=D

ℓ = 1
h = 0 g(2, 1, k, ζ0, 0, τ)
h = 1 g(2, 1, k, ζ, 0, τ)1ζ>ζ0 + g(0, 1, k, ζ0, 0, τ)1ζ=ζ0

h = 2 g(3, ∂)1ζ=D

3.2.3 Transition Kernel

The transition kernel P can be written as a combination of the deterministic flow, the jump
intensity and the Markov kernel such that for a time period r and all real-valued bounded
measurable functions g on E, Pg(x) = E[g(Xr)|X0 = x]. It is assumed that in the event
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of a relapse from the remission state (m = 0), the patient takes more than 60 days to die
(t∗(1,0,k)(ζ0) > 60 and t∗(2,ℓ,k)(ζ0) > 60), this implies v1 < 0.061 and v2 < 0.061. As this form of
P is complex, we work case by case for x = (m = (h, ℓ, k), x = (ζ, u, τ)) ∈ E.

• If m = (3), then Pg(x) = g(3, ∂), the patient is dead.

• If m = (2, ℓ, k), over a time step r the patient may either die or remain in therapeutic
escape.

Pg(x) = g(3, ∂)1t∗m(ζ)≤r + g(Φm(x, r))1t∗m(ζ)>r.

• If m = (1, 0, k), the biomarker increases. Over a time step r, the patient may die, remain
in relapse, transition to a therapeutic escape and stay there, or transition to a therapeutic
escape and die.

Pg(x) = g(3, ∂)e−Λm(x,t∗m(ζ))
1t∗m(ζ)≤r + g(Φm(x, r))e−Λm(x,r)

1t∗m(ζ)>r

+
∫ r

0
g
(
2, 0, k,Φ(2,0,k) (Φm(ζ, s), r − s) , r − s, 0

)
×µ2

m(Φm(ζ, s))e−Λm(x,s)
1t∗(2,0,k)(Φm(ζ,s))>r−s1t∗m(ζ)>s ds

+
∫ r

0
g(3, ∂)µ2

m(Φm(ζ, s))e−Λm(x,s)
1t∗(2,0,k)(Φm(ζ,s))≤r−s ds

• If m = (1, 1, k) the biomarker decreases. Over a time step r, the patient may fall in
remission and remain there, remain in relapse, transition to a therapeutic escape and
remain there, fall into remission and transition to a therapeutic escape, transition to a
therapeutic escape and die.

Pg(x) = g (0, 1, k, ζ0, r − t∗m(ζ), τ + r) e−Λm(x,t∗m(ζ))
1t∗m(ζ)≤r

+ g(1, 1, k,Φm(ζ, r), u+ r, τ + r)e−Λm(x,r)
1t∗m(ζ)>r

+
∫ r

0
g
(
2, 1, k,Φ(2,1,k) (Φm(ζ, s), r − s) , r − s, τ + r

)
×µ2

m(Φm(ζ, s))e−Λm(x,s)
1t∗m(ζ)>s1t∗(2,1,k)(Φm(ζ,s))>r−s ds

+
∫ r−t∗m(ζ)

0
g(2, 1, k,Φ(2,1,k) (ζ0, r − s− t∗m(ζ)) , r − s− t∗m(ζ), τ + r)

×µ2
(0,1,k)(s)e−Λm(x,t⋆m(ζ))e−Λ(0,1,k)(x,s)

1t∗m(ζ)≤rds

+
∫ r

0
g(3, ∂)µ2

m(Φm(ζ, s))e−Λm(x,s)
1t∗m(ζ)>s1t∗(2,1,k)(Φm(ζ,s))≤r−s ds

• If m = (0, 0, k), the biomarker remains at its nominal value. Over a time step r, the
patient may stay in remission, transition to a relapse, transition to a therapeutic escape
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or transition to a relapse before transitioning to a therapeutic escape.

Pg(x) = g
(
Φ(0,0,k)(x, r)

)
e−Λm(x,r)

+
∫ r

0
g
(
1, 0, k,Φ(1,0,k)(ζ0, r − s), r − s, 0

)
µ1

m(u+ s)

×e−Λm(x,s)e−Λ(1,0,k)(Φ(1,0,k)(ζ0,r−s),r−s) ds

+
∫ r

0
g
(
2, 0, k,Φ(2,0,k)(ζ0, r − s), r − s, 0

)
µ2

m(u+ s)e−Λm(x,s) ds

+
∫ r

0

∫ r−s

0
g
(
2, 0, k,Φ(2,0,k)

(
Φ(1,0,k) (ζ0, s

′) , r − s′ − s
)
, r − s′ − s, 0

)
×µ1

m(u+ s)e−Λm(x,s)µ2
(1,0,k)

(
Φ(1,0,k)(ζ0, s

′)
)
e−Λ(1,0,k)((ζ0,0),s′) ds′ds

• If m = (0, 1, k), the biomarker remains at its nominal value. Over a time step r, the
patient may stay in remission or transition to a therapeutic escape.

Pg(x) = g
(
Φ(m)(x, r)

)
e−Λm(x,r)

+
∫ r

0
g
(
2, 1, k,Φ(2,1,k) (ζ0, r − s) , r − s, τ + r

)
µ2

m(u+ s)e−Λm(x,s) ds

Remark 3.2 Although the PDMP transition kernel appears lengthy to write out, its structure
allows for straightforward simulation.

3.3 Conclusion

In this chapter, we have presented our main case study, which will serve as a basis for the
analyses carried out throughout this manuscript. We have also presented the controlled PDMP
as a coherent framework for modelling. However, as the study progresses, this PDMP model
will evolve. We have delayed the inclusion of partial observability discussed in Section 3.1.1.

To keep the problem manageable, we consider a simplified version of reality. Even in this
simplified form, the problem remains complex and difficult. In the following chapters, we
will build on this foundation and present different methods for controlling this type of PDMP
model, adding layers of complexity as we go. This case study will go through different stages,
including real impulsions control scenarios in Chapter 4, partial observability in Chapter 5 and
cases where a process parameter is unknown in Chapter 6.
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As discussed in Section 2.2.3, constructing an ϵ-optimal strategy for controlling a Piecewise
Deterministic Markov Process (PDMP) is in general numerically intractable. A method is
available if the value function can be computed over the entire state space, but this requires
the state space to be very small and stationary [CD89]. The main contribution of this chapter is
to fill this gap by providing an explicitly computable ϵ-optimal strategy in an idealized setting
where the model is fully known and the PDMP is continuously and perfectly observed. Our
approach is based on quantization and dynamic programming, allowing for a fully explicit offline
computation of the control strategy.
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The chapter is organized as follows. We begin with a brief review of the theoretical back-
ground, including the assumptions satisfied by our PDMP that ensure convergence guarantees
for our method in section 4.1.1. Information relative to the numerical method are given in
the next section, where we recall the principles of optimal quantization through section 4.1.2
and describe the algorithm used to approximate the value function for controlled PDMPs de-
velopped in [SD12] in section 4.1.3. Building on this procedure and the construction of an
ϵ-optimal strategy from [SDG17], we define a candidate strategy and the associated controlled
PDMP in sections 4.2.1 and 4.2.2. We then prove that the cost, defined in Section 4.2.3, of
following this strategy can be made arbitrarily close to the value function, thus establishing
its ϵ-optimality in section 4.2.4. Finally, we illustrate the practical performance of our method
through a numerical application based on the medical case study presented in Chapter 3 in
section 4.3.

4.1 Theoretical Foundations

In this section, we begin by stating a set of assumptions for the impulse control problem
of PDMPs. These assumptions are essential for establishing the convergence of our proposed
approximation procedures. We then briefly recall the key ideas behind quantization algorithms,
which play a central role in our numerical methods. Finally, we introduce the operators and
approximation techniques developed in [SD12] which form the foundation of our approach.

4.1.1 Assumptions

Insprired from [SD12], we introduce some technical regularity assumptions on the local char-
acteristics of the PDMP. Let us introduce first some standard notation. Let M be a metric
space. B(M) is the set of real-valued, bounded, measurable functions defined on M . The Borel
σ-field of M is denoted by B(M). Let Q be a Markov kernel on (M,B(M)) and w ∈ B(M),
Qw(x) =

∫
M w(y)Q(x, dy) for x ∈M . Let E be an open subset of Rd, ∂E its boundary and Ē

its closure. For (a, b) ∈ R2, a ∧ b = min(a, b) and a ∨ b = max(a, b).
Assumption. The exit time t⋆ is bounded and Lipschitz-continuous on E: there exist [t⋆]
such that for any (x, y) ∈ E2, | t⋆(x)− t⋆(y) |≤ [t⋆] | x− y |.

In most practical applications, the system’s physical properties ensure that either t⋆ is
bounded or the problem has a natural deterministic time horizon T . In the latter case, there
is no loss of generality in considering that t⋆ is bounded by T leading to replacing [t⋆] by T .

There is no assumption on the flow as we will rather assume that functions of interest are
Lipschitz continuous along the flow.
Assumption. The jump rate λ is bounded and there exists [λ] ∈ R+ such that for any
(x, y) ∈ E2, u ∈ [0, t⋆(x) ∧ t⋆(y)), | λ(Φ(x, u))− λ(Φ(y, u)) |≤ [λ] | x− y |.

Define LΦ(E) as the set of functions w, that are Lipschitz continuous along the flow, i.e.,
the real-valued, bounded, measurable functions defined on E satisfying
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1. For all x ∈ E, the map w(Φ(x, ·)) : [0, t⋆(x))→ R is continuous, the limit limt→t⋆(x) w(Φ(x, ·))
exists and is denoted by w(Φ(x, t⋆(x))),

2. there exists [w] ∈ R+ such that for any (x, y) ∈ E2, t ∈ [0, t⋆(x) ∧ t⋆(y)] one has,

| w(Φ(x, t))− w(Φ(y, t)) |≤ [w]1 | x− y |,

3. there exists [w]2 ∈ R+ such that for any x ∈ E, (t, s) ∈ [0, t⋆(x)]2, one has

| w(Φ(x, t))− w(Φ(x, s)) |≤ [w]2 | t− s |,

4. there exists [w]⋆ ∈ R+ such that for any (x, y) ∈ E2, one has

| w(Φ(x, t⋆(x)))− w(Φ(y, t⋆(y))) |≤ [w]⋆ | x− y | .

Finally we need some global Lipschitz continuity properties for the Markov kernel Q.
Assumption. The Markov kernel Q is Lipschitz in the following sense: there exists [Q] ∈ R+

such that for any function w ∈ LΦ(E) the Markov kernel Q satisfies:

1. For any (x, y) ∈ E2, and t ∈ [0, t⋆(x) ∧ t⋆(y)) we have

| Qw(Φ(x, t))−Qw(Φ(y, t)) |≤ [Q][w]1 | x− y |,

2. for any (x, y) ∈ E2, we have,

| Qw(Φ(x, t⋆(x)))−Qw(Φ(y, t⋆(y))) |≤ [Q][w]⋆ | x− y | .

In the sequel, for any function f in Bc, we denoted by Cf its bound

Cf = sup
x∈E
|f(x)|,

and for any Lipschitz-continuous function f in B(E) or B(Ē), we denote by [f ] its Lipschitz
constant

[f ] = sup
x ̸=y∈E

|f(x)− f(y)|
|x− y|

.

To prove the convergence of our approximation scheme, the assumption that the running
cost cR has suitable Lipschitz-continuity properties is required.
Assumption. cR is a non negative function in LΦ(E).

Let’s define U = {yi, 1 ≤ i ≤ u} ⊂ E as the finite set of points the process can restart from
after an intervention. Finally, we assume that the impulse cost cI is Lipschitz continuous along
the flow.
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Assumption. The function cI is continuous on Ē × U and there exists [cI ] ∈ R+, [cI ]2 ∈ R+

and [cI ]⋆ ∈ R+ such that

1. for any (x, y) ∈ E2, u ∈ [0, t⋆(x) ∧ t⋆(y)],

max
z∈U
| cI(Φ(x, u), z)− cI(Φ(y, u), z) |≤ [cI ]1 | x− y |,

2. for any x ∈ E, and (t, s) ∈ [0, t⋆(x)]2,

max
z∈U
| cI(Φ(x, t), z)− cI(Φ(x, s), z) |≤ [cI ]2 | t− s |,

3. for any (x, y) ∈ E2,

max
z∈U
| cI(Φ(x, t⋆(x)), z)− cI(Φ(y, t⋆(y)), z) |≤ [cI ]⋆ | x− y |,

4. for any (x, y) ∈ Ē × U,
0 ≤ c0 ≤ cI(x, y) ≤ cC ,

5. for any (x, y, z) ∈ Ē × U× U,

cI(x, y) + cI(y, z) ≥ cI(x, z).

The last assumption implies that the cost of taking two or more interventions instanta-
neously will not be higher than taking a single intervention.

4.1.2 Principles of Quantization

Optimal quantization refers to the process of approximating a probability distribution with
an optimized discrete representation. We do not aim to provide an exhaustive review of the
available methods. For further details, readers are referred to [GN98], [Pag98], [PPP04], and
the website http://www.quantize.maths-fi.com. The exposition here is inspired by Section 3 of
[SD12] and Chapter 3 of the book [SDZ15]. We start with the definition of optimal quantization
for a single random variable before turning to the extension to Markov chains.

Random variable quantization. Let X be an R
d-valued random variable with finite

L2-norm: ∥X∥2 = E[|X|2]1/2 < ∞ and let K be a fixed integer. The goal of optimal L2-
quantization is to get a L2-approximation of X by a discrete random vector X̂ taking values
in a finite grid of size at most K values: X̂ ∈ {x1, · · · , xK}. The asymptotic properties of the
optimal L2-quantization are given by Zador’s theorem 4.1.1.

Theorem 4.1.1 If E[|X|2+η] < +∞ for some η > 0 then one has

lim
K→∞

K2/d min
|Γ|≤K

∥X − X̂Γ∥2
2 = J2,d

∫
|h|d/(d+2)(u) du,
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where the law of X can be decomposed with respect to the Lesbesgue measure λd on R
d as

PX(du) = h(u)λd(du) + ν(du), h being the density of its absolutely continuous part, ν its
singular part, and J2,d is a universal constant.

Remark 4.1 X needs to have finite moments up to the order 2 + η to ensure the above con-
vergence.

In practice, the quantization procedure involves two main steps: (1) finding a finite grid
Γ ∈ R

d with Γ = {x1, · · · , xK} and (2) defining X̂ = X̂Γ = pΓ(X) with pΓ is the closest-
neighbor projection on Γ. The quality of the approximation depends on the dimension of X.
It is given by Theorem 4.1.1.

The Competitive Learning Vector Quantization algorithm (CLVQ), described in details in
[BP03] and in Algorithm 8, provides an optimal grid Γ⋆ = {x⋆1, · · · , x⋆K} for the L2-quantization
of a random variable. The weights for each point of the optimal grid Γ⋆ can be obtained by
Monte Carlo simulations of X and projection on Γ⋆, see Algorithm 9.

Algorithm 8 CLVQ algorithm to compute an optimal quantization grid for X. Adapted from
[SDZ15].

1: Input: number of points K, number of runs NR, learning rate sequence (γm)
2: Initialize grid Γ0 with K points
3: for m← 0 to NR− 1 do
4: Simulate x according to law ν
5: Competitive phase: select y as the closest neighbour of x in Γm
6: Learning phase: set y′ = y − γm+1(y − x)
7: Update grid: Γm+1 ← Γm ∪ {y′}\{y}
8: end for

Algorithm 9 CLVQ algorithm to compute the weights of the quantization grid Γ for X.
Adapted from [SDZ15].

1: Input: number Monte-Carlo runs NMC
2: Initialize a nul count vector of size K.
3: for n← 1 to NMC do
4: Simulate x according to law ν
5: Select i in {1, · · · , K} such that xi is the closest neighbour of x in Γ
6: Count(i) ← count(i) + 1
7: end for
8: count ← count / NMC

Figure 4.1 shows the corresponding quantization grid with the Voronoi tessellation obtained
with the CLVQ algorithm for the two dimensional standard Gaussian distribution.

Markov chain quantization. Optimal quantization of a Markov chain involves approxi-
mating its distribution with a process taking values on finite grids. As described in [PPP04],
two main approaches exist: marginal quantization, which quantizes each time step separately,
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Figure 4.1: Voronoi tesselation with 300 points for standard Gaussian distribution.

and Markovian quantization, which maintains the Markov property. This chapter focuses on
the marginal approach, while both are detailed in the cited reference.

The Algorithm 10 describes the adaption of CLVQ algorithm to the context of optimal
quantization of Markov chains. Let us denote Γn = {xn1 , · · · , xnK} the grid at time step n. The
marginal quantization of the Markov chain (Xn)n∈N is defined by the quantized Markov chain
(X̂n)n∈N with transition probabilities p̂n(i, j) and initial distribution by X̂0. Computation of
weights and transition matrices are equivalent to Algorithm 9.

Algorithm 10 Extended CLVQ algorithm to quantize a Markov chain. Adapted from [SDZ15].
1: Input: number of points K, horizon T , number of runs NR, learning rate sequence (γm)
2: Initialize grids (Γ0

n)n∈N with K points each
3: for m← 0 to NR− 1 do
4: Simulate trajectory x0, x1, · · · , xN according to law of Markov chain
5: for n← 0 to N do
6: Competitive phase: select y as the closest neighbour of xn in Γmn
7: Learning phase: set y′ = y − γm+1(y − xn)
8: Update grid: Γm+1

n ← Γmn ∪ {y′}\{y}
9: end for

10: end for

Remark 4.2 The grids depend on the dynamics of the process and not a specific functional or
optimization problem we may want to solve or compute. Although it may take a lot of time to
compute them, this computation can be done offline and the same grids may be used to solve
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different problems related to the same process.

4.1.3 Numerical Method to Approximate the Value Function

We now present key elements from [SD12], which introduced a numerical method to approx-
imate the value function of a controlled PDMP. The approach is based on quantizing the
associated canonical Markov chain Θn = (Zn, Sn)n∈N as defined in Section 2.1.4. This method
serves as the foundation for the rest of the chapter and underpins the numerical scheme used
to define an ε-optimal strategy in Section 4.2.

First, they define the path-adapted discretization grids as follows.

Definition 4.1.1: Path-adapted discretization grids

For x ∈ E, set ∆(x) ∈ (0, t⋆(x)). Define n(x) = int( t
⋆(x)

∆(x)) − 1, where int(x) denotes
the greatest integer smaller than or equal to x. The set of points (ti)i∈{0,··· ,n(x)} with
ti = i∆(x) is denoted by G(x). This is the grid associated to the time interval [0, t⋆(x)].

Then, an approximation of operator L, defined in section 2.2.2, is defined, where the con-
tinuous minimization is replaced by a discrete-time minimization on the path adapted grids.

Definition 4.1.2: Discrete-time minimization of operator L

For (v, w) ∈ LΦ(E)2 and x ∈ E, set

Ld(v, w)(x) = min
t∈G(x)

J(v, w)(x, t) ∧Kw(x)

Recall that U = {yi, 1 ≤ i ≤ u} is the set of points the process can restart from after an
intervention. The quantization procedure generates two families of finite grids for the chain
(Zn, Sn), depending on whether the starting point arises from the original uncontrolled process
or from the post-intervention process: Γx0

n ∪E × R+ for 0 ≤ n ≤ N , constructed when it starts
from the starting point Z0 = x0 and ΓUn ∪ E × R+ for 0 ≤ n ≤ N construct from starting
point Z0 ∼ U(U). Each grid is equipped with associated weights for its points and transition
probabilities between successive grids. Define px0

n and pUn as the nearest-neighbour projections
from E × R+ onto Γx0

n and ΓUn , respectively.
The quantization of Θn is defined by: Θ̂n = (Ẑn, Ŝn) = px0

n (Zn, Sn) or Θ̂n = (Ẑn, Ŝn) =
pUn (Zn, Sn) depending on the starting point of the chain. The context will make clear which
quantization is considered. We will also denote Γx0,Z

n and ΓU,Zn the projection of Γx0
n and

ΓUn , respectively on E and Γx0,S
n and; ΓU,Sn the projection of Γx0

n and ΓUn , respectively on R+.
Quantized approximation of operators introduced in Theorem 2.2.1 depend on indices j, the
number of past natural jumps.
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Definition 4.1.3: Quantized approximation of operators

For ∀ 0 ≤ j ≤ N − 1, x ∈ E, z ∈ Γx0,Z
j , v ∈ LΦ(E), w defined on Γx0,Z

j+1 consider:

K̂x0
j+1w(z) = E[F (Ẑx0

j , t
⋆(Ẑx0

j )) + e−γŜj+1w(Ẑx0
j+1)|Ẑx0

j = z].

Ĵx0
j+1(v, w)(z, t) = E[F (Ẑx0

j , t) + e−γŜn+1w(Ẑx0
j+1)1Ŝn+1<t∧t⋆(Ẑx0

j )|Ẑ
x0
j = z]

+ E[e−γ(t∧t⋆(Ẑj))v(Φ(Ẑj, t ∧ t⋆(Ẑx0
j )))1Ŝj+1≥t∧t⋆(Ẑx0

j )|Ẑ
x0
j = z]

L̂x0,d
j+1 (v, w)(z) = min

t∈G(z)
Ĵx0
j+1(v, w)(z, t) ∧ K̂x0

j+1w(z).

For ∀ 0 ≤ j ≤ N − 1, x ∈ E, z ∈ ΓU,Zj , v ∈ LΦ(E), w defined on ΓU,Zj+1 consider:

K̂U

j+1w(z) = E[F (ẐUj , t⋆(ẐUj )) + e−γŜj+1w(ẐUj+1)|ẐUj = z].

ĴUj+1(v, w)(z, t) = E[F (ẐUj , t) + e−γŜj+1w(ẐUj+1)1Ŝj+1<t∧t⋆(ẐUj )|Ẑ
U

j = z]

+ E[e−γ(t ∧ t⋆(ẐUj ))v(Φ(Ẑj, t ∧ t⋆(ẐUj )))1Ŝj+1≥t∧t⋆(ẐUj )|Ẑ
U

j = z]

L̂U,dj+1(v, w)(z) = min
t∈G(z)

ĴUj+1(v, w)(z, t) ∧ K̂U

j+1w(z).

Remark 4.3 In what follows, we write Ẑj to denote either Ẑx0
j or ẐUj , depending on the chosen

starting point. The intended meaning will be clear from the context. This convention is adopted
to simplify the notation.

The approximation scheme goes backwards in time.

Definition 4.1.4: Approximation scheme

Let i denotes to the step of the last impulse and j denotes to the number of natural jumps
since either the beginning or the last impulse, V̂0(x0) denotes the approximation of V(x0),
and N denote the maximum number of natural jumps and permitted impulses.
For 1 ≤ i ≤ N , for z ∈ ΓU,ZN−i, V̂ i

N−i(z) = h(z), with h(x) the cost associated to the
no-impulse strategy defined in Theorem 2.2.1. For 0 ≤ j ≤ N − i − 1, for z ∈ ΓU,Zj ,
V̂ i
j (z) = L̂U,dj+1(MV̂ i+1+j

0 , V̂ i
j+1)(z).

For z ∈ Γx0,Z
N , V̂N(z) = h(z). For 0 ≤ j ≤ N − 1, for z ∈ Γx0,Z

j , V̂j(z) =
L̂x0,d
j+1 (MV̂ j+1

0 , V̂j+1)(z).

A graphical illustration of this numerical procedure is available in Figure 4.2.

Remark 4.4 This approach described above is numerically demanding and works for low di-
mensional PDMPs with limited complexity and limited number of natural jumps before absorp-
tion. It also requires a perfect knowledge of the model and its parameters, together with a perfect
observation of the process at all times (or equivalently at jumps times).
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(Ẑ

1 )
L̂
U
,d

1
V̂
N

−
2

0
(y)

r
β
,N

−
2

1y
N

−
2

1

r
β
,N

−
2

0y
N

−
2

0
...

...
...

V̂
2N−

2 (Ẑ
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N
−

3 )
L̂
U
,d

N
−

3
···

L̂
U
,d

1
V̂

20 (y)
r
β
,2
N

−
3

y
2N

−
3

r
β
,2

0y
20

V̂
1N−

1 (Ẑ
N

−
1 )=

h(Ẑ
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N )=
h(Ẑ
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4.2 Numerical Construction of a Controlled Trajectory

Using the iterative scheme from [SDG17] combined with the discretized operators introduced
in [SD12], we define the candidate policy components. Next, we define an auxiliary process to
explicitly build a trajectory controlled by our candidate strategy. Then we compute the cost
associated with this strategy. Finally, we prove that the candidate strategy is ε-optimal.

4.2.1 Definition of the Candidate Policy Components

[SDG17] builds a ϵ-optimal strategy family based on true operators, while [SD12] builds quan-
tized approximation of these operators. Hence, to construct a family of computable ϵ-optimal
strategies, one may replace the true operators in [SDG17] construction by their quantized ap-
poximation. This process is summarized in Figure 4.3. In this framework, we recall that N ∈ N
represents the maximum number of natural jumps and impulses allowed, serving as a finite bud-
get that constrains the evolution of the controlled process. The process consists of N steps. At
each step, there is either a natural jump or an impulse. At stage n, the remaining budget is
thus N0 = N − n.

True operators

[SD12]
Quantized operators

[SD12]
Approximated
valued function

[SDG17]
ϵ-optimal strategy

Numerical construction
of ϵ-optimal strategy

Figure 4.3: Graphical illustration of how this chapter contributes to the numerical construction
of a controlled trajectory. Blue boxes indicate results from [SD12], the grey box highlights
findings from [SDG17], and the green box represents the original contributions of this chapter.

Recall that px0
n and pUn be the nearest-neighbour projections from E × R+ onto Γx0

n with
(ẑj, ŝj) = px0

j (z, s) and ΓUn with (ẑj, ŝj) = pUj (z, s), respectively. Note that ẑj and ŝj depend on
both z and s. Now, for all 1 ≤ i ≤ N , 0 ≤ j ≤ N − i − 1 and ẑj = ẑx0

j ∈ Γx0,Z
j if i = 0, else

ẑj = ẑUj ∈ ΓU,Zj , define the best possible intervention time that can be chosen before the next
jump and that is availbale from the computation of the approximation value functions:

s⋆i,j(z, s) = min{arg min
t∈G(ẑj)

ĴUj+1(MV̂ i+1+j
0 , V̂ i

j+1)(ẑj, t)}. (4.1)
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Then, by induction, we define, for a given β > 0, the next best intervention time, either
waiting for the next natural jump or intervening before it. For all 0 ≤ j ≤ N − 1, i = 0 and
ẑj ∈ Γx0,Z

j :

r̂βj (z, s) =


t⋆(z) if K̂x0

j V̂j+1(ẑj) < min
t∈G(ẑj)

Ĵx0
j (MV̂ j+1

0 , V̂j+1)(ẑj, t)

s⋆0,j(z, s)1s⋆
0,j(z,s)<t⋆(z) + (t⋆(z)− β)1s⋆

0,j(z,s)≥t⋆(z) otherwise.
(4.2)

For all 1 ≤ i ≤ N , 0 ≤ j ≤ N − i− 1 and ẑj ∈ ΓU,Zj :

r̂β,ij (z, s) =


t⋆(z) if K̂U

j V̂
i
j+1(ẑj) < min

t∈G(ẑj)
ĴUj (MV̂ i+1+j

0 , V̂ i
j+1)(ẑj, t)

s⋆i,j(z, s)1s⋆
i,j(z,s)<t⋆(z) + (t⋆(z)− β)1s⋆

i,j(z,s)≥t⋆(z) otherwise.
(4.3)

If the optimal decision is to intervene before the next natural jump (rβ,ij (z, s) < t⋆(z)), we
must also determine the best new restart point for the process. For 0 ≤ i ≤ N , 0 ≤ j ≤ N−i−1:

yij(z, s) = arg min
y∈U

{c(Φ(x, r̂β,ij (z, s)), y) + V̂ i+1+j
0 (y)}. (4.4)

Remark 4.5 We have already computed the values of K̂x0
j V̂

i
j+1, K̂U

j V̂
i
j+1, Ĵx0

j V̂
i
j+1 and ĴUj V̂ i

j+1

on the grids. One just has to store an indicator that either K̂x0
j V̂

i
j+1 or Ĵx0

j V̂
i
j+1 or K̂U

j V̂
i
j+1 or

ĴUj V̂
i
j+1 won the minimization and, if needed, the point where the minimum value of Ĵx0

j V̂
i
j+1 or

ĴUj V̂
i
j+1 is reached and where MV̂ i+1+j

0 is reached.

4.2.2 Numerical Construction of a Candidate Strategy

Following the approach introduced in [SDG17], we define a new process X̃t on an enlarged state
space. This process represents a controlled version of the original PDMP {Xt}, with the same
deterministic flow but a modified jump mechanism to incorporate control actions. It keeps the
memory of past jumps and impulses.

A key challenge arises from the fact that the strategy was constructed using discretized oper-
ators, yet we aim to apply it to the original PDMP. We must enrich the state space to carry ad-
ditional information: the number of natural jumps j since the beginning of the last impulse, the
step of the last impulse i and the time since the last jump θ, so that the candidate strategy can
be properly implemented in the continuous-time setting: X̃t = (m̃t = (mt, jt, it), x̃t = (xt, θt))
for t ≥ 0. The state space of this process is defined by

Ẽ = {(m, x, j, i, θ) : (m, x) ∈ E, 0 ≤ i ≤ N, 0 ≤ j ≤ N − i, θ ∈ [0, r̂β,ij (x) ∧ t⋆(x)]}.

We define a distance on Ẽ in the same way as on E. For x̃ = (m, x, j, i, θ) and x̃′ =
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(m′, x′, j′, i′, θ′), we define

|(m̃, x̃)− (m̃′, x̃′)| = |x̃ − x̃′|1m̃=m̃′ +∞1m̸̃=m̃′ .

Denote by π the projection of space E×N2×R on space E. Denote by (S̃n)n∈N⋆ the sojourn
times between two consecutives jumps and (Z̃n)n∈N⋆ the post jump locations of the process
{X̃t}.

Let (m, x, j, i, θ) ∈ Ẽ. We set rβ,ij (z̃, s̃) = r̂β,ij (z, s). Set for all 0 ≤ j ≤ N − 1 and
rβ,ij (z̃, s̃) < t⋆(x), ỹij(z̃, s̃) = (yij(z, s), i+ 1, j, 0).

Consider x̃ ∈ Ẽ, the process {X̃t} can be interpreted as a controlled version of {Xt} where
at most N natural jumps or impulses are allowed. Let’s define the control candidate strategy
S̃ = (τn, yn)0≤n≤N , where yn and τn are defined in Algorithm 11 that explicits the dynamics of
the PDMP {X̃t}.

4.2.3 Cost of the Candidate Strategy

In this subsection, we once again rely on the approach from [SDG17], this time to compute
the cost of the candidate strategy on the original PDMP Xt. For simplicity, in this section, we
define everything assuming the process starts post-intervention, with initial state in U and grids
ΓUn . When i = 0, however, the operators are computed using the grids Γx0

n . First we define the
cost associated with the controlled process defined by Algorithm 11 for the candidate strategy
S̃. When there is no remaining budget of natural jumps or impulses, we have for x ∈ E and
i+ j = N :

J S̃(N−i−j)
N (x, j, i) = Ẽ(x,j,i,0)[

∫ ∞

0
e−γsc̃R(X̃s)ds] (4.5)

and for n = i+ j ≤ N − 1:

J S̃(n)
N−i−j(x, j, i) = Ẽ(x,j,i,0)[

∫ ∞

0
e−γsc̃R(X̃s)ds+

N−j−i∑
k=1

e−γrβ,k
j c̃I(X̃rβ,k

j −, X̃rβ,k
j

)], (4.6)

where functions c̃R and c̃I are defined by

∀t ∈ R+,

c̃I(X̃t−, X̃t) = cI(π(X̃t−), π(X̃t))

c̃R(X̃t, X̃t) = cR(π(X̃t))
(4.7)

recalling π is the projection of space Ẽ on space E.
We now present the cost associated with the controlled PDMP {Xt} in a recursive form.

To establish this formulation, we proceed by induction. The proof is divided into three parts:
Theorem 4.2.1 addresses the cost at the terminal step (n = N) of the trajectory; Theorem 4.2.3
establishes the recursive cost relation between two generic consecutive steps; and Theorem 4.2.2
covers an intermediate case, between stepsN andN−1, included to clarify the overall argument,
though it may be skipped without loss of generality.
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Algorithm 11 Iterative construction of a controlled trajectory
1: Initialize starting point x0
2: z ← x0
3: i← 0
4: j ← 0
5: s← 0
6: Θ← 0
7: T ← 0
8: for n← 0 to N do
9: τn ← r̂β,ij (z, s)

10: S ∼ Pz(S > t) = e−
∫ t

0 λΦ(z,w)dw
1t<t⋆(z)

11: ∀T ≤ t ≤ T + S ∧ τn, X̃t = (Φ(z, t− T ), i, j,Θ + t)
12: T ← T + S ∧ τn
13: if S < τn then
14: s← S
15: Θ← 0
16: j ← j + 1
17: z ∼ Q(·,Φ(z, s))
18: else
19: Z ← ỹij
20: s← 0
21: Θ← 0
22: i← n+ 1
23: j ← 0
24: yn ← (yij(z, s), i, j,Θ)
25: end if
26: end for
27: for n ≥ N + 1 do
28: S ∼ Pz(S > t) = e−

∫ t

0 λΦ(z,w)dw
1t<t⋆(z)

29: ∀T ≤ t < T + S X̃t = (Φ(z, t− T ), j, i)
30: T ← T + S
31: z ∼ Q(·,Φ(z, s))
32: Θ← 0
33: j ← j + 1
34: end for

90



Construction of ϵ-Optimal Strategies for Fully-Observed Controlled PDMPs

Theorem 4.2.1 Set x ∈ E, 0 ≤ i ≤ N and j = N − i, so that there is no remaining budget
for impulses. We have the following equality:

J S̃
N (x, j, i) = h(x) = Ex[

∫ ∞

0
e−γscR(Xs)ds].

Proof. Set x ∈ E, 0 ≤ i ≤ N and j = N − i. By definition, we have :

J S̃
N (x, j, i) = Ẽ(x,j,i,0)[

∫ ∞

0
e−γscR(π(X̃s))ds].

It is obvious that {π(X̃t)} starting at x̃ = (x, j, i, 0) is a PDMP which has the same local
characteristics as the uncontrolled process {Xt} starting at x, as no more impulses are allowed
(see Algorithm 11). □

Theorem 4.2.2 Set x ∈ E, 0 ≤ i ≤ N−1, j = N−1− i and ẑj ∈ ΓU,Zj if i > 0, and ẑj ∈ Γx0,Z
j

if i = 0. We have the following equality:

J S̃
N−1(x, j, i) =


KJ S̃

N (x, j + 1, i), if K̂U

j+1V̂
i
j+1(ẑj)

< min
t∈G(ẑj)

ĴUj+1(MV̂ i+1+j
0 , V̂ i

j+1)(ẑj, t),

J
(
cI(·, yij) + J S̃

N (yij, 0, N),J S̃(0)
N (·, j + 1, i)

)
(x, τn).

Proof. Construction of this proof follows [SDG17] Theorem 9 proof. Set x ∈ E and x̃ :=
(x, j, i, 0), with 0 ≤ i ≤ N − 1, j = N − i and ẑj ∈ ΓU,Zj if i > 0 or ẑj ∈ Γx0,Z

j if i = 0. The are
two cases to consider.

• If K̂U

j+1V̂
i
j+1(ẑj) < min

t∈G(ẑj)
ĴUj+1(MV̂ i+1+j

0 , V̂ i
j+1)(ẑj, t), the last jump is a natural jump.

J S̃
N−1(x, j, i) = Ẽ(x,j,i,0)

[ ∫ S̃

0
e−γscR(Φ(x, s)) ds

+ e−γS̃
Ẽ(x,j,i,0)

[ ∫ ∞

0
e−γ(t+s̃)c̃R(X̃t+S̃) dt

∣∣∣ F̃S̃]
] (4.8)

As {X̃t} is a Markov process and S corresponds to a natural jump, with s̃ is defined in
line 10 in Algorithm 11, of the process and no impulse is allowed after S, we have

J S̃
N−1(x, j, i) = Ẽ(x,j,i,0)

 ∫ S̃

0
e−γscR(Φ(x, s)) ds

+ Ẽ(x,j,i,0)

e−γS̃
ẼZ̃

[∫ ∞

0
e−γtc̃R(X̃t) dt

] 
= Ex[

∫ S

0
e−γscR(Φ(x, s))ds] + Ẽx[e−γS

Ẽ(Z,i,j+1,0)[
∫ ∞

0
e−γtcR(X̃t)dt]]

= F (x, t⋆(x)) + Ex[e−γSJ S̃
N (x, j + 1, i)]

= KJ S̃
N (x, j + 1, i).
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• If K̂U

j+1V̂
i
j+1(ẑj) ≥ min

t∈G(ẑj)
ĴUj+1(MV̂ i+1+j

0 , V̂ i
j+1)(ẑj, t),

By definition, S̃ might be either a natural jump (S̃ = S) or an impulse (S̃ = τn). In both
cases, no more impulses are allowed after S̃.

J S̃
N−1(x, j, i) = Ẽ(x,j,i,0)

 ∫ S∧τn

0
e−γsc̃R(X̃s) ds


+ Ẽ(x,j,i,0)

1S<τn

∫ ∞

S
e−γsc̃R(X̃s) ds


+ Ẽ(x,j,i,0)

1S≥τn

∫ ∞

τn

e−γsc̃R(X̃s)ds+ e−γτncI(Φ(x, τn), yij)


= γ1 + γ2 + γ3.

Let us study these three terms separately.

– First consider the running cost until the next natural jump or impulsion.

γ1 = Ẽ(x,j,i,0)

 ∫ S∧τn

0
e−γsc̃R(X̃s) ds


= Ex

 ∫ S∧τn

0
e−γscR(Φ(x, s)) ds


= F (x, τn).

– Then, consider, the running cost from the natural jump until the end of process

γ2 = Ẽ(x,j,i,0)

1S<τn

∫ ∞

S
e−γsc̃R(X̃s) ds


= Ẽ(x,j,i,0)

1S<τne
−γS

Ẽ(x,j,i,0)[
∫ ∞

0
e−γ(t+s̃)c̃R(X̃t+S)dt|FS]


= Ex

1S<τne
−γS

EZ [
∫ ∞

0
e−γtcR(Xt)dt]


= Ex

1S<τne
−γSh(Z)

.

– Finally, consider, the cost of the impulsion and the cost along the end of the trajec-
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tory

γ3 = Ẽ(x,j,i,0)

1S≥τn

∫ ∞

τn

e−γsc̃R(X̃s)ds+ e−γτncI(Φ(x, τn), yij)


= Ẽ(x,j,i,0)

1S≥τne
−γτn(h(yij) + cI(Φ(x, τn), yij))


= Ex

1S≥τne
−γτn

(
h(yij) + cI(Φ(x, τn), yij)

) .

Now combine all above

J Ŝ
N−1(x, j, i) = γ1 + γ2 + γ3

= J
(
cI(·), yij) + J S̃

N (yij, 0, N),J S̃
N (·, j + 1, i)

)
(x, τn),

hence the result.

□

Theorem 4.2.3 Set x ∈ E, 0 ≤ n ≤ N − 1, 0 ≤ i ≤ n, j = n− i and ẑj ∈ ΓU,Zj if i > 0, and
ẑj ∈ Γx0,Z

j if i = 0. We have the formula:

J S̃
n−1(x, j, i) =


KJ S̃

n (x, j, i), if K̂U

j+1V̂
i
j+1(ẑj)

< min
t∈G(ẑj)

ĴUj+1(MV̂ i+1+j
0 , V̂ i

j+1)(ẑj, t),

J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(x, τn).

(4.9)

Proof. Some details are similar to the previous proof and are therefore omitted. We proceed
by backward induction. The case n = N − 1 was showed before in Theorem 4.2.2. For all
0 ≤ n ≤ N − 1, 0 ≤ i ≤ n, j = n− i and x ∈ E.

J S̃
n−1(x, j, i) =


KJ S̃

n (x, j, i), if K̂U

j+1V̂
i
j+1(ẑj)

< min
t∈G(ẑj)

ĴUj+1(MV̂ i+1+j
0 , V̂ i

j+1)(ẑj, t),

J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(x, τn).

Once again, we distinguish two cases.

• If K̂U

j V̂
i
j (ẑj−1) < min

t∈G(ẑj−1)
ĴUj (MV̂ i+j

0 , V̂ i
j )(ẑj−1, t), the next jump corresponds to a natural

jump.
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J S̃
n−1(x, j, i) = Ẽ(x,i,j)

 ∫ S̃

0
e−γsc̃R(Φ̃(x, i, j), s) ds


+ Ẽ(x,i,j)

 ∫ ∞

S̃
e−γsc̃R(X̃s) +

N−i−j∑
k=1

e−γτk c̃I(X̃τk−, X̃τk
) ds


= F (x, t⋆(x))

+ Ẽ(x,i,j)

e−γS̃
Ẽ(x,i,j)[

∫ ∞

0
e−γ(t+s̃)c̃R(X̃t+S̃)dt

+
N−i−j∑
k=2

e−γ(τk−S̃k)c̃I(X̃τk−, X̃τk
)|FS̃]


= F (x, t⋆(x)) + Ex

e−γS
E(Z,i,j)[

∫ ∞

0
e−γtcR(Xt)dt

+
N−i−j∑
k=1

e−γτkcI(Xτk−, Xτk
)]


= F (x, t⋆(x)) + Ex

e−γSJ S̃
n−1(Z, j + 1, i)


= KJ S̃

n (x, j + 1, i).

• If K̂U

j V̂
i
j (ẑj−1) ≥ min

t∈G(ẑj−1)
ĴUj (MV̂ i+j

0 , V̂ i
j )(ẑj−1, t)

By definition, S̃ might be either a natural jump (S̃ = S) or an impulse (S̃ = τn).

J S̃
n−1(x, j, i) = Ẽ(x,i,j)

 ∫ S∧τn

0
e−γsc̃R(X̃s) ds


+ Ẽ(x,i,j)

1S<τn{
∫ ∞

S
e−γsc̃R(X̃s)ds+

N−i−j∑
k=1

e−γτk c̃I(X̃τk−, X̃τk
)}


+ Ẽ(x,i,j)

1S≥τne
−γτn c̃I

(
Φ̃((x, j, i), τn), (yij, 0, n)

) 
+ Ẽ(x,i,j)

1S≥τn{
∫ ∞

τn

e−γsc̃R(X̃s)ds+
N−i−j∑
k=2

e−γτk c̃I(X̃τk−, X̃τk
)}


= ψ1 + ψ2 + ψ3 + ψ4.

Let us study these four terms separately.

– First consider the running cost until the next natural jump or impulsion

ψ1 = Ẽ(x,i,j)

 ∫ S∧τn

0
e−γsc̃R(X̃s) ds


= F (x, rβ,ij ).
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– Then consider the running cost from the natural jump and all impulsion cost until
the end of process

ψ2 = Ẽ(x,j,i,0)

1S<τn{
∫ ∞

S
e−γsc̃R(X̃s)ds+

N−i−j∑
k=1

e−γτk c̃I(X̃τk−, X̃τk
)}


= Ẽ(x,j,i,0)

1S<τne
−γS

Ẽ(x,i,j)[
∫ ∞

0
e−γ(t+s̃)c̃R(X̃s+S)dt

+
N−i−j∑
k=2

e−γ(τk−Sk)c̃I(X̃τk−, X̃τk
)|FS]


= Ex

1S<τne
−γS

Ẽ(Z,i,j)[
∫ ∞

0
e−γtcR(Xs)dt+

N−i−j∑
k=1

e−γτkcI(Xτk−, Xτk
)]


= Ex

1S<τne
−γSJ S̃

n−1(Z, j + 1, i)
.

– Then, consider the cost of the impulsion

ψ3 = Ẽ(x,i,j)

1S≥τne
−γτn c̃I

(
Φ̃((x, j, i), τn), (yij, 0, i+ 1)

) 
= Ex

1S≥τne
−γτncI

(
Φ(x, τn), yij

) .
– Finally, consider the current cost from an impulsion and all impulsion cost until the

end of process

ψ4 = Ẽ(x,j,i)

1S≥τn{
∫ ∞

τn

e−γsc̃R(X̃s)ds+
N−i−j∑
k=2

e−γτk c̃I(X̃τk−, X̃τk
)}


= Ex

1S≥τne
−γτnẼ(x,i,j)[

∫ ∞

0
e−γ(t+τn)cR(Xt+τn)dt

+
N−i−j∑
k=2

e−ατkcI(Xτk−, Xτk
)|Fτn ]


= Ex

1S≥τne
−γτnJ S̃

n (yij, 0, n)
.

Now combine all above

J S̃
n−1(x, j, i) = ψ1 + ψ2 + ψ3 + ψ4

= J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(x, τn),

hence the result.

□
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4.2.4 Candidate Strategy Optimality

In this section, we establish the ϵ-optimality of the candidate strategy introduced in Sec-
tion 4.2.2. Specifically, we prove that the cost of the corresponding controlled trajectory, as
defined in Section 4.2.3, converges to the true value function, thereby showing that the can-
didate strategy is an ϵ-optimal strategy. Once again, for simplicity, in this section, we define
everything assuming the process starts post-intervention, with initial state in U and grids ΓUn .
When i = 0, however, the operators are computed using the grids Γx0

n .
First, let’s recall some previous results. For x̃ ∈ Ẽ, J S̃

N (x̃) = J S̃
N (x) = h(x), and for N ∈ N⋆,

0 ≤ n ≤ N , 0 ≤ i ≤ n, 0 ≤ j ≤ n− i and ẑj ∈ ΓU,Zn if i ≥ 1 or ẑj ∈ Γx0,Z
n if i = 0, we have the

following result:

J S̃
n ((z, s), i, j) =


KJ S̃

n+1(z, j + 1, i), if K̂U

j V̂
i
j+1(ẑj)

< min
t∈G(ẑj)

ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(ẑj, t),

J
(
cI(·, yij) + J S̃

n+1(yij, 0, n+ 1),J S̃
n+1(·, j + 1, i)

)
(z, τn),

(4.10)

where
Kw(z, j + 1, i) = F (z, t⋆(z)) + Ez[eγSw(Z)],

and

J(v, w)(z, t) = F (z, t) + Ez[eγ(t∧t⋆(z))v(Φ(z, t ∧ t⋆(z)))1S≥t∧t⋆(z) + w(Z)1S<t∧t⋆(z)].

We need technical results to show that J S̃
n is Lipschitz continuous along the flow.

Lemma 4.2.4 For all 0 ≤ n ≤ N , 0 ≤ i ≤ n, 0 ≤ j ≤ n − i and for all x̃ ∈ Ẽ, we have
J S̃
i+j ∈ LΦ(E). Let’s denote [J S̃

i+j] its Lipschitz constant.

Proof.
The proof is based on the same framework as in [BdD13], together with the Lipschitz

continuity results from [Sap+12].
□

Now, let’s demonstrate the candidate strategy is an ε-optimal strategy. The convergence
proof builds on Theorem 5.11 from [SD12], which establishes the convergence of the approximate
value function to the true value function. Using intermediate results from [SD12], we show that
the cost of the trajectory controlled by the candidate strategy converges to this approximate
value function. The proof follows the structure of [SD12], decomposing the trajectory cost and
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the value function into corresponding components and comparing them individually to establish
convergence. Different proof steps are summed up into Figure 4.4.

∥J S̃
n (Zj, j, i)− Vj(Zj)∥2

Theorem 4.2.5
∥J S̃

n (Zj, j, i)− V̂ i
j (Ẑj)∥2

Result from Theorem 5.23 from [SD12]
∥V̂ i

j (Ẑj)− Vj(Zj)∥2

Lemma 4.2.6
∥J S̃

n (Zj, j, i)− J S̃
n (Ẑj, j, i)∥2

∥J S̃
n (Ẑj, j, i)− V̂ i

j−1(Ẑj)∥2

Lemma 4.2.7
∥KJ S̃

n (Ẑj, j, i)− K̂U

j V̂
i
j (Ẑj)∥2

Lemma 4.2.8
∥J
(
cI(·, yij) + J S̃

n (ỹij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

− ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(Ẑj, R
β,i
j )∥2

Figure 4.4: The main result (top green box) is proved progressively by decomposing each term
into more elementary components. Green boxes correspond to statements that are established
using the decomposition of the blue and grey results. Grey boxes refer to known results from
the literature, specifically from the 2012 paper [SD12]. Blue boxes present intermediate results
that are derived and detailed throughout this chapter.

Remark 4.6 The use of ϵ in the term ϵ-optimal strategy is somewhat misleading. In prac-
tice, the strategy is only arbitrarily close to the true value function, depending on the chosen
parameters (e.g., the number of points in the quantization grids).

In this part, for notation convenience, we denote

1K̂<Ĵ = 1
K̂U

j V̂
i

j+1(pUn(Z̃n,S̃n))< min
t∈G(ẑj)

ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(pUn (Z̃n, S̃n), t)

1K̂≥Ĵ = 1
K̂U

j V̂
i

j+1(pUn(Z̃n,S̃n))≥ min
t∈G(ẑj)

ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(pUn (Z̃n, S̃n), t).

Theorem 4.2.5 For all 0 ≤ n ≤ N , 0 ≤ i ≤ n, 0 ≥ j ≥ n−i and z ∈ E and ẑj = pUn (z) ∈ ΓU,Zj :

∥J S̃
n−1(Zj, j, i)− V̂ i

j (Ẑj)∥2
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The proof is going to be detailed in the following sections. We first split the error into two
terms. For all 0 ≤ n ≤ N , 0 ≤ i ≤ n, 0 ≤ j ≤ n− i and z ∈ E and ẑj = pUn (z) ∈ ΓU,Zj , we have

∥J S̃
n−1(zj, j, i)− V̂ i

j (ẑj)∥2 ≤ γ1 + γ2

where
γ1 = ∥J S̃

n−1(Zj, j, i)− J S̃
n−1(Ẑj, j, i)∥2

γ2 = ∥J S̃
n−1(Ẑj, j, i)− V̂ i

j (Ẑj)∥2.

Lemma 4.2.6 For all 0 ≤ n ≤ N , 0 ≤ i ≤ n, 0 ≤ j ≤ n− i and z ∈ E and ẑj = pUn (z) ∈ ΓU,Zj ,
an upper bound for γ1 is

γ1 = ∥J S̃
n−1(Zj, j, i)− J S̃

n−1(Ẑj, j, i)∥2 ≤ [J S̃
n−1]∥Zj − Ẑj∥2

Proof.
The first term is easy to handle thanks to Lemma 4.2.4 and follows from Lemma 5.13 in

[SD12]. □

Notice that γ2 is by definition

γ2 = ∥KJ S̃
n (Ẑj, j + 1, i)1K̂<Ĵ

+ J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)1K̂≥Ĵ

− K̂U

j V̂
i
j+1(Ẑj)1K̂<Ĵ − ĴUj (MV̂ i+1+j

0 , V̂ i
j+1)(Ẑj, τn)1K̂≥Ĵ)∥2

= ψ11K̂<Ĵ + ψ21K̂≥Ĵ ,

where

ψ1 = ∥KJ S̃
n (Ẑj, j + 1, i)− K̂U

j V̂
i
j+1(Ẑj)∥2

and

ψ2 = ∥J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

− ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(Ẑj, τn)∥2.

Lemma 4.2.7 For all 0 ≤ i ≤ N − 1, 0 ≤ j ≤ N − 1− i and Ẑj ∈ ΓU,Zj : , an upper bound for
ψ1 is

∥KJ S̃
n (Ẑj, j + 1, i)− K̂U

j V̂
i
j+1(Ẑj)∥2 ≤ ψ1,1 + ψ1,2,

where ψ1,1 is null and ψ1,2 = Ck.

Proof. Once again, ψ1 can be split into two parts.

• First, one has
ψ1,1 = ∥KJ S̃

n (Ẑj, j + 1, i)− K̂U

j J S̃
n (Ẑj, j, i+ 1)∥2.
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By definition one can write:

ψ1,1 =
∥∥∥∥E[F (Ẑj, t⋆(Ẑj)) + e−γŜk

ñ+1J S̃
n (Ẑj, j + 1, i)

∣∣∣∣ Ẑj]
− E

[
F (Ẑj, t⋆(Ẑj)) + e−γŜk

ñ+1J S̃
n (Ẑj, j + 1, i)

∣∣∣∣ Ẑj]∥∥∥∥
2

= 0.

• Secondly, one has
ψ1,2 = ∥K̂U

j J S̃
n (Ẑj, j + 1, i)− K̂U

j V̂
i
j+1(Ẑj)∥2.

We procceed by backward induction. For N0 = 0, we have by definition J S̃(0)
N (Ẑj, j, i) =

h(Ẑj) and VN(Ẑj) = h(Ẑj). For N0 > 0, our induction hypothesis is:

∥J S̃
n (Ẑj, j + 1, i)− V̂ i

j+1(Ẑj)∥2 ≤ CK

By definition, we have

ψ1,2 =
∥∥∥∥E[F (Ẑj, t⋆(Ẑj)) + e−γŜk

ñ+1J S̃(N0−1)
ñ+1 (Ẑj, j + 1, i)

∣∣∣∣ Ẑj]
− E

[
F (Ẑj, t⋆(Ẑj)) + e−γŜk

ñ+1V̂ i
j+1(Ẑj)

∣∣∣∣ Ẑj]∥∥∥∥
2

≤ ∥F (Ẑj, t⋆(Ẑj))− F (Ẑj, t⋆(Ẑj))∥2 + ∥J S̃
n (Ẑj, j, i+ 1)− V̂ i

j+1(Ẑj)∥2

≤ ∥J S̃
n (Ẑj, j, i+ 1)− V̂ i

j+1(Ẑj)∥2

≤ CK .

Hence the result follows from the induction hypothesis:

∥KJ S̃
n (Ẑj, j + 1, i)− K̂U

j V̂
i
j+1(Ẑj)∥2 ≤ Ck

□

Lemma 4.2.8 For all 0 ≤ i ≤ N − 1, 0 ≥ j ≥ N − 1− i and Ẑj ∈ ΓU,Zj : , an upper bound for
ψ2 is

∥J
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

− ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(Ẑj, τn)∥2 ≤ ψ2,1 + ψ2,2,

where ψ2,1 is null and ψ2,2 = CJ

Proof. Once again, ψ2 can be split into two parts.

• First, one has

ψ2,1 =
∥∥∥∥J(cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

− ĴUj
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

∥∥∥∥
2
.

99



Construction of ϵ-Optimal Strategies for Fully-Observed Controlled PDMPs

By definition one can write:

ψ2,1 =
∥∥∥∥E[F (Ẑj, t⋆(Ẑj)) + e−γŜjJ S̃

n (·, j + 1, i)1ŝj<t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
+ E

[
e−γ(t∧t⋆(Ẑj))cI

(
Φ(Ẑj, τn ∧ t⋆(Ẑj)), yij

)
+ J S̃

n (yij, 0, n) · 1ŝj≥t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
− E

[
F (Ẑj, t⋆(Ẑj)) + e−γŝjJ S̃

n (·, j + 1, i)1ŝj<t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
− E

[
e−γ(t∧t⋆(Ẑj))cI

(
Φ(Ẑj, τn ∧ t⋆(Ẑj)), yij

)
+ J S̃

n (yij, 0, n) · 1ŝj≥t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]∥∥∥∥
2

= 0.

• Secondly, one has

ψ2,2 = ∥ĴUj
(
cI(·, yij) + J S̃

n (yij, 0, n),J S̃
n (·, j + 1, i)

)
(Ẑj, τn)

− ĴUj (MV̂ i+1+j
0 , V̂ i

j+1)(Ẑj, τn)∥2

We procceed by backward induction. For N0 = 0, we have by definition J S̃(0)
N (Ẑj, j, i) =

h(Ẑj) and VN(Ẑj) = h(Ẑj). For N0 > 0, our induction hypothesis is :

∥J S̃
n (Ẑj, 0, n)− V̂ i

j+1(Ẑj)∥2 ≤ CJ

By definition, we have :

ψ2,2 =
∥∥∥∥∥E
[
F (Ẑj, t⋆(Ẑj)) + e−γŝjJ S̃

n (·, j + 1, i)1ŝj<t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
+ E

[
e−γ(t∧t⋆(Ẑj))cI

(
Φ(Ẑj, τn ∧ t⋆(Ẑj)), yij

)
+ J S̃

n (yij, 0, n)1ŝj≥t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
− E

[
F (Ẑj, t⋆(Ẑj)) + e−γŝj V̂ i

j+1(Ẑj)1ŝj<t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
− E

[
e−γ(t∧t⋆(Ẑj))MV̂ i+1+j

0

(
Φ(Ẑj, τn ∧ t⋆(Ẑj))

)
1ŝj≥t∧t⋆(Ẑj)

∣∣∣∣ Ẑj]
∥∥∥∥∥

2

≤ E

[
∥F (Ẑj, t⋆(Ẑj))− F (Ẑj, t⋆(Ẑj))∥2

∣∣∣∣ Ẑj]
+ E

[
1ŝj≥t∧t⋆(Ẑj)e

−α(t∧t⋆(Ẑj))

×
∥∥∥cI(Φ(Ẑj, τn ∧ t⋆(Ẑj)), yij) + J S̃

n (yij, 0, n)

− inf
y∈U

{
cI(Φ(Ẑj, τn ∧ t⋆(Ẑj)), y) + J S̃

n (y, 0, n)
}∥∥∥

2

∣∣∣∣ Ẑj]
+ E

[
1ŝj<t∧t⋆(Ẑj)e

−γŝj∥J S̃
n (·, j + 1, i)− V̂ i

j+1(Ẑj)∥2

∣∣∣∣ Ẑj]
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By definition of yij, we have:

inf
y∈U

{
cI
(
Φ(Ẑj, τn ∧ t⋆(Ẑj)), y

)
+ J S̃

n (y, 0, n)
}

= cI
(
Φ(Ẑj, τn ∧ t⋆(Ẑj)), yij

)
+ J S̃

n (yij, 0, n)

We finally have
ψ2,2 ≤ e−γŜj∥J S̃

n (·, j + 1, i)− V̂ i
j+1(Ẑj)∥2

□

4.3 Numerical Application

We now apply our procedure to our medical PDMP presented in section 3.2, beginning with
a detailed description of the procedure and the associated parameters. We then present the
numerical results.

4.3.1 Application to Cancer Treatment Optimization

The structure of the PDMP employed in this example is described in detail in Chapter 3, and
all model parameters are summarized in Table 4.1. The time horizon of the process is bounded
by the patient’s follow-up period of six years (2400 days), so the discount factor γ = 0.

A cost function was specifically designed for this experiment. An initial approach was
to penalize the biomarker level, as in previous work [CS21]. However, this approach leads
to a major drawback: treating too frequently keeps the biomarker low, but it increases the
long-term risk of an incurable relapse, which typically occurs late in the trajectory. We then
considered also penalizing the number of treatments directly, but this made the cost function
overly restrictive, implicitly favoring a predefined policy.

We ultimately defined a cost function composed of three terms:

∫ T

0
cR(Xt)dt +

N∑
n=1

cI(Xτn , Xτn+) + cT (XT ),

with:

• a running cost, penalizing the duration of treatment: cR(x) = cℓ1ℓ=1,

• an impulse cost, penalizing each treatment change: cI(x = (m, ℓ, k, x), y = (m, ℓ′, k′, x)) =
ca1ℓ ̸=ℓ′ ,

• a terminal cost, penalizing patient death: cT (x) = cD1h=3.
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Table 4.1: Controlled PDMP parameter values used in experiments

Name Notation Value
State Space
Biomarker nominal level ζ0 1
Biomarker death level D 40
Horizon T 2400
Flow
Slope parameter in relapse v1 e

−6.5+0.52
2

Slope parameter in non curable relapse v2 0.03005
Intensity
Scale parameter of µk01 αk1 0.0002/k
Shape parameter of µk01 βk1 3.5
Scale parameter of µk02 αk2 0.00001
Shape parameter of µk02 βk2 3.5
Scale parameter of µk,012 α′k,0

2 1.116e−20k/4
Shape parameter of µk,012 βk,02 4.5
Scale parameter of µk,112 α′k,0

2 5.58e−7k

Shape parameter of µk,112 βk,02 −0.8
Cost function
Impulse cost ca 1
Treatment cost cℓ 0.05
Death cost cD 106

As defined in Chapter 3, the medical example involves specific constraints that our numerical
method is not directly designed to handle. The first constraint requires each treatment to last
at least 45 days; to enforce this, we assign an infinite cost to any impulse occurring before this
duration has elapsed. The second constraint, related to the time horizon, is addressed within
the set of starting points after intervention U, as explained below.

In this medical example, the set of starting points after intervention is given by U = E,
which is not finite. This is a real issue, since our method is only guaranteed to work when U

is finite. To address this, we manually discretize U by including only the admissible values of
(ζ, t) associated with all modes (m, ℓ, k), while allowing at most nine natural impulse jumps.
Here, ζ (the biomarker level) is the key variable, while t is introduced to handle constraints:
since no impulse can be applied after the end of the follow-up, we must track elapsed time
to identify when this horizon is reached. The admissible starting points U are summarized in
Table 4.2.

Table 4.2: Authorized values of ζ and t used to construct the admissible starting
points grid U. The resulting grid yields a total of 1680 new starting points.

ζ values 1, 2, 5, 10, 15, 20, 30
t values 300, 600, 900, 1200, 1500, 1800, 2100
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4.3.2 Practical Implementation

The first step is to set the computational horizon N , which determines the maximum number
of allowed natural jumps and impulses. In our scenario, starting from any initial state x0 =
(m = (0, 0, 0), x = (1, 0, 0)), at most four jumps are required to reach the death mode (i.e., the
termination of the process). Accordingly, we fix N = 9.

The second step consists in computing the quantized approximations of the sequences
(Zn, Sn), starting from x0, and (Zi

n, S
i
n), starting from U. Although the quantization algo-

rithm can be computationally demanding, it is important to note that this step depends on the
optimization procedure only through the control set U, and not on the cost function. Therefore,
only two families of quantization grids are required: one for the uncontrolled process and one
initialized from the admissible control set U. Each grid was constructed with 500 points.

To study the behavior of our controlled PDMP, we estimate the Monte Carlo cost of each
strategy using 106 controlled trajectories and its 95%-confidence interval. Two constraints are
imposed: each treatment must last at least 45 days, and no impulse can be applied at the very
end of the follow-up period (2400 days). These constraints are directly incorporated into the
benchmark strategies:

• Nothing: the process evolves naturally without any intervention;

• Threshold: administer the treatment as soon as the biomarker level reaches 5 and the
patient is in a treatable relapse and stop the treatment when the patient falls into un-
treatable relapse or remission, provided it has been applied for at least 45 days; otherwise,
continue until the 45-day threshold is reached;

• Random: apply or stop the treatment at random, with the constraint that once started,
the treatment must be maintained for at least 45 days;

• Abusive: after the first 15 days of follow-up, start the treatment and never stop it;

• Periodic: administer the treatment every 100 days, each time for a duration of 45 days;

• Dynamic Programming: the ϵ-optimale strategy identify with our numerical method.

4.3.3 Numerical Results

Table 4.3 presents the Monte Carlo expected costs of the previously described strategies, pro-
viding reference values for comparison. From the results, we observe that the Threshold strategy
achieves the lowest total cost, primarily due to its minimal terminal cost, indicating that very
few patients die under this strategy. The Nothing strategy incurs no running or impulse costs
but results in a high terminal cost, reflecting poor patient outcomes. The Random strategy
performs worse than the Perfect strategy, with higher running, impulse, and terminal costs.
This reflects the inefficiency of unplanned interventions, as both the number of past treatments
and elevated biomarker levels increase the risk of an untreatable relapse, leading to a higher
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terminal cost and, consequently, higher mortality. The Abusive strategy generates extremely
high running costs due to continuous treatment, while its terminal cost remains relatively low,
showing that excessive treatment reduces mortality but at a substantial cost. Finally, the
Periodic strategy results in the highest total cost, mainly driven by large impulse costs from
frequent scheduled treatments, despite relatively low terminal costs du to low biomarker level.

Our numerical method allows us to obtain an ϵ-strategy that outperforms other predefined
strategies. In terms of running cost, the time spent under treatment is shorter than with the
threshold strategy (2.61 ± 0.01 vs. 3.51 ± 0.01). Regarding terminal cost, we observe a very
low percentage of deaths at the end of the trajectory (0.04± 0.01).

Table 4.3: Expected cost with 95%-confidence intervals of the considered strategies,
computed from 106 Monte Carlo controlled trajectories.

Strategy Running cost Impulse cost Terminal cost Total cost
Nothing 0.0± 0.0 0.0± 0.0 12.01± 0.21 12.01± 0.21
Threshold 3.51± 0.01 0.60± 0.0 0.04± 0.00 4.15± 0.10
Random 9.10± 0.02 1.31± 0.0 4.68± 0.13 15.10± 0.13
Abusive 23.85± 0.0 1.0± 0.0 0.83± 0.06 25.68± 0.06
Periodic 7.20± 0.0 32.0± 0.0 0.38± 0.04 39.58± 0.04
Dynamic Programming 2.61± 0.01 0.60± 0.0 0.04± 0.01 3.25± 0.96

Further work is needed to provide a detailed explanation of the obtained ϵ-strategy. In ad-
dition, a sensitivity analysis should be carried out to thoroughly assess the impact of parameter
choices on the quality of the results.

4.4 Conclusion

In this chapter, we proposed a numerical method for constructing an explicit control strategy for
PDMPs, building on the value function approximation technique introduced in [SD12] and the
ϵ-optimal strategy construction developed in [SDG17]. We showed that the resulting candidate
strategy is indeed ϵ-optimal. However, this approach relies on strong assumptions: it requires
full knowledge of the model and its parameters, as well as perfect observation of the process at
all times (or at least at each jump time). Moreover, the method is computationally intensive
and applicable only to low-dimensional PDMPs with limited complexity.

This line of research is still ongoing, and further sensitivity analyses are required to assess
the robustness of the method with respect to algorithmic parameters, such as the number of
grid points or the maximum number of allowed jumps or interventions. The approach could
also be employed to calibrate the cost function, thereby excluding those that lead to suspicious
ϵ-optimal strategies.

Because such idealized conditions are rarely met in practice, the following chapters explore
alternative approaches better suited to more realistic scenarios. In Chapter 5, we address the
challenge of partial observation. In Chapter 6, we go further by considering the case where the
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model itself is only partially known. However, this idealized framework could be used as an
oracle to benchmark the performance of more realistic strategies presented in Chapter 5 and
Chapter 6.
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Obtaning an ϵ-optimal strategy for a controlled Piecewise Deterministic Markov Process
(PDMP) requires full knowledge of the underlying model and perfect observation of the system,
including exact jump times as shown in Chapter 4. These assumptions are rarely met in real-
world applications, where both the system dynamics and observations are often uncertain or
incomplete.

A promising direction of recent research is to recast PDMPs within the framework of Markov
Decision Processes (MDPs), embedding impulse control problems into this setting [Cle+25].
This reformulation leverages the well-established MDP theory, offering new avenues for analyz-
ing and solving complex PDMP control problems. To make this connection tractable, the class
of impulse strategies is typically restricted. More general formulations, involving larger state
spaces, are also possible, see [DHP16] for example.

When the process is only partially observed, jump times are hidden, approximating solu-
tions becomes even more challenging. In such settings, previous work [CS18; CS23] propose to
formulate the controlled PDMP as a Partially Observable Markov Decision Process (POMDP).
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Then they resort to discretizing the state space and employing dynamic programming to ap-
proximate the value function, effectively addressing problems of continuous state space and
partial observability. While effective, this method is constrained by its reliance on explicit
model knowledge and the discretization process.

To relax these requirements, alternative strategies have been developed. Approximation
algorithms were developed for POMDP with discrete state space and an unknown model (e.g.
[BB01]) but these approaches generally require some knowledge of a good policy class, as well
as substantial amounts of data. More recently, simulation-based approaches using Monte Carlo
planning have been explored [Sap+24], allowing one to learn decision strategies from simulated
trajectories rather than relying on limited or costly real-world data, assuming the model can
be simulated.

In this chapter, we revisit the formulation of impulse-controlled PDMPs as POMDPs and
propose a new resolution method based on deep reinforcement learning (RL). This approach
leverages recent advances in deep learning to approximate optimal policies in high-dimensional,
partially observed settings. Crucially, it only requires access to a simulator of the environment,
without any need for an explicit model of the underlying dynamics or observation process. This
makes it particularly suitable for realistic applications where the system is complex and difficult
to model accurately.

The chapter is organized as follows. We begin by recalling, in section 5.1, how a controlled
PDMP can be reformulated as a MDP, following the framework introduced in recent literature.
To illustrate the transformation, we start with a simplified version of the squirrel example
presented through Chapters 1 and 2. We then extend the procedure more formally to the
patient monitoring case study introduced in Chapter 3. Next, we address the partially observed
setting in section 5.2. We explain how the controlled PDMP can be translated into a POMDP,
building on the methodology proposed in [CS23]. Finally, we introduce a resolution method
based on deep RL in section 5.3, showing how it can be used to learn control strategies for
the resulting POMDP using simulated trajectories. This part of the work is based on the
contributions presented in [Cle+24b] and [Cle+24a].

5.1 Controlled PDMP as a MDP

In this section, based on the more general survey written with Alice Cleynen, Benoîte de
Saporta, Régis Sabbadin and Amélie Vernay [Cle+25], we show how to convert a controlled
PDMP into an MDP, first through the squirrel example from Chapter 2, then by applying the
same approach to the patient monitoring model from Chapter 3.

5.1.1 Formulation as a MDP

To formalize control in the restricted setting of impulse controlled PDMPs, where impulse delays
lie in a fixed set T and control is limited to mode switching, we introduce the mode-augmented
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PDMP framework. This framework distinguishes between two types of modes: those under the
decision-maker’s control and that can only change at impulse dates, denoted by L, and those
that are not, denoted by M , that can freely change at natural jumps of the process. Formally,
we decompose the discrete component M of the PDMP state space as M = L×M , so that each
mode m can be written as m = (ℓ,m) ∈ L×M .

Definition 5.1.1: Mode-augmented controlled PDMP

A mode-augmented controlled Piecewise Deterministic Markov Process is a PDMP defined
by the tuple ⟨E,Φ, λ,Q⟩, where

• The state space E has the specific form

E = {(ℓ,m, x), ℓ ∈ L,m ∈M, x ∈ Eℓ
m},

for some mode product set M = L×M , and where Eℓ
m = Em=(ℓ,m).

• The flow Φ and intensity λ satisfy the conditions from definition 2.1.1.

• The jump kernel Q satisfies the conditions from definition 2.1.1 with the additional
constraint that Q cannot change the value of ℓ, as ℓ is intended to be decision-maker
chosen.

In line with notation Eℓ
m, we denote Φℓ

m = Φm=(ℓ,m), λℓm = λm=(ℓ,m), and Qℓ
m = Qm=(ℓ,m).

Example 5.1.1: Squirell toy model as a mode-augmented controlled PDMP

We revisit the squirrel example 2.1.2. Consider a controlled PDMP with very different
decisions from example 2.2.2. Now, you have one camera in a location ℓ and you can
move it to a new location ℓ′ at any time and you can not change the squirrel location.
We consider a new mode and time augmented PDMP. Its state space is defined from
the modes sets L = M = {1, · · · , 4} and the time set Eℓ

m = [0, 7], for all ℓ ∈ L. Local
characteristics remains the same as presented in example 2.1.2 since the camera location
does not influce the squirrel behaviour.
A strategy S = (τn, χn)n≥1 is then a sequence of discrete delays in T = {1, · · · , 7} at
which you change the camera location and the new location of the process after the
change. Here only the camera location can change: an impulsion moves the process from
x = (m, ℓ, u) to χ = (m, ℓ′, u). The cost functions are defined by

cR(x = (m, ℓ, u)) = 1ℓ ̸=m,

cI(x, x′) = c.
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The terminal cost is null. If the impulse cost is null (i.e. c = 0), an ϵ-optimal strategy is
to move the camera to the new hiding place of the squirrel as soon as possible (with an
infinitesimally small delay ϵ) after the jump. If the impulse cost is not zero, the optimal
delay before moving the camera may be longer and may depend on the remaining time
until the horizon.

We want to define a MDP with finite action set that models the mode-augmented controlled
PDMP. First, we need to separate the controller-chosen modes from the state space. Set

EM =
⋃
m∈M
{m} ×

⋃
ℓ∈L

Eℓ
m

 .
In the MDP framework, the time steps correspond to the decision dates of the impulse-controlled
PDMP. While, by definition, these decision dates can form an infinite set, existing works typi-
cally assume that the delay between consecutive impulses is restricted to a finite set T. Unlike
in the typical MDP framework, the next decision date is part of the control for PDMPs. In
particular, for a fixed horizon H of the impulse control task, different strategies may result in
varying numbers of impulse dates, meaning different numbers of decisions. To deal with this
difficulty, we add an absorbing cemetery state ∆ to the state space. When the real-time horizon
H is reached, the process transitions to ∆. Note that the number of decisions of any trajectory
is bounded by H = T/δ where δ is the minimum delay between impulses. Therefore, we will
be facing a MDP with an absorbing state ∆, which is reached in bounded time. This allows us
to write a stationary infinite horizon MDP which is completely equivalent to the finite horizon
controlled PDMP, as follows.

Definition 5.1.2: MDP model of a mode-augmented controlled-PDMP

Let ⟨E,Φ, λ,Q⟩ be a mode-augmented controlled PDMP. We define the corresponding
MDP ⟨S,A,K, P, c,H⟩ with the following characteristics.

• The state space is S = (EM × [0, T ])∪ {∆}. A state s ̸= ∆ is denoted s = (m, x, t),
where t corresponds to the (deterministic) time since the beginning.

• The action space is A = L× T. An action is denoted a = (ℓ, r), where r ∈ T is the
chosen delay until the next decision.

• The set of constraints K ⊂ S×A, defines the available actions in state s. Note that
K(s) ̸= ∅, except s = ∆, K(s) = ∅ since ∆ is an absorbing state.

• The transition kernel P (·|s, a) specifies the transitions of the MDP. Choosing a =
(ℓ, r) in state s = (m, x, t) specifies that decision mode ℓ will be applied from now
on, until date t′ = t+ r.
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• The cost function c: S×A×S→ R+ expresses the cost incurred during a transition
of the MDP model, with c(∆) = 0.

Remark 5.1 While the stochastic dynamics of the resulting MDP is quite complex to describe
analytically, it can be efficiently simulated when the controlled PDMP model is known.

Example 5.1.2: Squirell toy model as a MDP model

Based on the example 5.1.1 we now turn the mode-augmented controlled PDMP into a
MDP model. We assume that decisions are taken at discrete time steps tn, where the
time lapse between two visits is 1 day. The associated MDP is defined by ⟨S,A, P, c⟩.

• The state space corresponds to the state of a squirrel s ∈ S = {1, · · · , 4} × [0, 7],

• The action space A = {1, · · · , 4} is the camera location choice,

• The transition function P can be written as a combination of the PDMP flow, jump
intensity and Markov kernel. Detailed analytic formulas are omitted here, but notice
that the MDP transition function is set according to the PDMP parameters and is
easily simulated,

• The cost function c as introduced in Example 5.1.1 is approximated by
c(s, a) = 1m ̸=ℓ + c where c corresponds to a location change

• The horizon H = 7.

Solving a mode-augmented controlled PDMP ⟨E,Φ, λ,Q⟩ corresponds to computing an
optimal strategy of the corresponding stationary, total-cost MDP ⟨S,A,K, P, c,H⟩.

Remark 5.2 Even though π∗ is a stationary strategy of the MDP ⟨S,A,K, P, c,H⟩, it is not
stationary, in general, when translated in the controlled PDMP ⟨E,Φ, λ,Q⟩, since states s ∈ S
include the time variable.

5.1.2 Application to Cancer Treatment Optimization

We now describe how the patient monitoring model, initially formulated as a PDMP in Sec-
tion 3.2, is converted into MDP framework. As a reminder from Chapter 3, Figure 6.2 illustrates
a fully observed patient trajectory, highlighting the dynamics of the PDMP flow.

We assume that visits take place at discrete dates, and that the time lapse between two
visits can be 15, 30 or 60 days. Thus at most H = H

15 (recall that H is assumed to be a multiple
of 15) visits can occur. Moreover, decision-related constraints appear as we impose that the
last visit must take place at the end H of the follow-up.

The associated MDP is ⟨S,A,K, P, c,H⟩. Its characteristics are defined as follows.
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Figure 5.1: Example of a simulated patient trajectory, highlighting the flow func-
tions. Green curves indicate the remission state, orange curves represent relapse without
treatment, pink curves indicate relapse under treatment, and blue curves represent untreated
relapse. Grey curves indicate the patient is dead. Flow under remission and when the patient
is dead are omitted as they are constant.

• The state space S corresponds to the state of a patient s = (h, k, ζ, u, τ, t), where s ∈
Em × [0, T ], along with an absorbing state ∆. Here, t denotes the time elapsed since the
start of follow-up.

• The action space A collects the decision pairs a = (ℓ, r), where r ∈ T = {15, 30, 60} is the
delay until the next visit and ℓ ∈ L = {0, 1} is the treatment choice.

• The set of constraints K(s) ⊆ A:

K(s) =


∅ if s = ∆

(1, r), r ∈ T such that t+ r ≤ H and if τ ∈ (0, 45)

(ℓ, r) ∈ L× T such that t+ r ≤ H

• The transition kernel P can be written from the PDMP transition kernel P , defined
in Section 3.2.3. For all real-valued bounded measurable function g on S, let Pg(s) =
E[g(Sr)|S0 = s]. Then one has

Pg(s, a) =

 g(∆) if s = ∆
Pg(h, ℓ, k, ζ, u, τ, t+ r) else.

• The cost function c is c(s, a, s′) = rℓCℓ + CV + CD1s=∆ where a = (ℓ, r), i.e. the cost is
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composed of a fixed visit cost CV , a cost of treatment rℓCℓ proportional to the treatment
duration and a death cost CD.

• The horizon H = [H/15].

5.2 Partially Observed Controlled PDMP as a POMDP

In this section, we build on the survey by [Cle+25] and the results from [CS23] to reformulate
partially observed controlled PDMPs as POMDPs. We then extend the patient monitoring
case formulated as a MDP introduced in Section 5.1.2 by incorporating the partial observation
issues detailed in Chapter 3.

5.2.1 Formulation as a POMDP

The state (ℓ,m, x) of a mode-augmented controlled PDMP may not be fully observed, apart
from ℓ, which is controlled by the decision-maker. In particular, the mode m may be hidden,
or the Euclidean part x observed with noise.

Since partial observability does not impact the PDMP transition model, it is easy to incor-
porate it directly into the MDP model of the now partially-observed controlled PDMP. This
requires the addition of an observation space Ω, which can be discrete, continuous or hybrid.
We then define the observation kernel O of the PDMP as a Markov kernel on (B(Ω), EM × L)
corresponding to the conditional probability distribution of the next observation ω ∈ Ω given
that action ℓ ∈ L was chosen and led to state (m′, x′) in the controlled PDMP. We assume, for
sake of simplicity, that the observation function does not depend on time, but this assumption
can be easily relaxed. Solving a partially-observed controlled PDMP problem thus amounts
to solve a POMDP ⟨S,A,Ω,K, P, O, c,H⟩ where the observation space Ω and the observation
kernel O : (B(Ω),S × A) are simple extensions of that of the PDMP, obtained by assuming
full-observability of the time variable.

Definition 5.2.1: POMDP model of a mode-augmented controlled-PDMP

Let ⟨E,Φ, λ,Q⟩ be a mode-augmented controlled PDMP. We define the corresponding
POMDP ⟨S,A,Ω,K, P,O, c,H⟩ with the following characteristics.

• The state space S, the action space A, the transition kernel P , the cost function c

and the horizon H are the same as those defined in 5.1.1.

• The observation space is Ω = Ω× [0, T ].

• The set of constraints K ⊂ Ω × A, defines the available actions in observation ω.
Note that for ω = ∆, K(ω) = {∅} since ∆ corresponds to an observation in an
absorbing state.
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• The observation kernel is Og(s′ = (m′, x′, t′), a = (ℓ, r)) =
∫

Ω g(ω)O(m′, x′, ℓ, dω) for
any real-valued bounded measurable function g on Ω.

Remark 5.3 This POMDP has a hybrid observation space in addition to a hybrid state space.

Remark 5.4 Optimal policies of partially-observed controlled PDMP are history dependent
(i.e. optimal action choices depend on the sequence of past actions and observations) in general,
as for usual POMDP.

5.2.2 Application to Cancer Treatment Optimization

As detailed in Chapter 3, marker measurements are intrinsically subject to variations indepen-
dent of the medical condition. These fluctuations can be attributed to measurement errors,
natural variations and external influences. The biomarker is thus observed through an additive
noise. Let y = ζ + ϵ with ϵ ∼ N (0, 1) be the noisy biomarker. In addition, the patient’s overall
health h is hidden, together with the time u since the last change of health status, except
when the patient is deceased, with z the death indicator. The time since the current treatment
started τ and the number of treatment k are perfectly observed.

The associated POMDP ⟨S,A,Ω,K, P, O, c,H⟩, is building on the MDP ⟨S,A,K, P, c,H⟩
described in 5.1.2. Its characteristics are defined as follows.

• The state space S, the action space A, the transition kernel P , the cost function c and
the horizon H are the same as those defined in 5.1.2.

• The observation space Ω corresponds to the set of all possible observation ω of a patient
ω = (k, z, y, τ, t), with z = 1h=3 and y = ζ + ϵ where ϵ are real-valued independent and
identically distributed random variables with density f independent from the controlled
PDMP. Here f correspond to the Gaussian distribution.

• The set of constraints K(ω) ⊆ A:

K(ω) =


∅ if ω = ∆

(1, r), r ∈ T such that t+ r ≤ H and if τ ∈ (0, 45)

(ℓ, r) ∈ L× T such that t+ r ≤ H

• The observation kernel O does not rely on the action a. For all real-valued bounded
measurable function q for s′ = (m′ = (h′, k′), x′, t′) ∈ EM × [0, T ]

Oq(s′, ω) =


q(∆) if s′ = ∆,∫
q(k, 0, y, τ, t)f(y − ζ ′) dy otherwise.

113



Planning for Partially Observed Impulse Control of PDMPs

5.3 Resolution of a POMDP

We now present how the resulting POMDP can be solved using deep RL algorithms. We begin
by detailing the experimental setup, including the basic algorithms and their variants that will
be benchmarked on the medical model introduced in section 5.2.2. Next, we analyse the results
of these numerical experiments and compare them with the results discussed in Section 4.3.
Finally, for the best performing algorithm, we attempt to interpret and explain the learned
policy.

5.3.1 Experimental Design

We implemented a Gymnasium [Tow+24] compatible RL environment in Python to simulate the
trajectories of the cancer treatment follow-up POMDP model, presented in Section 5.2.2. We
conducted numerical experiments using two baseline algorithms: Proximal Policy Optimization
(PPO) and Deep Q-Networks (DQN), both of which are widely used in the deep RL community
and more detailed in Chapter 1, section 1.3.3. For the PPO and DQN algorithms, we utilized
the implementations available in RLlib [Lia+18b; Wu+21], an open-source Python library
specialized in deep RL algorithms. Code are available at GitLab1.

Reminder: Proximal Policy Optimization (PPO) and Deep Q-Networks
(DQN)

DQN is a value-based deep RL algorithm that approximates the value function. For each
seen transition, it computes the Q-values for each possible action. Then it selects the
action that minimizes the Q-values. This approach provides deterministic policies.
PPO is a policy-based deep RL algorithm that does not directly approximate the value
function. It associates each seen transition with actions, optimizing the parametrized
policy to maximize expected rewards. This approach provides stochastic policies.

Both PPO and DQN were originally designed for fully observable MDPs. To address partial
observability, we first computed all terms based on the current observation rather than the true
state. Subsequently, we integrated Long Short-Term Memory (LSTM) networks into PPO to
capture temporal dependencies. LSTMs are capable of maintaining an internal memory of past
observed transitions, which allows the policy to infer hidden states and make more informed
decisions even when the current observation does not provide complete information about the
environment.

Additionally, to handle problem-related constraints, we test two different methods. First,
constraints are directly implemented in the cost function with prohibitive cost:

cK(s, a, s′) = c(s, a, s′) + CH1t>H + CT1ℓ=010<τ<45,

1https://forge.inrae.fr/orlane.rossini/controlled_pdmp_po
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where CH is a cost for exceeding the horizon and CT penalizes stopping treatment too early.
Second action masking is applied to the action space, which prevents the agent from selecting
actions that violate the constraints and the cost function is simply c(s, a, s′). All the parameter
values of the underlying PDMP model are present in Table B.1 and the values specific to the
POMDP are in Table 5.1. All experiments that will be conducted are summarized in Figure 5.2.

Table 5.1: POMDP parameter values used in experiments

Name Notation Value
Observation
Noise ϵ ∼ N (µ, σ) (µ = 0, σ = 1)
Cost function
Treatment cost Cℓ 0.1
Visit cost Cv 1
Death cost CD 300
Horizon constraint cost CH 1000
Treatment constraint cost CT 1000

It is important to note that both PPO and DQN are inherently designed to optimize a reward
function rather than a cost function. Therefore, our analysis focuses on the expected reward
rather than the expected cost. However, since our reward function is simply the negation of
the cost function, i.e., r(s, a, s′) = −c(s, a, s′), maximizing the expected reward is equivalent to
minimizing the expected cost. This ensures that our results remain aligned with our objective,
even though they are expressed in terms of rewards.

POMDP Environment

PPODQN

LSTMAction-MaskingAction-Masking

Value-based algorithms Policy-based algorithms

Figure 5.2: Overview of the numerical experiments. The green box represents the envi-
ronment, modelled as a POMDP, which generates trajectories for training the algorithms. Each
blue box corresponds to a distinct experiment, defined by a specific algorithm (PPO, DQN),
whether or not an LSTM network is incorporated, and whether or not action masking is applied
to manage constraints.

First, we performed a hyperparameter search for each algorithm variant with trajectories
generated from POMDP simulator. This tuning process covered parameters such as the discount
factor, learning rate, batch size, and gradient clipping threshold, aimed at improving training
stability and efficiency. We also explored different network architecture choices, including fully
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connected layer sizes and activation functions, to enhance representation learning. In addition,
we investigated the use of generalized advantage estimation (GAE), various observation filters,
and value function loss coefficients to improve policy optimization. The specific values for these
hyperparameters are provided in Table B.3.

Hyperparameter were optimised using Ray Tune [Lia+18b; Wu+21], exploring 1 000 dif-
ferent configurations. Each configuration corresponds to a specific set of hyperparameters and
is evaluated in the selected environment. Training for each configuration is stopped as soon
as it reaches 100 000 simulation timesteps or 1 000 training iterations, whichever occurs first.
The performance of each configuration is measured using the average reward per episode. The
best configuration is defined as the configuration achieving the highest value among all tested
settings.

Then, using the best configuration, each algorithm was run with 5 random seeds. Training
was stopped once it reached 100 000 simulation timesteps or 1 000 training iterations, whichever
occurs first. Final hyperparameter values are provided in Table B.4. Every 5 training iterations
the current policy is evaluated in the environment without exploration noise. These evaluation
runs use 10 episodes per evaluation point to compute the average reward per episode under the
current policy. Tracking this metric over time allows us to assess how quickly each algorithm
improves its performance and reaches a high-reward policy.

We evaluated the effectiveness of each resulting policy obtained from the different config-
urations. Each of the five algorithms was trained with five different random seeds, resulting
in five policies per algorithm. For every trained policy, we randomly selected one of the five
training samples and performed 10, 000 Monte Carlo simulations of full trajectories, using the
learned policy to act in the environment. We then computed the average cumulative reward
and constructed confidence intervals to assess both the performance and variability of each
policy.

Finally, we attempt to interpret the best-performing policy. First, we identified the best
algorithm, defined as the one achieving the highest average cumulative reward with stable
performance. Then, within this algorithm, we selected the best policy among the five trained
with different seeds. To do so, we compute several indicators such as survival rates, the average
number of treatments, the average time spent under treatment, the mean visit frequency and
the average delay between two visits. These indicators are derived from 10 000 Monte Carlo
simulations of full trajectories, providing an initial insight into the policy’s behavior.

5.3.2 Numerical Results

Performance during training. We evaluate performance of each algorithm, with the best
configuration, by measuring the mean episode reward as a function of the number of training
experiences. Figures 5.3 illustrate these results. Note that the plots do not all start at the same
point on the x-axis because different configurations may begin generating meaningful rewards
at different stages of training.
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(a) Impact of PPO or DQN algorithm.
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(b) Impact of action-making for PPO algorithm.
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(c) Impact of LSTM for PPO algorithm.
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(d) Impact of PPO with LSTM or DQN algorithm.

Figure 5.3: Impact of algorithm choice on the performance in terms of mean episode reward
per episode with respect to the number of training experiences used on POMDP model.

• Impact of algorithm type (value-based vs. policy-based). Figure 5.3a compares DQN
and PPO, both using action penalty, to assess the effect of algorithm type. PPO shows
performance degradation after approximately 20,000 training iterations, indicating over-
fitting or training collapse; training should therefore be stopped at this point. DQN
performances are slightly better than PPO at the end of the training. However, DQN ex-
hibits high variability, with large reward fluctuations and limited stability, whereas PPO
demonstrates a more stable training process.

• Impact of action masking. Figure 5.3b compares handling invalid actions with action
masking versus action penalties in PPO. We observe that PPO with an action penalty
requires significantly more training interactions to learn to avoid invalid actions, whereas
action masking enables the agent to incorporate this constraint directly and learn faster.
Any comparison with DQN with AM is not presented, as the masked version produced
too few evaluation points to allow for a meaningful analysis.

• Impact of memory in PPO. Figure 5.3c examines the impact of adding memory (LSTM)
to PPO. PPO-LSTM exhibits substantially higher performance during the initial training
iterations before converging to slightly better results.

Overall, the results highlight the more conservative nature of PPO updates: the clipping
mechanism limits abrupt policy changes, which contributes to lower variance. Additionally,
incorporating LSTM or using action-masking appears to improve the modeling of temporal
correlations, enabling more informed and consistent policy updates.

Performance of policies. To determine which algorithm should be used, we evaluated
the resulting policies in the POMDP environment consistent across all simulated patients. The
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Table 5.2: Policy interpretation performance on 10 000 Monte-Carlo simulations.

Configuration Expected Reward Confidence Interval
Policy-based algorithms

PPO −9.09 ±0.02
PPO with AM −8.02 ±0.02
PPO with LSTM −11.73 ±0.03

Value-based algorithms
DQN −7.75 ±0.02
DQN with AM −9.38 ±0.02

Table 5.3: Summary of policy behavior indicators based on 10 000 Monte-Carlo sim-
ulations.

Indicator DQN PPO with AM
Survival rates 63.51%± 0.01 99.90%± 0.00
Average number of treatment 0.00± 0.00 1.74± 0.02
Average time spend under treatment 0.00± 0.00 2 293.64± 0.15
Average number of visit 35.45± 0.12 39.95± 0.02
Average delay between two visits 60± 0.00 58.62± 0.02
Rate of visits occurring within 15 days 0.00± 0.00 0.21± 0.01
Rate of visits occurring within 30 days 0.00± 0.00 4.34± 0.06
Rate of visits occurring within 60 days 100± 0.00 95.45± 0.06

results are summarized in Table 5.2. Those results highlight that DQN seems to be better-suited
to our problem than PPO.

Policies interpretation. DQN achieve the best performance in terms of expected reward
(−7.75± 0.02), followed closely by PPO with AM (−8.02± 0.02). An important distinction is
that the DQN policy is deterministic, whereas the PPO with AM policy is stochastic. Moreover,
PPO with AM provides the additional guarantee that no forbidden actions are ever selected
during execution, ensuring compliance with the environment’s constraints. Among the five
trained policies, the best is chosen by highest average cumulative reward. For DQN, the best
policy reaches −4.98±0.02 and for PPO with AM, it reaches −6.27±0.01. Reported indicators,
available in Table 5.3, provide an explicit characterization of the policies obtained with DQN
and PPO with AM.

The two policies display very different behaviors in how they manage treatment and follow-
up. The DQN policy never prescribes chemotherapy and schedules longer visit delays (60
days). This behavior results in relatively few visits and a moderate survival rate (≈ 63%). In
contrast, the PPO policy with AM prescribes treatments much more frequently (1.74± 0.02 on
average), but also schedules longer visit delays (60 days) resulting in a long cumulative time
under chemotherapy (≈ 2 294 days) . This leads to more intensive monitoring and treatment,
reflected in higher survival rates (≈ 99%), but also a substantially treatment burden. In other
words, DQN behaves like a minimal-intervention policy, while PPO with AM behaves like an
aggressive treatment strategy.
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5.4 Conclusion

In this chapter, we introduced a novel approach to solving a PDMP that has been transformed
into a POMDP. This approach relies on deep RL, which allows policies to be learned from
simulated trajectories without requiring an explicit model of the underlying dynamics or the
observation process.

In our experiments, DQN achieve the best performance in terms of expected reward, fol-
lowed closely by PPO with action-masking. While the calculated performance metrics provide
information about the overall behavior of these strategies, they do not provide an explicit and
interpretable policy. Therefore, although we can infer trends from the metrics, the precise
decision rules underlying the learned policies remain opaque.

When selecting an algorithm, it is important not to base the choice solely on raw performance
measurements. For example, PPO produces a stochastic policy, whereas DQN produces a
deterministic one. Depending on the application, it may be preferable to have a deterministic
policy, for example in medical treatment protocols where consistency and reproducibility are
essential. In addition, DQN’s use of a replay buffer allows learning from previously collected
data. Although this feature was not implemented in our work, it offers the possibility of
exploiting real patient trajectories collected as part of standard treatment protocols, making
better use of available clinical data and improving policy learning.

However, the method introduced in this Chapter assumes access to a simulator of the
environment, or at least sufficient model knowledge to construct one, which is not always
feasible in real-world applications. In Chapter 6, we will explore how deep RL can be applied
to control problems involving PDMPs when some parameters are ill-known.
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To run deep reinforcement learning (RL) algorithms, a large amount of data is usually
required before the agent converges to a reasonably good policy. In practice, however, such
large datasets are rarely available, and it is often infeasible or unsafe to let the agent explore
random actions in the real world, especially during the early stages of learning. One common
solution is to build a simulator that replicates the real-world environment. A simulator allows
the generation of unlimited artificial data and enables the agent to explore various scenarios
without any real-world consequences. This is the approach we took in Chapter 5.

However, in many real-world applications, the true dynamics of the environment are un-
known, making it impossible to build an accurate simulator from scratch. In such cases, one
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can try to estimate the unknown parameters from real data. Yet, when the available data is
limited, the quality of these estimators can be poor. More importantly, any simulator built
from these estimates should account for the uncertainty associated with the estimated parame-
ters. The Bayesian inference framework provides a natural way to incorporate this uncertainty.
In particular, the controlled PDMP framework relies on a flow Φ, a jump intensity λ, and a
probability kernel Q, which may be ill-known in practice. To address this, we assume that Φ,
λ, and Q are parameterized and that their parameters are unknown and we seek to account for
their associated uncertainty in a Bayesian setting. In this work, we focus on the case where a
single parameter in the parametric flow is unknown, while all other aspects of the dynamics are
assumed to be fully known, though the general principles of the approach remain unchanged.

[Duf02] initially proposed a Bayesian approach to represent and solve finite horizon Markov
Decision Processes (MDPs) with an unknown transition model. [Ros+11] later one extended
this approach to Partially Observable MDPs (POMDPs) by incorporating uncertainty about
state transition and observability function. This framework is described as Bayes-Adaptive
Partially Observable MDPs (BAPOMDPs). In a BAPOMDP, the agent must not only make
decisions based on partial observations of the environment, but also adapt to the current knowl-
edge about the unknown parameters that affect the system dynamics. These parameters are
treated as random variables with associated prior distributions, which are updated over time
using Bayesian inference as new observations are acquired. This allows the agent to main-
tain and refine its belief about the environment while interacting with the system, improving
decision-making in the face of both partial observability and uncertainty about the system’s
underlying dynamics.

Katt et al. [Kat+22] proposed a deep reinforcement learning (RL) framework for solving
general BAPOMDP problems, in which the prior-to-posterior transition is modeled by a neural
network. In this chapter, we study a setting where the parametric flow of a controlled PDMP
depends on a single unknown parameter, while all other aspects of the dynamics are fully
known. We reformulate this partially observed, impulse-controlled PDMP with an unknown
parameter as a BAPOMDP. This transformation makes it possible to build a simulator with
completely known dynamics, thereby enabling the use of deep RL to address the original control
problem. However, in contrast to [Kat+22], we retain an explicit prior transition function in
our BAPOMDP formulation and apply deep RL solely to solve the corresponding POMDP.

The chapter is supported by an ongoing paper [Ros+25] and structured as follows. We
begin with a didactic introduction to the transformation of a fully observed PDMP with ill-
known parameters into a fully-known Bayes-Adaptive MDP (BAMDP) in section 6.1. We then
extend this framework to partial observability, introducing the BAPOMDP model in section 6.2,
which is the core focus of this chapter. Special attention is given to the challenges arising from
the continuous-time nature of PDMPs, particularly in modeling parameter uncertainty. The
methodology is illustrated through the patient monitoring case study from Chapter 3. Next,
we present how to solve the resulting BAPOMDP using deep RL in section 6.3. To conclude,
we assess the added value of the BAPOMDP framework compared to the POMDP framework
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with an estimated parameter in section 6.4.

6.1 Controlled PDMP as a BAMDP

We leverage the BAMDP framework to effectively update the agent’s beliefs about this param-
eter over time, improving decision-making despite uncertainty about the system’s parametric
flow. Then, we illustrate the transformation of a PDMP into a BAMDP using the medical
example.

6.1.1 Controlled PDMP with ill-known parameters

The controlled PDMP framework relies on a flow Φ, a jump intensity λ and a probability kernel
Q which may be ill-known in practice. In the following, we assume that Φ is parameterized
and that one of its parameters is unknown.

BAMDP, introduced in [Duf02], precisely extend the MDP framework by incorporating
uncertainty about state transition and observability function. In a BAMDP, the agent must
adapt to the current knowledge about the unknown parameters that affect the system dynamics.
These parameters are treated as random variables with associated prior distributions, which
are updated over time using Bayesian inference as new observations are acquired. This allows
the agent to maintain and refine its belief about the environment while interacting with the
system, improving decision-making in the face of uncertainty about the system’s underlying
dynamics.

Note that the BAMDP framework is not an online reinforcement learning framework. In-
stead, updates to the MDP model based on future transitions are predetermined before taking
any action and are already incorporated into the BAMDP model. Thus, while the original
MDP model is ill-known, the constructed BAMDP model is fully-known at planning time.

6.1.2 Formulation as a BAMDP

Consider that the distribution of the unknown parameter in the parametric flow can be esti-
mated with Bayesian inference.

Definition 6.1.1: BAMDP model of a mode-augmented controlled-PDMP

Let ⟨E,Φ, λ,Q⟩ be a mode-augmented controlled PDMP with parametric flow, where
one flow parameter v is unknown but supposed to have a probability density fv|θ param-
eterized by a vector of hyper-parameters θ. The corresponding BAMDP is defined by
⟨S̃,A,K, P̃ , c,H⟩ with the following characteristics:

• The hyper state space is S̃ = S×Θ, where S is the same as in Definition 5.1.1 and
Θ ⊂ R

d is the set of hyper parameters’ possible values.
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• The action space A, the cost function c and the horizon H are the same as in
Definition 5.1.1. They do not depend on Θ.

• The set of constraints K ⊂ S̃ × A, defines the available actions in the hyperstate
s̃ = (s, θ), with K(s̃) ̸= ∅, ∀s̃ ∈ S̃.

• The transition kernel P̃ (·|s̃ = (s, θ), a) specifies the transitions of the BAMDP.
Choosing a = (ℓ, r) in state s̃ = (s, θ) specifies that decision mode ℓ will be applied
from now on, until date t′ = t+ r.

P̃ (s̃′ = (s′, θ′) ∈ BS ×BΘ|s̃ = (s, θ), a) =
∫
BS
1BΘU(θ, s, a, s′)P (ds′|s, a, θ)

for any Borel subsets BS, BΘ of S and Θ, where U(θ, s, a, s′) is the posterior update
function.

Remark 6.1 The only constraints we consider are those related to exceeding the horizon, mean-
ing they are independent of history. However, depending on the specific problem, additional
constraints may need to be incorporated.

Typically authors assume that the prior over the transition function follows a Dirichlet
distribution [Duf02; Ros+11]. In contrast, our setting places the prior on a specific parameter
of the transition function, and this parameter has continuous support. As a result, the posterior
update does not directly depend on the transition ⟨s, a, s′⟩, as in the classical case, but instead
requires inferring the unknown parameter from the observed transition:

U(θ, s, a, s′) =W(θ,V(s, a, s′)),

where V(s, a, s′) denotes the inference function for the unknown parameter, andW(θ, v′) repre-
sents the prior update function. To align with the medical example illustrating this paper, we
assume that the flow parameter follows a log-normal distribution. Consequently, we model the
prior distribution over the log-normal parameters using a Normal-Gamma prior [Fin97], though
other prior distributions could also be considered. In Theorem 6.1.1, we provide the update
formulas for the Normal-Gamma distribution, which will be used in the next section to update
the hyperparameters of the BAMDP. The complete transition function between hyperstates is
summarized in Figure 6.1.

Theorem 6.1.1 Let v = (v1, . . . , vn) be an i.i.d. sample drawn from a log-normal distribution:

vi | µ, σ2 ∼ Log-N (µ, 1/σ2),

where the mean µ and the variance σ2 are unknown.
The conjugate prior for (µ, 1/σ2) is assumed to be a normal-gamma distribution:
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Figure 6.1: Transition model in a BAMDP framework for cancer application. White
nodes represent latent (simulated) variables, green nodes denote the state and action, and the
pink node corresponds to the hyperparameter being updated.

(µ, 1/σ2) ∼ NΓ(µ0, κ0, α0, β0),

where (µ0, κ0, α0, β0) are the prior parameters.
Assume that, at time n, the posterior distribution of (µ, 1/σ2) follows a normal-gamma

distribution:

(µ, 1/σ2) ∼ NΓ(µn, κn, αn, βn).

Then, after a new observation vn+1, the posterior parameters are given by:

µn+1 = κnµn + log(vn+1)
κn + 1

κn+1 = κn + 1

αn+1 = αn + 1/2

βn+1 = βn + κn(log(vn+1)− µn)2

2(κn + 1) .

Proof. The proof is derived from [Mur07; Fin97] and available in Appendix ??. □

Remark 6.2 In a BAMDP, policies π : S̃ → A choose actions as functions of the current state
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s and of the current prior θ.

Let us make clear that the Bayes-Adaptive framework handles parameters’ uncertainty in
two phases:

1. The first phase is completely off-line and does not require to observe any transition of
the MDP. In this phase, we use the prior knowledge about transitions in order to build a
BAMDP with augmented state space S̃ = S ×Θ.

2. In the second phase, the agent uses the optimal BAMDP policy π̃ : S ×Θ→ A provided
by the first phase to the "real-life" problem, in which only transitions (s, a, s′) are perfectly
observed and a prior estimate can be obtained.

6.1.3 Application to Cancer Treatment Optimization

The full medical example is described in Chapter 3. As a reminder, Figure 6.2 illustrates a fully
observed patient trajectory, highlighting the dynamics of the PDMP flow. In the following, it
is assumed that all PDMP parameters are known, except in relapse where v1 is unknown. We
assume that v1 ∼ Log-N (µ, 1/σ2), where the mean µ and variance σ2 are unknown.

ϕ0
1,k(ζ, t)

=
ζev1t

ϕ1
1,k+1(ζ, t)

=
ζe− v1

k
t

ϕ0
2,k+1(ζ, t)

=
ζev2t

D

ζ0

Figure 6.2: Example of a simulated patient trajectory, highlighting the flow func-
tions. Green curves indicate the remission state, orange curves represent relapse without
treatment, pink curves indicate relapse under treatment, and blue curves represent untreated
relapse. Grey curves indicate the patient is dead. Flow under remission and when the patient
is dead are omitted as they are constant.

The associated BAMDP ⟨S̃,A,K, P̃ , c,H⟩, is building on the MDP ⟨S,A,K, P, c,H⟩ described
in Section 5.1. Its characteristics are defined as follows:
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• The state space S̃ = S × Θ with S from the MDP model in Section 5.1 and Θ ⊂ R
4

the space of hyperparameters. Model uncertainty only concerns the value of the flow
parameter v1, which follows a log-normal distribution with unknown parameters µ and
σ. According to Theorem 6.1.1, a conjugate prior for the log-normal distribution is a
normal-gamma distribution. Therefore, the set of hyperparameters Θ consists of the set
of vectors (µn, κn, αn, βn) ⊆ R

4.

• The action space A, the set of constraints K and the cost function c are the same as those
defined in Section 5.2.

• The transition kernel P̃ (·|s̃ = (s, θ), a) is defined in Definition 6.1.2. At the start of a
patient’s trajectory, the unknown parameters µ and σ are assumed to follow a Normal-
Gamma distribution with hyperparameters (µ0, κ0, α0, β0). Unlike standard BAMDP
cases where the transition update only depends on (s, a, s′), here the update of the func-
tion U is different because we are not estimating the transition probabilities directly.
Instead, we estimate the distribution of the flow parameter v1. From each observed tran-
sition (s, a, s′), we obtained, with function V , the value of v1, as detailed in Table 6.1.
This estimate allows us to update the posterior distribution of v1 using the Bayesian
update formulas for a normal-gamma prior, available in Theorem 6.1.1.

Table 6.1: Function V extracts the current value of the slope parameter v1 from the observed
transition ⟨s, a, s′⟩.

h′ = 0 h′ = 1 h′ = 2
h = 0 and ℓ = 0 1

u′ log( ζ′

ζ0
)

h = 1 and ℓ = 0 1
r

log( ζ′

ζ
) 1

r−u′ (log( ζ′

ζ
)− v2u

′)
h = 1 and ℓ = 1 k

r−u′ log( ζ
ζ′ ) k

r
log( ζ

ζ′ ) k
r−u′ (log( ζ

ζ′ )− v2u
′)

Remark 6.3 The BAMDP model is included for illustrative purposes only, as our primary
focus is on the partially observable problem.

6.2 Partially-Observed Controlled PDMP as a BAPOMDP

We introduce the BAPOMDP framework to handle the case of partial observability, where the
agent does not have access to the full state of the PDMP but only to partial observations.
Unlike for fully observed controlled PDMP with ill-known model, the constructed BAPOMDP
model is fully-known at planning time. Then, we illustrate the transformation of a partially
observable PDMP into a BAPOMDP using the medical example.
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6.2.1 Formulation as a BAPOMDP

The overall approach remains conceptually the same as before: the system dynamics are aug-
mented with hyperparameters that evolve according to the agent’s belief updates. In general,
when dealing with partial observability, one may also consider the observation function as being
unknown. This source of uncertainty can be incorporated within the BAPOMDP framework
by extending the hyperstate to include an additional set of hyperparameters representing the
prior over the observation function. The observation at each step is then generated according
to this current observation prior.

Definition 6.2.1: BAPOMDP model of a mode-augmented controlled-PDMP

Let ⟨E,Φ, λ,Q⟩ be a mode-augmented controlled PDMP under partial observations and
parametric flow, where one flow parameter v is unknown but supposed to have a prob-
ability density fv|θ parameterized by a vector of hyper-parameters θ. The observation
function is both random and parametric, where one random variable ϵ has a probabil-
ity density gϵ|ψ parameterized by a vector of hyper-parameters ψ. The corresponding
BAPOMDP is defined by ⟨S̃,A,Ω,K, T̃ , c,H⟩ with the following characteristics:

• The hyper state space is S̃ = S×Θ×Ψ, where S is the same as in Definition 5.1.1,
Θ ⊂ R

d is the same as Definition 6.1.2 and Ψ ⊂ R
k is the set of hyper parameters’

possible values.

• The action space A, the cost function c and the horizon H are the same as in
Definition 5.1.1.

• The observation state space Ω is the same as in Definition 5.2.1.

• The set of constraints K ⊂ Ω×A, defines the available actions in the observation ω.

• The transition kernel T̃ (·|s̃ = (s, θ, ψ), a) specifies the transitions of the BAPOMDP.
Choosing a = (ℓ, r) in state s̃ = (s, θ, ψ) specifies that decision mode ℓ will be applied
from now on, until date t′ = t+ r.

T̃ (s̃′ = (s′, θ′, ψ′) ∈ BS ×BΘ ×BΨ, ω
′ | s̃ = (s, θ, ψ), a)

=
∫
BS

∫
Ω
1BΘU1(θ, s, a, s′)1BΨU2(ψ, s′, a, ω)P (ds′ | s, a, θ)O(dω, s, a, ψ)

for any Borel subsets BS, BΘ, BΨ of S, Θ and Ψ, where U1(θ, s, a, s′) and
U2(ψ, s′, a, ω) are the posterior update functions of θ and ψ.

As for the prior over transition function, authors assume that the prior over the observation
function follows a Dirichlet distribution [Ros+11]. In contrast, our setting places also this
prior on a specific parameter of the observation function, and this parameter has typically
a continuous support. As for BAMDP, the posterior update does not directly depend on
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the transition ⟨s′, a, ω⟩, as in the classical case, but instead requires inferring the unknown
parameter. The posterior update function of θ and ψ can be written:

U1(θ, s, a, s′) =W1(θ,V(s, a, s′))

U2(ψ, s′, a, ω) =W2(ψ, E(s′, a, ω)),

where V(s, a, s′) denotes the inference function for the unknown parameter in the transition
function, W1(θ, v′) represents the prior update function for θ, E(s′, a, ϵ) denotes the inference
function for the unknown parameter in the observation function, W2(ψ, ϵ′) represents the prior
update function for ψ. The transition kernel of the BAPOMDP is illustrated in Figure 6.3.

θ

s′

s a

ωθ′

ψ

ψ′

Figure 6.3: Transition model in a generic BAPOMDP framework. Green nodes denote the
state and action, and the pink node corresponds to the hyperparameter being updated. Latent
(simulated) variables are omitted for clarity.

Remark 6.4 We could have a partially observed process with a known observation function.
This is the case we explore in the following example.

Remark 6.5 In a BAPOMDP, policies π : Ht → A choose actions as functions of the current
history ht only.

Let us make clear that the Bayes-Adaptive framework handles parameters’ uncertainty in
two phases:

1. The first phase is completely off-line and does not require to observe any transition of the
POMDP. In this phase, we use the prior knowledge about transitions in order to build a
BAPOMDP with augmented state space S̃ = S×Θ×Ψ and generate observation ω ∈ Ω.
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2. In the second phase, the agent uses the optimal BAPOMDP policy π̃ : Ht → A provided
by a reinforment learning algorithm to the "real-life" problem, in which only observations
ω ∈ Ω are available. There is no need to obtained prior estimates to apply the policy.

6.2.2 Application to Cancer Treatment Optimization

In the following, from Chapter 3, we assume the state is not fully observed. The associated
BAPOMDP ⟨S̃,A,Ω,K, P̃ , O, c,H⟩, is then a special case of the BAPOMDP described in Def-
inition 6.2.1. It is built on the POMDP described in section 5.2.2 and BAMDP described in
section 6.1.3. Its characteristics are defined as follows:

• The state space S̃, the action space A, the transition kernel P̃ and the cost function c are
the same as those defined in Section 6.1.3.

• the observation space Ω, the set of constraints K, the observation kernel O are the same
as those defined in Section 5.2.2.

Remark 6.6 We could easily create the complete example with unknown observation function
as follows. Consider the additive noise ϵ ∼ N (0, σϵ) with σϵ an unknown parameter. Then,
the state space of the associated BAPOMDP is now S̃ = S × Θ × Ψ with Ψ ⊂ R

d the space of
hyperparameters of the observation function. According to [Mur07], a conjugate prior for the
normal distribution with unknown variance is an inverse-gamma distribution. Therefore, the
set of hyperparameters Ψ consists of the set of vectors (αnϵ , βnϵ ) ⊂ R

2. For sake of simplicity,
we do not consider this case in the following.

6.3 Solving a BAPOMDP with Deep RL

We now describe how the obtained BAPOMDP can be solved using deep RL algorithms. We
begin by detailing the experimental setup, including the baseline algorithms and their variants
that will be benchmarked on the medical model introduced in Section 6.2.2. Next, we analyse
the results of these numerical experiments, focusing on the performance of the trained policies.
Finally, for the best performing algorithm, we attempt to interpret and explain the learned
policy.

6.3.1 Experimental Design

The experimental design closely follows the approach detailed in Chapter 5 in section 5.3.1,
with the key difference being that the environment is now modeled as a BAPOMDP instead of
a POMDP. All parameter of BAPOMDP model are listed in Tables 6.2.
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Table 6.2: BAPOMDP parameter values used in experiments

Name Notation Value
State and Observation
Prior θ (−6.785, 5.001, 3.51, 1)
Noise ϵ ∼ N (µ, σ) (µ = 0, σ = 1)
Cost function
Treatment cost Cℓ 0.1
Visit cost Cv 1
Death cost CD 300
Horizon constraint cost CH 1000
Treatment constraint cost CT 1000
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Reminder: Experimental Design

• Algorithms. We benchmarked five algorithms: PPO, PPO with LSTM, PPO with
action masking (AM), DQN and DQN with AM.

• Hyperparameter tuning. We performed an extensive hyperparameter search.

• Training. Each algorithm was trained with final set of hyperparameters listed in
Table B.5.

• Evaluation. The goal was to assess whether the network trained with BAPOMDP
is robust to a specific patient distribution modeled with POMDP. Trajectories were
generated from the POMDP model described in Chapter 5, where v1 follows a
log-normal distribution with parameters µ = −6.40 and σ = 0.5.

• Policy interpretation. We attempt to interpret the best-performing policy.

The steps related to training and evaluation are illustrated in Figure 6.4.

Deep RL Algorithm BAPOMDP environment

Policy POMDP environment

action

observation/reward

action

observation/reward

1) Computing policy via simulation-based RL

2) Evaluation

Figure 6.4: Schematic of solving and evaluating the BAPOMDP model. Adapted from
[Lia+18b; Wu+21].

6.3.2 Numerical Results

Performance during training. We evaluate performance of each algorithm, with the best
configuration, by measuring the mean episode reward as a function of the number of training
experiences. Figures 6.5 illustrate these results. Note that the plots do not all start at the same
point on the x-axis because different configurations may begin generating meaningful rewards
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(a) Impact of algorithm type.
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(b) Impact of algorithm type with action-masking.
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(c) Impact of AM for PPO algorithm.
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(d) Impact of action-making for DQN algorithm.
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(e) Impact of memory in PPO.
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(f) Impact of PPO with LSTM or DQN algorithm.

Figure 6.5: Impact of algorithm choice on the performance in terms of mean episode
reward per episode with respect to the number of training experiments used on BAPOMDP
model.

at different stages of training.

• Impact of algorithm type (value-based vs. policy-based). Figure 6.5b compares DQN and
PPO, both using action masking, to assess the effect of algorithm type. Both algorithms
show performance degradation after approximately 15,000 training iterations, indicating
overfitting or training collapse; training should therefore be stopped at this point. Up
to this stage, their performances are comparable. However, PPO with action masking
exhibits high variability, with large reward fluctuations and limited stability, whereas
DQN with action masking demonstrates a more stable training process.

• Impact of action masking. Figures 6.5d and 6.5c compares handling invalid actions with
action masking versus action penalties in DQN and PPO, respectively. In Figure 6.5d, we
observe that DQN with an action penalty requires significantly more training interactions
to learn to avoid invalid actions, whereas action masking enables the agent to incorporate
this constraint directly and learn faster. In Figure 6.5c, the difference for PPO is less
pronounced, but the action-masking variant still adapts to invalid actions more quickly
than the action-penalty counterpart.

• Impact of memory in PPO. Figure 6.5e examines the impact of adding memory (LSTM) to
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Table 6.3: Policy evaluation robustness on 25 000 Monte-Carlo simulations.

Configuration Expected Reward Confidence Interval
Policy-based algorithms

PPO −13.50 ±0.01
PPO with AM −8.64 ±0.02
PPO with LSTM −9.24 ±0.02

Value-based algorithms
DQN −11.92 ±0.04
DQN with AM −8.73 ±0.02

PPO. Incorporating LSTM does not significantly alter the overall learning curve compared
to standard PPO, as both ultimately achieve similar reward levels. However, PPO-LSTM
exhibits substantially lower performance during the initial training iterations before con-
verging to comparable results. Based on the above results, the remainder of our evaluation
focuses on PPO with action masking and DQN with action masking, while excluding the
PPO variant with memory and the action-penalty approach.

Robustness of policies. We evaluated the robustness of policies in the POMDP envi-
ronment consistent across all simulated patients. The results are summarized in Table 6.3.

• DQN and PPO with action penalty has lower performances. DQN with action-masking
shows better stability than DQN with action penalty.

• Incorporating LSTM significantly improves PPO performances.

• DQN with action-penalty has greater performances than PPO with action penalty. How-
ever PPO achieves slightly stabler results.

• PPO with action-masking shows slightly better results than DQN with action-masking.

The robustness evaluation therefore highlights that, although PPO with AM learns in a
more stable way, DQN with AM generalizes better when facing the original POMDP setting.

Policies interpretation. Since DQN with AM (−8.73±0.02) and PPO with AM (−8.64±
0.02) achieve comparable rewards, we focus on both. Among the five trained policies, the best
is chosen by highest average reward. For DQN with AM, the best policy reaches −5.08± 0.00,
while PPO with AM achieves −5.94 ± 0.01. Reported indicators in Table 6.4 provide further
insight into these policies.

The two obtained policies show similar survival rates (99.8% for PPO with AM and 99.7% for
DQN with AM), and both administer an average of 19.99 treatments per trajectory. However,
they slightly differ in their management of patient visits and treatment schedules. Notably,
PPO with AM results in a higher number of patient visits (58.99 on average) with shorter
intervals between them (40 days), while DQN with AM reduces the number of visits (38.99)
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Table 6.4: Summary of policy behavior indicators based on 5 000 Monte-Carlo sim-
ulations.

Indicator PPO with AM DQN with AM
Survival rates 99.80%± 0.00 99.70%± 0.00
Average number of treatment 19.99± 0.00 19.99± 0.01
Average time spend under treatment 1199.63± 00.04 1199.56± 0.05
Average number of visit 58.99± 0.01 38.99± 0.01
Average delay between two visits 40.00± 0.00 60.00± 0.00
Rate of visits occurring within 15 days 0.01± 0.00 0.00± 0.00
Rate of visits occurring within 30 days 66.66± 0.17 0.00± 0.00
Rate of visits occurring within 60 days 33.33± 0.17 100± 0.00

but increases the delay between them (60 days). Despite these differences in visit frequency,
the time spent under treatment remains nearly identical for both policies (around 1120 days).

6.4 Comparative Study of Modeling Frameworks

We have used the BAPOMDP framework to overcome the lack of knowledge about the PDMP
model, in particular the unknown parameter v1. Alternatively, one could infer the value of v1

directly from real data and subsequently build a POMDP model using this estimated parameter,
as described in Chapter 5. In this section, we compare the two modelling approaches: the
BAPOMDP framework and the non-adaptative POMDP framework. We begin by detailing
the experimental design for this comparative study, followed by a presentation of the numerical
results

6.4.1 Experimental Design

First, using real data, one can obtain a point estimate of the parameter v1 based on the number
of days a patient survives after relapse. In our simulation scenario, we assume that, on average,
patients live 80 days after relapse without treatment, leading to an estimate of v̂m1 = 0.046.
This estimate, may be biased because, among the few available data points, not all patients
die during the observation period. Those who die despite receiving chemotherapy could be
experiencing untreatable relapse, which would lead to biased estimation. To account for this
potential bias, we consider two extreme scenarios to assess the impact of slope estimation on
the performance of the POMDP model:

• Very slow progression: average time to death of 120 days, giving v̂s1 = 0.03,

• Very fast progression: average time to death is 40 days, giving v̂f1 = 0.09.

To mitigate the limitations of relying on a single, potentially biased point estimate, one
could instead adopt a Bayesian inference approach to represent uncertainty in the POMDP
model. In this setting, the parameter v1 is treated as a random variable drawn from a Normal
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Table 6.5: Parameter values of Normal-Gamma priors used in model evaluation.

Name Notation Value
Weak prior θ0 (1, 0.001, 1.01, 1)
Moderate prior θ1 (−6.785, 5.001, 3.51, 1)
Strong prior θ2 (−6.23, 10, 6.01, 1)

distribution with mean µ and standard deviation σ. The hyperparameters (µ, σ) themselves
are drawn from a Normal–Gamma prior at the start of each simulated patient trajectory. This
approach allows the simulator to generate a variety of trajectories, reflecting patients who differ
in their progression rates and survival times.

In our work, we place this POMDP with prior model in direct comparison with the BAPOMDP
framework. We hypothesise that the adaptive nature of BAPOMDP is particularly advanta-
geous when available information is scarce. To test this, we evaluated different priors (Ta-
ble 6.5), covering a range from very uninformative (θ0) to highly informative (θ2).

As shown in Section 6.3.2, DQN with action-masking achieved the best performance in solv-
ing the BAPOMDP model, while PPO with action-masking demonstrated greater robustness.
We therefore selected these two algorithms for the comparative study. The experimental design
still closely follows the approach detailed in Chapter 5 in section 5.3.1.

Reminder: Experimental Design

• Algorithms. We benchmarked two algorithms: PPO with action masking (AM)
and DQN with AM.

• Models. Each algorithm was trained with nine different models: POMDP with
three different fixed estimates, POMDP with three different priors and BAPOMDP
with three different priors.

• Training. Each algorithm was trained with final set of hyperparameters listed in
Table B.5.

• Evaluation. The goal was to assess whether the network trained with a specific
model is robust to a specific patient distribution modeled with POMDP. Trajectories
were generated from the POMDP model described in Chapter 5, where v1 follows
a log-normal distribution with parameters µ = −6.40 and σ = 0.5.

6.4.2 Numerical Results

Performance during training. In Figure 6.6, we present the learning curves of the best-
performing algorithm (DQN with AM) trained with the BAPOMDP model (Figure 6.6a) and
with the POMDP model (Figure 6.6b). It can be observed that, regardless of whether the
model is trained on the BAPOMDP or the POMDP, the algorithm stabilizes and achieves a
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(a) Training phase with BAPOMDP model.
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(b) Training phase with POMDP model.

Figure 6.6: Impact of algorithm choice on the performance in terms of mean episode reward
per episode with respect to the number of training experiments used on BAPOMDP model.

satisfactory average reward on the training model before suddenly experiencing a sharp drop
in performance. Therefore, we stop training after approximately 17 500 episodes, at which
point the learning curve is stable and the average reward is promising. So, DQN with AM,
associated to its optimal set of hyperparameters (Table B.5) was trained with each framework
with 5 different random seeds up to 50 000 simulation timesteps.

We observed that PPO exhibits a more stable learning phase in Section 6.3.2, and its
performance, are comparable to that of DQN with action-masking. For this reason, we also
investigate the comparative framework with PPO.

Performance with fixed slope estimate. Let’s, first, analyse the performance of the
policies obtained with the POMDP model (µ = −6.40, σ = 0.5) using the three different point
estimates of v1. The simulation results (Table 6.6) show that performance remains largely
consistent across the three different point estimates of v1:

• DQN with AM: training with the slow slope estimate (v̂s1) yields to the worst result in
terms of average reward of −5.75± 0.00,

• DQN with AM: training with the fast slope (v̂f1 ) has a slightly better average reward than
training with the mean slope (v̂m1 ),

• PPO with AM: The fast slope estimate (v̂f1 ) yields the best performance (−7.45± 0.02),
outperforming both the slow slope (v̂s1, −7.65 ± 0.02) and the mean slope (v̂m1 , −8.02 ±
0.02).

These results suggest that the choice of estimates have a impact on the performance of the
policy, but this impact remains limited, suggesting that the learned policies are robust to
variations in this parameter.

Performance with bayesian slope estimate. We now turn to the Bayesian inference
approach for representing uncertainty in the POMDP model. We initially hypothesized that
the BAPOMDP would outperform the POMDP model when the prior is weakly informative,
while the POMDP with prior would progressively improve and eventually match or surpass
BAPOMDP as the prior becomes stronger. However, the simulation results only partially
confirm this hypothesis (Table 6.7):
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Table 6.6: Policy evaluation robustness on 25 000 Monte-Carlo simulations.

Parameter Expected Reward Confidence Interval
Result obtained with DQN with AM

Slow slope v̂s1 −5.75 ±0.00
Mean slope v̂m1 −5.68 ±0.00
Fast slope v̂f1 −5.67 ±0.00

Result obtained with PPO with AM
Slow slope v̂s1 −7.65 ±0.02
Mean slope v̂m1 −8.02 ±0.02
Fast slope v̂f1 −7.45 ±0.02

Table 6.7: Policy evaluation robustness on 25 000 Monte-Carlo simulations.

Parameter BAPOMDP POMDP with prior
Result obtained with DQN with AM

Weak prior θ0 −5.74± 0.00 −5.70± 0.00
Moderate prior θ1 −5.66± 0.00 −5.97± 0.00
Strong prior θ2 −5.76± 0.00 −5.45± 0.00

Result obtained with PPO with AM
Weak prior θ0 −7.54± 0.02 −7.04± 0.01
Moderate prior θ1 −7.87± 0.02 −7.80± 0.02
Strong prior θ2 −8.53± 0.02 −8.21± 0.02

• with a weak prior θ0, the training with the fixed-prior POMDP framework slightly out-
performs BAPOMDP (−5.70± 0.00 vs. −5.74± 0.00),

• for the medium prior θ1, BAPOMDP significantly outperforms the fixed-prior POMDP
(−5.66± 0.00 vs. −5.97± 0.00),

• under a strong prior θ2, the fixed-prior POMDP achieves the best performance (−5.45±
0.00).

These results indicate that BAPOMDP provides robustness in settings with weak or moderate
prior knowledge, but fixed-prior models may be preferable when accurate priors are available.
For PPO algorithm with action-masking, training with BAPOMDP consistently leads to lower
performance compared to POMDP also as refining the prior.

Overall, these results show that the BAPOMDP, a principled framework grounded in
Bayesian inference, can be implemented in a tractable way achieving performance compara-
ble to currently used non-adaptive methods when facing models with ill-known parameters.

6.5 Conclusion

In this chapter, we have provided a framework for the optimal control of PDMPs under partial
state and model observability. A Bayes-adaptive formulation was developed to handle con-
trol problems where uncertainty about the PDMP’s dynamics is explicitly modeled. We have
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considered the case where the parameters of the PDMP flow are ill-known and a probability
distribution over their values is maintained. These limitations could be relaxed, resulting in a
more complex BAPOMDP model. A key practical finding of this chapter is to have demon-
strated that the problem of optimally controlling PDMPs under parameter uncertainty and
partial observability can be modeled as a hybrid-state POMDP and, therefore, can be solved
using readily available deep RL software.

The BAPOMDP framework operates in a simulation-based RL setting, meaning it does not
require interaction with real-world data. In this setup, the agent learns solely through interac-
tions with the simulated BAPOMDP environment. Our experiments show that DQN and PPO,
both with action-masking (AM), are the most effective algorithms for solving BAPOMDPs.
Incorporating action masking is generally preferred, as it enforces constraints by design and
ensures that the learned policy never selects invalid actions.

Once a policy has converged, it can be deployed in the real-world environment, which in our
case is represented by a POMDP. Our study indicates that the best performance is achieved
when training with a point estimate of the missing parameters. However, this approach may
be highly sensitive to the choice of estimator: it is unclear how it would perform when multiple
parameters need to be inferred simultaneously. Thus, the strong results observed here could
simply reflect the specifics of our example rather than a general property of the method. By
contrast, the Bayesian approach offers greater robustness to parameter uncertainty, though
it does not consistently outperform simpler models and remains strongly dependent on how
prior information is encoded. Finally, the Bayes-adaptive framework does not yield systematic
improvements over the POMDP with prior, especially when the prior is accurate.

As more real data becomes available, the agent’s knowledge could be updated by creating
a new BAPOMDP model with an improved initial prior. The agent could be then retrained
on this updated model using the more informative prior. This iterative procedure is based
on the Bayesian-Adaptive Partially Observable Monte Carlo Planning (BAPOMCP) algorithm
principle [KOA17] and its principle is illustrated on on Figure 6.7.

The field of deep RL research for hybrid POMDPs is experiencing rapid growth. Emerging
algorithms, such as those based on transformer models [Vas+23], are being investigated for
POMDP solutions. We believe that the unique characteristics of Bayes-adaptive control of
PDMPs make this problem a valuable new benchmark for exploring the capabilities of cutting-
edge deep RL methods. Our work paves the way for controlling more complex PDMPs, where
future research could explore scenarios in which the jump intensity or Markov kernel also
contain multiple unknown parametric components, going beyond the uncertainty of a single
flow parameter considered in this study.
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Figure 6.7: Overview of the proposed deep BAPOMCP approach. The agent learns
through simulation with the BAPOMDP model and can be deployed in a real-world POMDP
environment. The orange box highlights the core components implemented to solve the
BAPOMDP, blue elements relate to BAPOMDP modeling, and green elements represent the
realistic patient modelled as a POMDP with unknown dynamics.
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This chapter presents ongoing collaborative work initiated during my second PhD year,
which lies outside the main scope of the thesis. The project emerged through collaborations
with Alice Cleynen, Nikolay Shirokikh1 and Shafi Mahmud2, and focuses on RNA biology in the
budding yeast Saccharomyces cerevisiae. Although thematically distinct from the central anal-
ysis in the rest of this manuscript, it illustrates the methodological and statistical approaches
I contributed to in a different biological context. In the first task I contributed most of the
methodological aspects developing a segmentation-based algorithm to improve gene annotation
in yeast. In the second study, the contribution focused on analyzing the impact of mRNA
modifications induced by glycemic stress on the efficiency of protein translation.

To place this work in context, we briefly review the molecular biology underpinning RNA
research, drawing in part from Alice Cleynen’s Chapter 2 HDR thesis [Cle24]. Genetic infor-
mation is encoded in DNA, a double-stranded helix of complementary nucleotides (A, C, T,
G). DNA contains coding regions (genes) and non-coding regions (out of scope for this work).

Genes are transcribed into RNA, a single-stranded and oriented, from 5′ end to 3′ end,
sequence of nucleotides (A, C, U and G). There exist 8 types of RNA, classified by function
and by length, but here we focus only on.

• messenger RNAs (mRNA) carry the genetic information necessary to make proteins. Let’s
focus on two aspect of the maturation of mRNAs before its exist from cytoplasm. The
first is the splicing of introns and exons, sub compartments of the gene that the mRNA

1Researcher in molecular biology from The John Curtin School of Medical Research, Australian National
University

2PhD student under Nikolay Shirokikh supervision
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may retain or not for translation into different proteins. Such splicing allows to create
different isoforms from a same original gene on the DNA. The second is the addition of
long sequence of A nucleotides called a poly-A tail at the downstream extremity of the
mRNA (3′ end). Once they are mature, they are ready to undergo translation, precisely
with the help of ribosomal RNAs.

• Ribosomal RNAs (rRNAs) constitute about 80% of the total RNA produced. They work
around mRNAs to decipher the protein code and produce proteins. It is not translated.

While all cells in an organism share the same DNA, their functional differences arise from
which genes they express and how those transcripts are translated. Many diseases such as
cancer are linked to DNA mutations [Sin23; Kel+25], but understanding healthy cell diversity
requires examining RNA.

Over the past three decades, advances in high-throughput sequencing have revolutionised
transcriptome analysis, enabling unprecedented insight into gene expression and RNA modifica-
tions. Recently, Oxford Nanopore Technology developed a novel sequencing technology: Direct
RNA Sequencing (DRS). After extraction from the cell, transcripts are navigated through a
nanopore by a protein capturing the poly-A tail of the transcripts. The pore measures an ionic
current that is specifically affected by the navigation of nucleotides, and base-calling algorithms
such as guppy [WJH19] translate the current measures into sequences of nucleotides (see Figure
7.1). DRS can therefore capture the sequence of whole transcripts yielding long reads that can
directly be mapped to the appropriate isoform, allowing the analysis of abundance, modification
or polyA length directly at the isoform level.

Figure 7.1: Direct RNA Sequencing

Regulation of RNA translation and abundance is a rapid adaptative mechanism in response
to environmental stress. In yeast, cells adjust mRNA‘s production (transcription), degrada-
tion, and translation to cope with changes such as heat shock, oxidative stress, and osmotic
alterations [Cas+11; CP18; Nad+25; Ho+18]. However, the role of RNA modifications in this
regulatory network, particularly under nutrient deprivation, remains poorly understood.

7.1 Algorithm Specification

Despite being a widely used model organism, the yeast genome has very limited known anno-
tation, ie the location of the start and end of the genes on the genome are approximative. To
allow for a robust integrative analysis of the different RNA features, the algorithm developed
here aims to automatically identify gene annotations, from DRS data, in yeast by determining
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both the length of the expressed region and the precise position of the alignment start. It takes
advantage of the simple structure of yeast genes, which typically consist of a single exon. A
major challenge, however, is that yeast genes are closely packed along the genome, meaning
that some reads may overlap and be ambiguously assigned to two neighboring genes. The goal
of the algorithm is therefore not only to detect the expressed region of a gene but also to exclude
reads that originate from adjacent genes. When plotting the number of reads as a function of
genomic position, the expected profile shows a characteristic plateau: a sudden rise in signal
marking the gene start, followed by a steady plateau corresponding to the expressed region,
and finally a gradual decline toward the end. This graphical signature, read from right to left
in our analyses, provides the basis for robust detection and reliable annotation of gene regions.

Figure 7.2 shows read profiles for four yeast genes, illustrating the characteristic shapes
targeted by our approach. Gene YBL091C (Figure 7.2a) displays a clear plateau, marking a
well-defined expressed region. In contrast, gene YFR008W (Figure 7.2b) exhibits a secondary
peak at the left boundary, likely caused by transcripts overlapping from a neighboring gene.
Similarly, gene YOR110W (Figure 7.2d) shows overlapping at the left boundary, where the
signal from the first peak does not return to zero before merging with transcripts of the adjacent
gene. Finally, gene YBL005W-A (Figure 7.2c) presents overlaps at both the beginning (right)
and end (left) of the profile. These examples highlight the variability of transcript shapes and
the importance of a robust algorithm capable of accurately delineating expressed regions despite
overlapping signals.

Initially, genes with a maximum transcript count of less than 20 were filtered out, as these
genes were insufficiently expressed for further analysis. In the first step, the Segmentor3IsBack
algorithm [Cle+14] was applied gene-by-gene to detect breakpoints in the transcript counts.
However, the data do not meet the algorithm’s initial independence assumptions, resulting in
large number of breakpoints. To refine the segmentation, the breakpoints were filtered to retain
only those indicating significant changes in transcript counts. This was done by comparing
the average transcript counts on either side of each segment and retaining segments where the
average difference exceeded 10% of the maximum transcript count. Subsequently, the expressed
regions were identified from these refined segments. Given that 1 000 positions were added to
both the beginning and end of each gene sequence, a position was considered as expressed if
the average transcript count between two segments, within 1 000 to final position minus 1 000
range, was greater than the minimum of 5% of the maximum transcript count or 50.

Additionally, the aim was to detect untranslated regions (UTR). If position 1 000 (or final
position minus 1 000) fell within an expressed region, the search was extended sequentially.
A position was considered as expressed if the average transcript count between two segments
exceeded the minimum of 10% of the maximum transcript count or 50 and is less than the next
(or previous) segment.

Final annotations were determined by taking the maximum UTR length observed across all
conditions (starved and non-starved) and rRNA types (ribosome and polyribosome)

The final expressed regions detected by our algorithm were compared againt the reference
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(a) Example of gene YBL091C
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(c) Example of gene YBL005W-A
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(d) Example of gene YOR110W

Figure 7.2: Read profiles for non-starved condition for some gene examples. It shows
the number of read per position obtained from DRS data.

annotation from [Nag+08].

7.2 Experimental Results

Let’s consider the gene YBL091C as an example to illustrate the algorithm’s steps. First,
Segmentor3IsBack algorithm identified 29 breakpoints (Figure 7.3a). The filtering step then
reduced this to 6 breakpoints (Figure 7.3b).

Finally, Figure 7.4 illustrates the expressed regions detected for the example genes. The algo-
rithm performs well for YBL091C, representing an ideal case without overlaps. For YFR008W
and YOR110W genes, the overlap on the left is correctly handled, and the algorithm success-
fully identifies a substantial portion of the UTR. For the YBL005W-A gene, the algorithm
detects an overlapping gene within the untranslated region at the start of the sequence; this
imprecision may be explained by the low number of transcripts.

Additionally, even if it’s rare, some genes have two exons. Our algorithm was also tested
on these genes, and Figure 7.5 shows the results for two examples. For genes YGR183C the
algorithm performs well, accurately identifying the expressed regions for both exons. However,
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(a) Breakpoints identified by Seg-
mentor3IsBack algorithm

0 500 1000 1500 2000 2500 3000

0
20

0
40

0
60

0
80

0
10

00

Position

tr
an

sc
rip

t N
P

(b) Breakpoints after applying
the filtering step

Figure 7.3: Annotation result for gene YBL091C.

0 500 1000 1500 2000 2500 3000

0
20

0
40

0
60

0
80

0
10

00

Position

tr
an

sc
rip

t N
P

(a) Example of gene YBL091C

0 500 1000 1500 2000 2500

0
20

40
60

80

Position

tr
an

sc
rip

t N
P

(b) Example of gene YFR008W

0 500 1000 1500 2000 2500 3000

0
5

10
15

20

Position

tr
an

sc
rip

t N
P

(c) Example of gene YBL005W-A
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(d) Example of gene YOR110W

Figure 7.4: Detected expressed region and untranslated regions some gene examples.
Expressed regions are shown as green areas bounded by red lines, while untranslated regions
correspond to the green areas flanking these boundaries.

for gene YKL156W, the algorithm struggles to detect the second exon, likely due to its narrow
expressed region.

In comparison with [Nag+08], our algorithm identifies 5′ UTRs in 986 additional genes and
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(a) Example of gene YGR183C
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(b) Example of gene YKL156W

Figure 7.5: Detected expressed region and untranslated regions some gene with two
exons. Expressed regions are shown as green areas bounded by red lines, while untranslated
regions correspond to the green areas flanking these boundaries.
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tion of 3′ UTR lengths
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(b) Relative frequency distribu-
tion of 5′ UTR lengths

Figure 7.6: Comparison of the relative frequency distributions of UTR lengths detected by our
algorithm with the annotation from [Nag+08].

3′ UTRs in 962 additional genes. Figure 7.6 presents the relative frequency distributions of 3′

and 5′ UTR lengths detected by our method versus the reference annotation. Our algorithm
detects a larger proportion of shorter 3′ UTRs, whereas for 5′ UTRs both approaches yield
overall shorter lengths with more similar distributions. In both cases, the annotation from
[Nag+08] includes unusually long UTRs, which may be questionable.

7.3 Conclusion

The aim of this work was to develop an algorithm for the automatic annotation of Saccha-
romyces cerevisiae genes using direct RNA sequencing (DRS) data. The method, based on the
segmentation of transcript count profiles, performs well overall, although some genes remain
poorly annotated due to limited transcript coverage. Since the algorithm relies heavily on
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prior knowledge of the yeast genome structure, it may not be robust for genes with atypical
architectures, such as those containing multiple exons, and its applicability to other organ-
isms is therefore expected to be limited. Nevertheless, compared to the annotation reference of
[Nag+08], our approach provides UTR information for more than 950 additional genes, captures
shorter UTR lengths more effectively, and is less affected by artefactually long UTRs.

This annotation serves as the foundation for identifying expressed genomic regions in sub-
sequent analyses. The statistical analysis, however, is not included in this manuscript, as it is
still ongoing due to delays in data acquisition.
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Conclusion

This thesis brings together concepts from statistics, process modelling, and artificial intelli-
gence, with a particular focus on Reinforcement Learning (RL), to address complex sequential
decision-making problems in healthcare and beyond. The work begins with an extensive state-
of-the-art review covering all relevant fields: Markov Decision Processes (MDPs) and their
extensions, RL methods, and Piecewise Deterministic Markov Processes (PDMPs). This foun-
dation ensures that readers from diverse scientific backgrounds can follow the developments in
the later chapters.

All contributions are illustrated through a detailed case study on the follow-up and moni-
toring of multiple myeloma patients. This application grounds each method in a concrete real-
world problem, while also highlighting the key concepts developed throughout the manuscript
and showcasing the potential of the proposed approaches.

The first original contribution is a numerical method for computing a candidate strategy
for an impulse control problem in a fully observed PDMP with known dynamics. We show
that this strategy is ϵ-optimal, offering both a theoretical guarantee and a benchmark for
future approaches. The main limitation of this method is its reliance on full observability
and complete knowledge of the system dynamics. Additionally, it is computationally intensive,
making it applicable only to low-dimensional PDMPs with limited complexity.

To address more realistic settings, we extend our analysis to partially observed PDMPs,
reformulated as Partially Observable MDPs (POMDPs). The second original contribution is to
show that these high-dimensional, continuous-space POMDPs can be effectively solved using
deep RL methods. Importantly, the choice of algorithm should not rely solely on raw perfor-
mance metrics, as the appropriate selection may depend on the specific application. Moreover,
the resulting policies often lack interpretability, which can limit their practical usability.

Finally, the third contribution extends the framework to incorporate parametric uncer-
tainty in the PDMP dynamics by formulating the problem as a Bayesian Adaptive POMDP
(BAPOMDP). This formulation addresses both partial observability and model uncertainty, and
we show that the resulting decision problem can be effectively solved with deep RL methods.
To assess the value of this approach, we present a benchmark comparing the Bayes-adaptive
framework with its non-adaptive counterpart. The results demonstrate that the BAPOMDP
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can be implemented in a tractable manner and achieves performance comparable to existing
non-adaptive methods when dealing with models with poorly known parameters.

Together, these contributions form a coherent progression from theoretical modelling to
practical algorithmic solutions, paving the way for the application of advanced decision-making
tools to complex, uncertain dynamical systems.

Although not directly related to the core topic of this thesis, I also present a side project
carried out within a collaborative effort led by Alice Cleynen and Nikolay Shirokikh3. This
project investigates the impact of glucose stress on mRNA regulation in yeast. My contribution
consists of developing numerical methods for processing yeast transcriptome data. The broader
objective, still a work in progress, is to perform statistical analyses on how glucose stress affects
mRNA modifications and, in turn, influences protein translation efficiency

Perspectives

While the thesis demonstrates the feasibility and potential of the proposed approaches, several
limitations must be acknowledged. These limitations highlight that the core question: How
can we obtain effective control strategies when observations are incomplete and the underlying
dynamics are poorly known? is not yet fully resolved, and there remains substantial work to be
done to address it.

Short-Term Perspectives

Robustness and cost calibration for our numerical method.
A sensitivity analysis for the numerical method developed in Chapter 4 would help determine
how sensitive the method is to our parameter choices. Several parameters must be selected for
this method, including the number of allowed impulses and natural jumps, the number of points
in the quantization grids, and the number and placement of points in the allowed impulse grids.
Such a sensitivity analysis would reveal how robust the method is to these parameter choices

Additionally, this approach could be used to calibrate a reasonable cost function tailored
to our application. Because it produces interpretable policies, it is easier to adjust the cost
function in a way that excludes undesirable ϵ-optimal strategies for our problem.

Finally, the numerical method relies on the assumption that the set of allowed restarting
points is finite, whereas in our medical follow-up application it is in fact infinite. For the mo-
ment, we address this by discretizing the PDMP state space to obtain a finite grid of restarting
points. The approximation errors introduced by this discretization should be quantified.

Model complexity and framework robustness.
A natural next step would be to increase the complexity of the dynamics in our application

3Researcher in molecular biology at the John Curtin School of Medical Research, Australian National
University
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example. This would allow us to examine whether the algorithms can still adapt and recover
meaningful policies, while also applying the numerical method to a more demanding setting
where identifying an ϵ-optimal strategy is less straightforward and more sensitive to the choice
of cost function.

In addition, an extended sensitivity analysis of the Bayes-adaptive framework over broader
prior ranges, building on the limited exploration already performed, would help delineate the
conditions under which the method remains reliable. Finally, introducing a second unknown
parameter in the parametric flow could provide a further test of the framework’s ability to
accommodate heightened model uncertainty.

Long-Term Perspectives

Deep RL algorithms.
Deep RL approaches come with several challenges. A major difficulty lies in the large number
of parameters that must be initialized and tuned, a process that is typically time-consuming,
computationally intensive, and problem-specific. In addition, deep RL methods often yield
results that lack robustness, particularly when the training data are not sufficiently represen-
tative. This limitation may partly explain why the Bayes-adaptive framework does not show
a clear improvement over the non-Bayes-adaptive counterpart: as the state space expands and
transitions become smoother, the benchmarked algorithms may struggle to maintain robustness
in such environments. While recent research [She+20; RX22] has proposed methods to address
these issues, substantial progress remains to be made.

Moreover, the learned policies provide no guarantees of convergence to the true optimum
and are inherently difficult to interpret, both in terms of decision logic and in the structure
of the underlying neural networks. This lack of interpretability makes it difficult to trust the
agent’s decisions or to intervene when necessary. In recent years, explaining RL models [Mil+22]
has become an active research area, combining techniques from explainable supervised learning
with methods specifically designed to account for the sequential nature of RL problems. Our
main perspective here is to focus on approaches that explain long-term behavior at the policy
level. However, in a medical context, it could also be particularly valuable: understanding
which patient features truly drive decision-making would not only improve trust in the method
but also provide insights with real clinical relevance.

Finally, although theory suggests that in partially observable problems the optimal policy
should depend on the full history of observations and actions, our experiments showed that
incorporating LSTM architectures did not improve performance. In our medical setting, the
problem may be only weakly partially observable, with observation windows already providing
sufficient information for decision-making. However, recurrent networks such as LSTMs are
more difficult to optimize than feedforward architectures, which can lead to issues like overfitting
or unstable gradients. The type of memory required in our task, linked to occasional, discrete
events, may also be poorly captured by the continuous temporal representation of LSTMs,
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making simpler strategies, as stacking recent observations, more effective. Further analysis is
needed to better understand these results and to determine whether alternative approaches
could address this limitation.

Learning while planning.
We propose an approach to managing parameter uncertainty in decision-making. However, our
method does not provide estimates of the unknown parameters themselves. Once a policy has
converged, it can be deployed in the real environment, but this strategy is highly sensitive to
the choice of estimator.

A more sophisticated approach would allow the policy to adapt continuously as real data are
observed. In such a setting, the agent could refine its parameter estimates step by step along
the trajectory and adjust its policy accordingly, ensuring that decisions remain aligned with
the most up-to-date knowledge. One way to achieve this would be to update the agent’s prior
beliefs as new data become available, thereby constructing an improved BAPOMDP model.
The agent could then be retrained on this updated model or directly adapt its policy online,
progressively improving both parameter estimates and decision quality.

Derived applications.
In this work, we addressed impulse control for PDMPs under partial observation and with
unknown flow parameters by reformulating the problem as a BAMDP. This approach could be
extended to other classes of controlled Markov models. In direct continuity with our study,
one could consider tackling control problems for Hidden (semi-)Markov Models (HsMMs) by
transforming them into MDPs. Indeed, an HsMM can be viewed as a discretized version of a
PDMP, which suggests a natural connection between the two frameworks.

Medical Application.
Finally, while the case study developed throughout the manuscript is grounded in a real medical
problem, it remains a substantial simplification of clinical reality. In our model, decisions are
based solely on the concentration of clonal immunoglobulin, whereas in practice, clinicians rely
on a wide range of clinical indicators. Real-world treatment choices are also considerably more
complex than those considered here, involving options such as dose adjustment in chemotherapy,
stem cell transplantation, immunotherapy, radiotherapy, and other alternative interventions.
These simplifications were introduced deliberately to keep the problem tractable. Including
additional clinical parameters would make the discretisation task of the numerical method
considerably more complex and time-consuming. In such a scenario, the discretisation might
have needed to be coarser, potentially reducing the accuracy of the resulting strategy in order
to keep the algorithm computationally feasible. Likewise, for the deep RL approaches, handling
a continuous action-state space would make the interpretation of the learned policy even more
challenging, if not impossible. Addressing these challenges remains an open avenue for future
work: this thesis represents only a step towards solving real-world clinical decision problems,
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and much remains to be done before such methods can be deployed more realistic scenarios.
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Proof of the a posteriori update
formulas

This chapter contains details on the proof of the a posteriori update formulas in the case of the
normal-gamma distribution.

We provide the proof of Theorem 6.1.1, stated in Chapter 6. This theorem establishes the
posterior update formulas for the Normal-Gamma distribution.
Proof. The proof is derived from [Mur07; Fin97].

Let y = [y1, · · · , yn] be an i.i.d. sample drawn from a log normal distribution Log-N (µ, λ)
where we assume that both the mean µ and the precision λ = σ−2 are unknown. Here we show
how to infer those parameters from a Bayesian model with conjugate priors.

The probability density function is defined as

π(·|µ, λ) = 1
·

(
λ

2π

) 1
2

exp
(
−λ2 (log(·)− µ)2

)
,

hence the likelihood of sample y is

π(y|µ, λ) =
n∏
i=1

π(yi|µ, λ)

∝
n∏
i=1

(
λ

2π

) 1
2

exp
(
−λ2 (log(yi)− µ)2

)

=
(
λ

2π

)n
2

exp
(
−λ2

n∑
i=1

(log(yi)− µ)2
)

=
(
λ

2π

)n
2

exp
(
−λ2 (n(µ− ỹ)2 +

n∑
i=1

(log(yi)− ỹ)2
)
,

where
ỹ = 1

n

n∑
i=1

log(yi).

The conjugate prior of the log normal distribution is the normal-Gamma distribution, with
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density function:

π(µ, λ|µ0, κ0, α0, β0) = βα0
0

Γ(α0)

(2π
κ0

)− 1
2
λα0+ 1

2 −1 exp
(
−λ2 (κ0(µ− µ0)2 + 2β0)

)

Note that it is possible to compute the marginals of such distributions in the following way:

π(λ) =
∫ ∞

−∞
π(µ, λ)dµ

∝ λα0+ 1
2 −1 exp (−λβ0)

∫ ∞

−∞
exp

(
−λκ0

2 (µ− µ0)2
)
dµ

∝ λα0 exp (−λβ0)

And therefore λ follows a Gamma distribution with parameters α0 + 1, β0. Similarly,

π(µ) =
∫ ∞

0
π(µ, λ)dλ

∝
∫ ∞

0
λα0+ 1

2 −1 exp
(
−λ(β0 + κ0(µ− µ0)2

2 )
)
dλ

which integrand corresponds to the density of an unnormalized Gamma distribution G(a =
α0 + 1

2 , b = β0 + κ0(µ−µ0)2

2 ). We can therefore write:

π(µ) ∝ Γ(a)
ba

∝ b−a

= (β0 + κ0(µ− µ0)2

2 )−α0− 1
2

= (1 + 1
2α0

+ α0κ0(µ− µ0)2

β0
)− 2α0+1

2

That is a multivariate Student’s t distribution with mean µ0, scale matrix β0/(α0κ0) and
2α0 degrees of freedom.

The posterior is defined as follows.

π(µ, λ|y) ∝ π(µ, λ|µ0, κ0, α0, β0)π(y|µ, λ)

∝ λα0+ 1
2 −1 exp

(
−λ2 (κ0(µ− µ0)2 + 2β0)

)
× λ

n
2 exp

(
−λ2

n∑
i=1

(log(yi)− µ)2
)

∝ λ
1
2λα0+ n

2 −1 exp (−β0λ) exp
[
−λ2

(
κ0(µ− µ0)2 +

n∑
i=1

(log(yi)− µ)2
)]
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On one side we have
n∑
i=1

(log(yi)− µ)2 = n(µ− ỹ)2 +
n∑
i=1

(log(yi)− ỹ)2

and on the other side

κ0(µ− µ0)2 + n(µ− ỹ)2 = (κ0 + n)(µ− µn)2 + κ0n(ỹ − µ0)2

κ0 + n

where
µn = κ0µ0 + nỹ

κ0 + n
.

Therefore,

π(µ, λ|y) ∝ λ
1
2 exp

(
−λ2 (κ0 + n)(µ− µn)2

)

× λα0+ n
2 −1 exp (−β0λ) exp

(
−λ2

n∑
i=1

(log(yi)− ỹ)2)
)

exp
(
−λ2

κ0n(ỹ − µ0)2

κ0 + n

)

which is once again a normal-Gamma distribution with parameters

µn = κ0µ0 + nỹ

κ0 + n

κn = κ0 + n

αn = α0 + n/2

βn = β0 + 1
2

n∑
i=1

(log(yi)− ỹ)2 + κ0n(ỹ − µ0)2

2(κ0 + n)

We have

π(λ|y) = G(λ|αn, βn)

π(µ|y) = T2αn(µ|µn, βn/(αnκn))

Note that in the special case where n = 1 (only one new observation), the updated param-
eters are simply
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µn+1 = κnµn + log(yn)
κn + 1

κn+1 = κn + 1

αn+1 = αn + 1/2

βn+1 = βn + κn(log(yn)− µn)2

2(κn + 1) .

□
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Appendix B

Numerical experiment details

In this Chapter, we provide the details of the parameters used in the numerical experiments
of Chapters 4, 5, and 6. We also report the optimal configurations obtained for the neural
networks employed in Chapters 5 and 6.

B.1 Model Parameters

Table B.1 presents the PDMP parameters that are consistently applied across all chapters and
employed throughout the simulations, except where explicitly noted otherwise.

Table B.1: PDMP parameter values used in experiments

Name Notation Value
Boundaries
Biomarker nominal level ζ0 1
Biomarker death le vel D 40
Horizon T 2400
Flow
Slope parameter in relapse v1 ∼ Log−N (µ, 1/σ2) (µ = −6.40, σ =

√
2)

Slope parameter in non curable relapse v2 ∼ U [a, b] [a = 0.0001, b = 0.06]
Jump function
Scale parameter of µk01 αk1 0.0002/k
Shape parameter of µk01 βk1 3.5
Scale parameter of µk02 αk2 0.00001
Shape parameter of µk02 βk2 3.5
Scale parameter of µk,012 α′k,0

2 1.116e−20k/4
Shape parameter of µk,012 βk,02 4.5
Scale parameter of µk,112 α′k,0

2 5.58e−7k

Shape parameter of µk,112 βk,02 −0.8

Table B.2 presents the POMDP parameters that are consistently applied across all the
simulations for Chapters 5 and 6, except where explicitly noted otherwise.
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Table B.2: POMDP parameter values used in experiments

Name Notation Value
Observation
Noise ϵ ∼ N (µ, σ) (µ = 0, σ = 1)
Cost function
Treatment cost Cℓ 0.1
Visit cost Cv 1
Death cost CD 300
Horizon constraint cost CH 1000
Treatment constraint cost CT 1000

B.2 Neural network set hyperparameters

Table B.3 shows the range of hyperparameters tested for the Deep Q-Network (DQN) and
Proximal Policy Optimization (PPO) algorithms throughout Chapters 5 and 6.

B.3 Neural network final hyperparameters

Table B.4 presents the optimal configurations selected for each algorithm trained under the
POMDP framework in Chapter 5.

Table B.5 presents the optimal configurations selected for each algorithm trained under the
BAPOMDP framework in Chapter 6.
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Table B.3: Summary of tuned parameters and their possible values.

Parameter Possible Values
Shared Hyperparameters
Discount Factor (γ) {0.95, 0.97, 0.99, 0.999}
Training Batch Size {32, 65, 256, 512, 1024, 2048, 4096}
Training Batch Mode {TruncateEpisodes, CompleteEpisodes}
Learning Rate {3e-5, 0.0001, 0.0003, 0.001}
Fully Connected Layer Sizes {[32], [32,32], [64], [64,64]}
Activation Function {linear, relu, tanh}
Observation Filter {MeanStdFilter, NoFilter}
DQN
TD Error Loss {Huber, MSE}
Number of Step {1, 2, 3}
Double Q-learning {True, False}
Dueling Architecture {True, False}
Replay Buffer Capacity {50000, 100000, 500000, 1000000}
Prioritized Replay Alpha {0.5, 0.6}
Prioritized Replay Beta {0.4, 0.5}
Prioritized Replay Epsilon {1e-6, 3e-6}
Epsilon Timestep {2, 10000, 50000, 100000, 200000}
Initial Epsilon {0.9, 1.0, 1.5}
Final Epsilon {0.0, 0.01, 0.02}
Value Range Min {-60 000, -50 000, -40 000}
Value Range Max {-500, -10, 0, 10}
Noisy Nets {True, False}
Hidden Layers Size {[64], [128], [256], [512]}
Training Intensity {1, 4, 16, 32}
Target Network Update Frequency {500, 1000, 5000, 10000, 20000}
Steps Before Learning Starts {1000, 10000, 20000}
PPO Without LSTM
Number of SGD Iterations {10, 20, 30}
SGD Minibatch Size {64, 128, 256}
Clipping Parameter {0.1, 0.2, 0.25, 0.3, 0.4, 0.5}
Value Function Shared Layers {False, True}
Gradient Clipping {None, 0.5, 1.0, 2.0, 5.0}
Use Generalized Advantage Estimation (GAE) {True, False}
Value Function Loss Coefficient {0.001, 0.01, 0.1, 0.5, 1.0}
PPO With LSTM
LSTM Cell Size {64, 256, 512, 1024}
Use Previous Action in LSTM {False}
Use Previous Reward in LSTM {False}
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Table B.4: Best configuration for each algorithm trained with POMDP framework.

Parameter Without Action-Masking with Action-Masking
DQN
TD Error Loss Huber MSE
Discount Factor (γ) 0.95 0.999
Number of Step 3 3
Double Q-learning True True
Dueling Architecture False False
Replay Buffer Capacity 50 000 500 000
Prioritized Replay Alpha 0.5 0.6
Prioritized Replay Beta 0.5 0.4
Prioritized Replay Epsilon 3 × 10−6 3 × 10−6

Epsilon Timestep 50 000 50 000
Initial Epsilon 1.5 1.5
Final Epsilon 0.0 0.0
Value Range Min −60 000 −50 000
Value Range Max −500 −500
Training Batch Size 32 4 096
Training Batch Mode TruncateEpisodes CompleteEpisodes
Learning Rate 3 × 10−5 3 × 10−5

Fully Connected Layer Sizes [64,64] [64]
Activation Function relu tanh
Observation Filter MeanStdFilter NoFilter
Noisy Nets False False
Hidden Layers Size [128] []
Training Intensity 1 1
Target Network Update Frequency 1 000 500
Steps Before Learning Starts 20 000 10 000
PPO
Discount Factor (γ) 0.999 0.999
Number of SGD Iterations 20 20
SGD Minibatch Size 256 64
Training Batch Size 1 024 2 048
Training Batch Mode CompleteEpisodes TruncateEpisodes
Learning Rate 0.001 0.001
Clipping Parameter 0.3 0.2
Fully Connected Layer Sizes [32] [32]
Activation Function linear relu
Value Function Shared Layers False False
Observation Filter NoFilter NoFilter
Gradient Clipping 2.0 2.0
Use GAE False True
Value Function Loss Coefficient 0.5 0.1
PPO with LSTM
Discount Factor (γ) 0.99
Number of SGD Iterations 30
SGD Minibatch Size 128
Training Batch Size 256
Training Batch Mode TruncateEpisodes
Learning Rate 3 × 10−5

Clipping Parameter 0.5
Fully Connected Layer Sizes [64]
Activation Function tanh
Value Function Shared Layers True
Observation Filter MeanStdFilter
Gradient Clipping Null
Use GAE True
Value Function Loss Coefficient 0.01
LSTM Cell Size [64]
Use Previous Action in LSTM False
Use Previous Reward in LSTM False
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Table B.5: Best configuration for each algorithm trained with BAPOMDP framework.

Parameter Without Action-Masking with Action-Masking
DQN
TD Error Loss MSE MSE
Discount Factor (γ) 0.99 0.99
Number of Step 3 3
Double Q-learning True False
Dueling Architecture False False
Replay Buffer Capacity 500 000 500 000
Prioritized Replay Alpha 0.6 0.6
Prioritized Replay Beta 0.4 0.4
Prioritized Replay Epsilon 3 × 10−6 3 × 10−6

Epsilon Timestep 2 50000
Initial Epsilon 1.5 1.5
Final Epsilon 0.0 0.0
Value Range Min −50 000 −40 000
Value Range Max 10 −500
Training Batch Size 4 096 2 048
Training Batch Mode CompleteEpisodes TruncateEpisodes
Learning Rate 0.0003 0.001
Fully Connected Layer Sizes [64,64] [64,64]
Activation Function relu tanh
Observation Filter NoFilter NoFilter
Noisy Nets False False
Hidden Layers Size [512] []
Training Intensity 16 16
Target Network Update Frequency 500 500
Steps Before Learning Starts 10 000 20 000
PPO
Discount Factor (γ) 0.95 0.97
Number of SGD Iterations 20 20
SGD Minibatch Size 256 128
Training Batch Size 256 256
Training Batch Mode TruncateEpisodes TruncateEpisodes
Learning Rate 0.001 0.0003
Clipping Parameter 0.25 0.5
Fully Connected Layer Sizes [64,64] [64,64]
Activation Function tanh linear
Value Function Shared Layers True False
Observation Filter MeanStdFilter NoFilter
Gradient Clipping 2.0 0.5
Use GAE True True
Value Function Loss Coefficient 0.5 0.01
PPO with LSTM
Discount Factor (γ) 0.97
Number of SGD Iterations 10
SGD Minibatch Size 64
Training Batch Size 256
Training Batch Mode TruncateEpisodes
Learning Rate 3 × 10−5

Clipping Parameter 0.3
Fully Connected Layer Sizes [64,64]
Activation Function linear
Value Function Shared Layers True
Observation Filter MeanStdFilter
Gradient Clipping 2.0
Use GAE True
Value Function Loss Coefficient 0.001
LSTM Cell Size [64]
Use Previous Action in LSTM False
Use Previous Reward in LSTM False
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Résumé

La prise de décision séquentielle dans des systèmes partiellement observables et à dynamique
inconnue est particulièrement difficile, notamment lorsque les données sont limitées. C’est le cas
en médecine, où l’état des patients est observé de façon intermittente et où l’évolution des mal-
adies varie fortement d’un individu à l’autre. Les stratégies de traitement personnalisées visent
alors à adapter le suivi à la dynamique propre de chaque patient afin de réduire les traitements
inutiles et de favoriser une détection précoce des rechutes. Les Processus de Markov Détermin-
istes par Morceaux (PDMPs) sont adaptés pour modéliser des maladies comme le cancer, dont
l’évolution est en grande partie déterministe mais ponctuée d’événements aléatoires. Toutefois,
leur contrôle optimal devient complexe en présence d’observations partielles ou d’incertitude
sur le modèle. Cette thèse propose d’abord une méthode numérique pour calculer une stratégie
ϵ-optimale dans un PDMP complètement observé à dynamique connue. Le problème est en-
suite étudié en cadre partiellement observable via une reformulation en POMDP, résolu grâce à
l’apprentissage par renforcement profond. Enfin, pour intégrer l’incertitude sur la dynamique,
nous introduisons un POMDP Bayésien Adaptatif (BAPOMDP), permettant d’apprendre des
stratégies de contrôle robustes et personnalisées à partir de données limitées et incertaines.

Mots-clés Processus semi-Markovien Déterministe par Morceaux, Etats Cachés, Proces-
sus de Décision Markovien, Contrôle Stochastique, Apprentissage par Renforcement Profond,
Optimisation de Traitement

Abstract

Sequential decision-making in partially observable systems with unknown dynamics is partic-
ularly difficult, especially when data is limited. This is the case in medicine, where patients’
conditions are observed intermittently and the progression of diseases varies greatly from one
individual to another. Personalised treatment strategies therefore aim to adapt follow-up to
each patient’s specific dynamics in order to reduce unnecessary treatment and promote early
detection of relapses. Piecewise Deterministic Markov Processes (PDMPs) are suitable for
modelling diseases such as cancer, whose progression is largely deterministic but punctuated
by random events. However, their optimal control becomes complex in the presence of partial
observations or uncertainty about the model. This thesis first proposes a numerical method for
calculating an ϵ-optimal strategy in a fully observed PDMP with known dynamics. The prob-
lem is then studied in a partially observable setting via a reformulation into a POMDP, solved
using deep reinforcement learning. Finally, to incorporate uncertainty about the dynamics, we
introduce an Adaptive Bayesian POMDP (BAPOMDP), which allows robust and customised
control strategies to be learned from limited and uncertain data.

Keywords Piecewise Deterministic semi-Markov Processes, Hidden State, Markov Decision
Processes, Stochastic Control, Deep Reinforcement Learning, Treatment Optimisation
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