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Medical context: Multiple myeloma

Distribution of cancers in France (2018)

Myeloma 
    (2%)

         62% 
5-year survival

    abnormal 
 proliferation 
of plasma cells
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Figure: Example of patient data [ALa17]

• Patients who have had cancer benefit
from regular follow-up;

• The concentration of clonal
immunoglobulin is measured over time;

• The doctor has to make new decisions
at each visit:
1. delay for the next visit (15, 30 or 60

days),
2. treatment (chemotherapy or not).

=⇒ Optimising decision-making to ensure
the patient’s quality of life
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Work approach

Simplified real-life problem

1- Stochastic modelling
2- Optimization frameworkassumptions

M
odelling

3- Resolution framework
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Controlled PDMP

We switch randomly from one deterministic regime to another.
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Controlled PDMP

We switch randomly from one deterministic regime to another.

D

remission
(m = 0)

relapse
(m = 1)

remission
(m = 0)

terminal
relapse
(m = 2)

D

ζ0

Let x = (m, ℓ, k, ζ,u) the patient’s state:
• m the patient’s condition;
• ℓ the current treatment;
• k the number of treatments;
• ζ the biomarker;
• u the time since the last jump.
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Local Characteristics of a PDMP

A PDMP is defined by three local characteristics.

D

ϕ0
0,1(ζ0, t)

=
ζ0

ϕ0
1,1(ζ, t)
=

ζev1t

ϕ1
1,2(ζ, t)
=

ζe−
v1
k t

ϕ0
2,2(ζ, t)
=

ζev2t

D

ζ0

Flow

Description of the deterministic part of the
process.

Φ(x, t) = (m, k, ℓ, ϕℓ
m,k(ζ, t),u+ t)
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Local Characteristics of a PDMP

A PDMP is defined by three local characteristics.
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ϕ1
1,2(ζ, t)
=

ζe−
v1
k t

ϕ0
2,2(ζ, t)
=

ζev2t

D

ζ0

Jump intensity

Description of the process jump
mechanisms.

• Boundary jump (deterministic)

• Random jump

λ(x) =


(µ1

m,ℓ,k + µ2
m,ℓ,k)(u) if m = 0,

µ2
m,ℓ,k(ζ) if m = 1,

0 otherwise.
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Local Characteristics of a PDMP

A PDMP is defined by three local characteristics.

remission
(m = 0)

relapse
(m = 1)

terminal
relapse
(m = 2)

death
(m = 3)

ℓ ̸= 1

ℓ = 1

ℓ ̸= 1

Random Jump
Deterministic Jump

Markov kernel

Description of the state of the process after
each jump.

P(Xt ∈ A|Xt− = x) = Q(x,A)
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Impulse control for PDMP

D

ϕ0
1,2(ζ, t) ϕ1

1,2(ζ, t)

D

ζ0

Choosing a new starting point :
• date for the next impulse;
• point from which to restart the process.
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Impulse control for PDMP

D

ϕ0
1,2(ζ, t) ϕ1

1,2(ζ, t)

D

ζ0

Choosing a new starting point :
• date for the next impulse;
• point from which to restart the process.

Restrictions:
• the delay between consecutive

impulses is in a finite set;
• only change the current treatment ℓ.
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A fully observed and known process

Simplified real-life problem

Controlled PDMP

continuous time
continuous state space

fully observed
known dynamics

simulateable

M
odelling

Discrete
Dynamic Programming
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Optimization framework of impulse control for PDMP

Identify an ϵ-optimal strategy Sϵ = (τn,Ln)n≥1

J (S, x)︸ ︷︷ ︸
Expected cost of strategy S

= ES
x

∫ H

0
e−γt cR(Xt)︸ ︷︷ ︸

running cost

dt+
H∑
n=1

cI︸︷︷︸
impulse cost

(
Xτn , Xτ+

n

) ,

with
• cR(Xt) = CT1ℓ=1 + CD1m=3,
• cI(Xτn , Xτ+

n
) = CV .

V⋆(x) = inf
S∈S

J (S, x)

V⋆(x) ≤ J (Sϵ, x) + ϵ
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Candidate strategy and optimality

True operators of DP

[SD12]
Discrete operators and

Approximated valued function
∥V⋆(X)− V̂(X)∥2

[SDG17]
Iteration of value function

Strategy components
∥V⋆(X)− J (Sϵ, X)∥2

[Theorem 4.2.5]
Iteration of approximated value function

Construction of a candidate strategy
∥V⋆(X)− J (Ŝϵ, X)∥2
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Preliminary results
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Summary of contributions

Simplified real-life problem

Controlled PDMP

continuous time
continuous state space

fully observed
known dynamics

simulateable

M
odelling

Discrete
Dynamic Programming

+ Numerical method yielding an explicit
control strategy
+ Theoretical guarantees ensuring the
computed strategy is ϵ-optimal
– Limited applicability in more realistic
situations
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The problem of partial observation

D
D

ζ0
t
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A partially observed process

Simplified real-life problem

Controlled PDMP

continuous time
continuous state space

partially observed
known dynamics

simulateable

M
odelling

Deep Reinforcement Learning
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A partially observed process

Simplified real-life problem

Controlled PDMP

POMDP

discrete observation dates
continuous state space

partially observed
known dynamics

simulateable
M

odelling

Deep Reinforcement Learning [CSRSV24]
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Characteristics of a POMDP
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Agent
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POMDP Definition

A POMDP is defined by a tuple
(S,A,P,Ω, Z, c).

• Patient condition
s = (m, k, ζ,u) ∈ S;

• Actions a = (ℓ, r) ∈ A;
• Transition function P(s′|s,a);
• Observation
ω = (k, F(ζ, ϵ), 1m=3) ∈ Ω;

• Observation function Z(ω|s);
• Cost function c : S×A×S → R.

The transition function P(s′|s,a) is
a combination of PDMP local
characteristics.
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Optimization framework of POMDP

Identify an optimal policy π⋆

c(s,a, s′)︸ ︷︷ ︸
Cost function

= CV︸︷︷︸
visit cost

+ CD × 1m′=3︸ ︷︷ ︸
death cost

+ CT × r × 1ℓ=a︸ ︷︷ ︸
treatment cost
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Optimization framework of POMDP

Identify an optimal policy π⋆

V(π, s)︸ ︷︷ ︸
Optimization criterion

= Eπ
s [
H−1∑
n=0

c(Sn,An, Sn+1)]︸ ︷︷ ︸
Expected total cost as a result of the policy π
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Optimization framework of POMDP

Identify an optimal policy π⋆

In reality, we do not observe state space!

Let hn = (ω0,a0, ω1,a1, . . . , ωn) be the history

V⋆(h)︸ ︷︷ ︸
Value function

= min
π∈Π

V(π,h)︸ ︷︷ ︸
Minimisation across policy space.
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Solving with Deep Reinforcement Learning

POMDP Environment

PPODQN

LSTMAction-MaskingAction-Masking

Value-based algorithms Policy-based algorithms
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Benchmark Results
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=⇒ DQN and PPO with Action-Masking outperformed all baseline algorithms.
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Results

Policy evaluation performance on 5 000 Monte-Carlo simulations
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Visit cost
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Obtained policies

Policy Survival rate Visit delay Number of treatments Time under treatment
Abusive 99.76% 15 1 6 years
Nothing 62.76% 60 0 0
Random 92.16% 34.82 4.34 1 year and 1 month

Threshold 99.99% 40.42 4.97 2 years and 7 months
Heuristic 99.20% 60 1.01 1 year and 4 months

PPO with AM 99.83% 28.40 26.34 4 years and 6 months
DQN 73.91% 59.07 0.80 47 days
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Summary of contribution

Simplified real-life problem

Controlled PDMP

POMDP

continuous time
continuous state space

partially observed
known dynamics

simulateable

M
odelling

Deep Reinforcement Learning

+ Alternative resolution method for POMDP
derived from PDMP
– Usage of LSTM for partial observation
– Limited interpretation of policies
– Required full PDMP knowledge
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The problem of partially known dynamics

Partially known dynamics

D

ζev1t ζe−
v1
k t

D

ζ0

Hypothesis: v1 ∼ Log-Normal (µ, σ−2), with µ and σ unknown.
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A partially observed and known process

Simplified real-life problem

Controlled PDMP

continuous time
continuous state space

partially observed
unknown dynamics
non simulateable

M
odelling

Deep Reinforcement Learning
Data consuming
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A partially observed and known process

Simplified real-life problem

Controlled PDMP

BAPOMDP [RVCSS25]

discrete observation dates
continuous state space

partially observed
known dynamics

simulateable

M
odelling

Deep Reinforcement Learning
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Handle uncertainty with Bayesian framework

(µ, σ)Normal-Inverse-Gamma(θ) prior

v1

patients

28 / 40



Characteristics of a BAPOMDP
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BAPOMDP Definition

Un BAPOMDP se définit par un tuple
(S+,A,P+,Ω, Z, c).

• Space of hyperstate S+ = S ×Θ;
• Actions a = (ℓ, r) ∈ A;
• Transition function P+(s′, θ′|s,a, θ);
• Observation ω = (k, F(ζ, ϵ), 1m=3) ∈ Ω;
• Observation function Z(ω|s);
• Cost function c : S × A × S → R.

P+
(
(s′, θ′) ∈ BE × BΘ | (s, θ),a

)
=

∫
BE

1BΘ(U(θ, s,a, s′))× P(ds′ | s,a, θ).
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Generate transition from prior

θ (µ, σ) v1 s′

s a

v′1 θ′

P(ds′|s, a, θ) U(θ, s, a, s′)
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Evaluate BAPOMDP framework

Deep RL Algorithm BAPOMDP environment

Policy POMDP environment
with fixed v1

action

observation/reward

action

observation/reward

1) Computing policy via simulation-based RL

2) Evaluation
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Different prior
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Preliminary results

Policy evaluation robustness on 5 000 Monte-Carlo simulations for DQN with
Action-Masking
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Summary of contribution

Simplified real-life problem

Controlled PDMP

BAPOMDP

continuous time
continuous state space

partially observed
unknown dynamics
non simulateable

M
odelling

Deep Reinforcement Learning

+ Novel equivalence framework to
represent PDMPs with unknown parameters
as BAPOMDPs yielding an explicit control
strategy
+ Deep reinforcement learning can be
leveraged to solve the resulting BAPOMDP
formulation
– No estimates of unknown parameters
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General Conclusion: How to solve a controlled PDMP ?

Assumptions Discrete DP POMDP + DRL BAPOMDP + DRL
Continuous time ✓ ✓ ✓
Continuous state space ✓ ✓ ✓
Large state space x ✓ ✓
Partial observation x ✓ ✓
Unknown parameters x x ✓
Theoretical guarantees ✓ x x

A specific problem that can be extended to many others !
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Perspectives

Stochastic modelling
• Optimization framework: cost function

calibration
• Modeling more complex models
• Extension of this resolution framework

to other Markov models (HsMM)

Artificial intelligence
• New benchmark to evaluate Deep RL

algorithms
• Continuous-time modeling framework

compatible with RL
• For BAPOMDP: real-environment

interaction to update parameters and
policy online
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Future work
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Reinforcement Learning

EnvironmentAgent

observation

action

cost

The optimal policy is obtained from the
experiments < ω,a, ω′, c >, generated from

P+ transition function

Qπ(s,a)︸ ︷︷ ︸
Q value

= Eπ[
H−1∑
n=0

c(Sn−1,An, Sn)|s,a = (ℓ, r)]︸ ︷︷ ︸
Value of an action in a state according to the policy π

Q⋆(s,a)︸ ︷︷ ︸
Q function

=min
π∈Π

Qπ(s,a)

A(s,a)︸ ︷︷ ︸
Advantage function

= Q(s,a)− V(s)︸ ︷︷ ︸
Extra cost obtained by the agent by taking the action
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Algorithm example: DQN1

DQN NetworkEnvironment

 Q(ωn,a1)
· · ·
Q(ωn,a6)

ωn

a⋆ = argminai Q(ωn,ai)

Loss computation
L = [(c(sn,a⋆, sn+1) + αminan+1 Q(ωn+1,an+1))− Q(ωn,a⋆)]2

Gradient loss

(ωn+1, c(sn,a⋆, sn+1))

1Deep Q-Network
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Algorithm example: PPO2

Neural Network PPOEnvironment

Policy
πθ(an|ωn)

Value
Vθ(ωn)

Advantage estimation
An = c(sn,a⋆, sn+1) + αVθ(ωn+1)− Vθ(ωn)

ωn

a⋆n ∼ πθ(an|ωn)

Policy Loss
LP = −E[min(rn(θ)An, clip(rn(θ), 1 − ϵ, 1 + ϵ)An)]

Value Loss
LV = [Vθ(ωn)− (c(sn,a⋆, sn+1) + αVθ(ωn+1))]

2

An

+

Gradient loss

a⋆n ∼ πθ(an|ωn)

(ωn+1, c(sn,a⋆n, sn+1))

2Proximal policy optimization
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Candidate strategy and optimality

True operators of DP
on (Zn, Sn)n∈N

[SD12]
Discrete operators and

Approximated valued function
∥V⋆

k (Zk)− V̂ik(Ẑk)∥2

[SDG17]
Iteration of value function

Strategy components
∥V⋆

k (Zk)− Jk(S, Zk)∥2

[Theorem 4.2.5]
Iteration of approximated value function

Construction of a candidate strategy
∥Jk(Ŝ, Zk)− V̂ik(Ẑk)∥2
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Framework comparison
BAPOMDP vs POMDP with a fixed prior

Policy evaluation robustness on 5 000 Monte-Carlo simulations for DQN with
Action-Masking

100

125

150

175

200

High Medium Weak Non Informative

Prior

C
os

t Model used for training
BAPOMDP
POMDP
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